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ABSTRACT Open Radio Access Network (O-RAN) deployments face a coordination challenge when
multiple radio applications (rApps) concurrently propose conflicting parameter changes. We present TACIT,
a decentralized conflict resolution mechanism that advances the state of the art in three ways: (1) it resolves
direct, indirect, and implicit conflicts without requiring explicit detection or classification, (2) it achieves
O(N ) computational complexity in the number of rApps, independent of parameter space size, and (3)
it employs an asymmetric reputation mechanism that isolates unreliable rApps through continuous online
learning. TACIT works by soliciting each rApp’s assessment of a proposed change’s impact on its own KPIs,
then aggregating these self-interested inputs using reputation-weighted Nash Social Welfare optimization.
No rApp needs to understand other rApps’ objectives, and no centralized function needs to replicate this
understanding. Evaluation through ns-3 simulation with 19 cells and 7 concurrent rApps demonstrates
that TACIT outperforms unconstrained operation, static priority ordering, and unweighted Nash Social
Welfare across throughput, energy efficiency, and edge user metrics. When an rApp’s predictions degrade,
the reputation mechanism isolates its influence within a single configuration window without operator
intervention.

INDEX TERMS Conflict, Decentralisation, O-RAN, rApps, Reputation

I. INTRODUCTION

OPEN Radio Access Network (O-RAN) architectures
enable operators to deploy radio applications (rApps)

from multiple vendors, each autonomously optimizing net-
work parameters. An energy-efficiency rApp reduces trans-
mit power. A capacity rApp increases it. A load-balancing
rApp shifts traffic between cells. Each rApp correctly iden-
tifies beneficial changes from its own perspective, yet their
concurrent execution degrades overall network performance.
The O-RAN Alliance has identified this multi-rApp coordi-
nation problem as a critical gap requiring architectural solu-
tions [1], [2].

The challenge appears to demand omniscience. To resolve
conflicts intelligently, a coordinator must seemingly under-
stand what each rApp is optimizing, how its parameters af-
fect network KPIs, and how these effects interact with other
rApps’ actions. Existing approaches attempt this in three
ways, none satisfactory. Centralized search methods such as

QoS-Aware ConflictMitigation (QACM) [3] require conflicts
to be identified and categorized before searching parame-
ter spaces, imposing exponential computational complexity.
Simulation-based methods such as COMIX [4] and PACI-
FISTA [5] evaluate candidate configurations through network
digital twins, incurring per-decision overhead and depending
critically on simulation fidelity. Static priority schemes [6]
resolve conflicts through predetermined rankings that ignore
how rApp reliability varies over time and network conditions.
Even detection itself typically relies on manually specified
rules [7] that require ongoing maintenance as rApp popula-
tions evolve.

This paper presents TACIT (Trustworthy Arbitration
through Calibrated Inference Tracking), built on the insight
that omniscience is unnecessary. Each rApp already processes
the data necessary to infer how changes affect network per-
formance. In this work, these inferences take the form of
directional KPI predictions where each rApp predicts whether
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its target KPIs will improve or degrade. TACIT enables rApps
to arbitrate based on this pre-existing local knowledge rather
than requiring a centralized function to duplicate models or
data, or the rApps themselves to understand each other’s
domains. When an rApp proposes a configuration change,
TACIT queries the other rApps. Each consulted rApp re-
sponds with two things: a utility representing its vote on
whether the change should proceed, and predictions about
whether specific KPIs will improve or degrade. TACIT ag-
gregates the utilities using Nash Social Welfare, weighting
each rApp’s vote by its reputation. Reputation reflects his-
torical prediction accuracy, derived from comparing past KPI
predictions against observed outcomes. If the weighted aggre-
gation indicates the proposal would improve overall network
performance, it is accepted. Otherwise it is rejected.

The result is coordination without mutual understanding.
rApps achieve network-beneficial outcomes without knowing
what other rApps are trying to do, and without any centralized
function needing to replicate this knowledge. A centralized
coordinator achieving equivalent results would need to em-
bed each rApp’s domain expertise and prediction logic. This
scales poorly and becomes infeasible as rApp populations
grow. TACIT’s decentralized architecture avoids this entirely,
achieving O(N ) complexity regardless of how sophisticated
individual rApps become.

A. CONTRIBUTIONS
This work makes three contributions to O-RAN conflict man-
agement:

1) Conflict-Type-Transparent Arbitration. TACIT re-
solves conflicts without detecting, classifying, or enu-
merating them. Direct conflicts (same parameter, dif-
ferent values), indirect conflicts (different parameters
affecting shared KPIs), and implicit conflicts (unknown
parameter interactions) are handled identically through
prediction-outcome evaluation. This eliminates the re-
quirement of existing approaches to define conflict tax-
onomies a priori and enables generalization to arbitrary
rApp combinations.

2) Linear Computational Complexity. TACIT achieves
O(N ) complexity in the number of rApps, independent
of parameter space size. This results from an archi-
tectural choice, TACIT evaluates only configurations
explicitly proposed by rApps rather than searching
configuration spaces. Centralized approaches such as
QACM impose O(|A|k) complexity where |A| is pa-
rameter space size and k is the number of conflicting
parameters. Simulation-dependent methods incur per-
decision overhead that limits responsiveness. TACIT’s
linear scaling enables deployment as rApp populations
grow.

3) Asymmetric Reputation Dynamics. We develop a
reputation update mechanism where inaccurate predic-
tions reduce reputation faster than accurate predictions
increase it (3:1 penalty-to-reward ratio). This asymme-
try reflects operational reality. Network instability from

poor predictions carries greater cost than missed op-
timization opportunities from conservative decisions.
The mechanism performs continuous online learning
from prediction outcomes without operator interven-
tion or model retraining.

We validate TACIT through formal proofs establishing
complexity bounds, welfare monotonicity, and fairness prop-
erties (Appendix), and through network simulation demon-
strating protocol correctness, reputation dynamics, coordi-
nation of non-cooperative agents, superiority over baseline
strategies, and resilience to rApp malfunction.

B. PAPER ORGANIZATION
Section II provides necessary O-RAN background and po-
sitions TACIT relative to existing work. Section III details
TACIT’s architecture including the reputation mechanism,
NSW optimization, and decentralized protocol. Section IV
presents evaluation results. Section V concludes with deploy-
ment implications.

II. BACKGROUND AND RELATED WORK
A. O-RAN ARCHITECTURE
Open Radio Access Network (O-RAN) disaggregates tradi-
tional monolithic base station functions into modular com-
ponents coordinated through standardized interfaces [8], [9].
The Service Management and Orchestration (SMO) layer
hosts radio applications (rApps) that optimize network pa-
rameters at timescales of one second or longer through the
Non-Real-Time RAN Intelligent Controller (Non-RT RIC).
Each rApp encapsulates domain-specific optimization logic,
processing network telemetry to generate configuration rec-
ommendations. Recent deployments demonstrate rApps ad-
dressing diverse objectives including energy efficiency [10],
[11], resource allocation [12], [13], and handover optimiza-
tion [14].
The multi-vendor programmability of O-RAN creates a

coordination challenge identified by the O-RAN Alliance as
requiring architectural solutions [1]. When multiple indepen-
dently developed rApps operate concurrently, their proposals
may conflict. The specification defines three conflict cate-
gories [15]:

• Direct conflicts: Multiple rApps propose different val-
ues for the same parameter on the same cell (e.g., one
rApp sets transmit power to 40 dBm while another sets
it to 35 dBm).

• Indirect conflicts: Different parameters affect shared
Key Performance Indicators (KPIs), creating interfer-
ence through coupled effects (e.g., antenna tilt changes
affecting throughput that another rApp optimizes via
power control).

• Implicit conflicts: Parameter interactions unknown un-
til performance degradation is observed, typically in-
volving complex cross-layer or cross-cell dependencies.

Prior work on conflict prediction through statistical simi-
larity analysis of network cells [16] was subsequently devel-
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oped into the CAMINO intent-aware orchestration architec-
ture [17], which demonstrated pre-emptive conflict detection
at the SMO layer by integrating contextual information and
operator intent [18]. TACIT advances this research trajectory
by shifting from explicit conflict detection to implicit conflict
resolution through reputation-weighted coordination.

The coordination challenge addressed by TACIT is closely
linked to the broader sustainability objectives of 6G network
architectures. A recent survey by Ahmadi et al. [19] identifies
Open RAN as a key enabler for sustainable 6G, but notes
that energy efficiency gains depend on effective coordina-
tion of softwarised network functions. Baldini et al. [20]
provide an in-depth analysis of power consumption in O-
RAN deployments, demonstrating that poorly coordinated
resource management can negate the efficiency benefits of
disaggregated architectures. Energy-aware rApps [10], [11]
represent one response, but when energy-efficiency rApps op-
erate alongside capacity or coverage rApps, their competing
objectives create precisely the conflicts that TACIT is de-
signed to resolve. Effective conflict resolution is therefore not
merely a correctness concern but a prerequisite for realising
the sustainability promise of Open RAN in 6G and beyond.

B. LIMITATIONS OF EXISTING APPROACHES
Existing resolution approaches require conflicts to be identi-
fied and handled through type-specific mechanisms. Central-
ized methods such as QACM [3] search parameter spaces to
identify optimal configurations, imposing exponential com-
putational complexity. COMIX [4] employs network digital
twins for conflict evaluation, incurring simulation overhead
for every decision. PACIFISTA [5] uses sandbox profiling
to assess xApp interactions before deployment, addressing
a complementary but distinct problem. Recent work using
graph convolutional networks [21] shows promise but still
requires conflict detection as a prerequisite. Game-theoretic
approaches [22] provide principled coordination but treat all
rApps equally regardless of prediction accuracy.

These approaches share a common limitation. They require
conflicts to be detected and classified before resolution can
proceed. TACIT eliminates this requirement. Conflict type
is transparent to the arbitration process. Direct, indirect, and
implicit conflicts are resolved identically through prediction-
outcome evaluation.

Table 1 compares TACIT against existing approaches
across complexity, infrastructure requirements, and conflict
coverage. Two qualitative distinctions are not captured by the
table. First, every existing approach requires conflicts to be
detected or classified before resolution can proceed. QACM
cannot define its parameter search space until a conflict detec-
tion controller identifies which parameters are in contention,
making it structurally incompatible with implicit conflicts
where the interacting parameters are unknown. TACIT treats
every proposal as potentially conflicting and evaluates uni-
formly through reputation-weighted NSW, eliminating con-
flict taxonomies entirely. Because TACIT evaluates only con-
figurations explicitly proposed by rApps rather than searching

parameter spaces, it achieves O(N ) complexity independent
of parameter space size.
Second, all existing approaches assume static reliability.

QACM and COMIX weight all inputs equally, PACIFISTA
assumes profiled behaviour remains consistent, and Adam-
czyk CMF resolves via fixed priority. None adapts when an
rApp’s predictions degrade. TACIT’s reputation mechanism
provides continuous online adaptation, a capability validated
in Section IV-H.
A recent PRISMA-based survey of 94 works across IBN

and O-RAN conflict management confirms this positioning,
identifying no existing solution that combines reputation-
weighted trust, decentralized arbitration, and formal welfare
guarantees [24].

C. PROBLEM FORMULATION
An rApp proposing a configuration change cannot know how
that change will affect KPIs outside its scope. rApps typically
have insights into the factors affecting a subset of KPIs only.
TACIT solves this by asking the rApps themselves rather than
trying to model complex causal linkages of parameter values
to KPI effects. Each rApp has the opportunity to predict how
the proposed change would affect its target KPIs, and these
predictions are used to weight the rApp’s inputs as to whether
the change improves network-wide welfare.
Not all predictions are equally trustworthy. An rApp with

a history of accurate predictions should carry more weight
than one that consistently overestimates or underestimates
impacts [25]. TACIT tracks each rApp’s prediction accuracy
and weights its input accordingly. Reputation updates are
asymmetric, with inaccurate predictions reducing reputation
faster than accurate predictions increase it. This reflects op-
erational reality, where network instability from poor predic-
tions carries greater cost than missed optimisation opportuni-
ties from conservative decisions.
The arbitration objective is then to accept only those

proposals that improve aggregate welfare, weighted by the
demonstrated reliability of each rApp’s predictions. Through-
out this work we assume rApps report utilities and KPI
predictions honestly. Adversarial manipulation of reputation
values or prediction reports is outside the current scope and is
discussed in Section IV-J. Section III formalises this objective
and details the reputation, utility, and protocol mechanisms
that implement it.

III. TACIT MECHANISM
TACIT operates at the Non-RT RIC timescale (Fig. 1), en-
abling each rApp to autonomously evaluate its own config-
uration proposals by consulting other rApps about predicted
impacts on their respective KPIs.

A. REPUTATION MECHANISM
Each rApp tracks its own prediction accuracy to establish
dynamic trust. After configuration changes are applied, rApps
compare their predicted impacts against observed outcomes.
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TABLE 1. Comparative Analysis of O-RAN Conflict Resolution Approaches

Characteristic QACM [3] COMIX [4] PACIFISTA [5] Adamczyk
CMF [23]

TACIT

Computational
Complexity

O(|A|k) where |A|
is parameter space,
k is conflicting pa-
rameters

Per-decision
NDT simulation
overhead

O(|A∗|2) for pair-
wise profiling

O(P)whereP is pa-
rameter groups

O(N) where N is
number of rApps

Conflict Detection Required a priori
by Conflict Detec-
tion Controller

Implicit through
NDT simulation

Required via sand-
box profiling

Required via
Parameter Groups

Not required; all
proposals evaluated
uniformly

Infrastructure Centralized SMO
controller

Network Digital
Twin

Sandbox
environment

Near-RT RIC
CD/CR Agents

None; fully decen-
tralized

Operational Mode Runtime arbitration Runtime arbitration Pre-deployment
evaluation

Runtime arbitration Runtime arbitration

Conflict Types Direct, indirect (re-
quires detection)

Direct (DRL-based
xApps)

Direct, parameter,
KPM

Indirect only Direct, indirect, im-
plicit (uniformly)

Reliability Adapta-
tion

Equal weighting Model fidelity as-
sumed stable

Profiled behavior
assumed consistent

Static priority Continuous
reputation-based

Validation Scale 2 gNBs, 2 xApps 2 xApps 5 xApps 2 xApps, 200s 19 cells, 7 rApps,
1200s

Service Management and Orchestration (SMO)

Non-RT RIC

rApp₁ (Energy)

Domain Model + Prediction

NSW Resolution

R₁(t) = 0.72

rApp₂ (Coverage)

Domain Model + Prediction

NSW Resolution

R₂(t) = 0.85

rAppₙ (Mobility)

Domain Model + Prediction

NSW Resolution

Rₙ(t) = 0.60

· · ·

TACIT I/F: uᵢ(p)?, Rᵢ(t)? TACIT I/F: uᵢ(p)?, Rᵢ(t)?

O-RAN Managed Elements (O-CU, O-DU, O-RU)

O1
Config pᵢ KPIs θᵢ

TACIT I/F

No central arbiter or store.
Each rApp maintains its own Rᵢ(t).
Proposer queries others via TACIT I/F.

TACIT requires no new infrastructure.
NSW resolution is embedded in each rApp.
Coordination via TACIT I/F utility queries.

FIGURE 1. TACIT deployment within O-RAN architecture. Each rApp maintains its own reputation score Ri (t) and queries other rApps via a lightweight
peer-to-peer query interface (TACIT I/F) for utility predictions and reputation values. This interface is distinct from the O-RAN R1 interface, which connects
rApps to the Non-RT RIC platform. No central arbiter exists. Configuration changes are applied via O1 to managed elements, which return KPI
measurements for reputation updates.

rApps whose predictions prove accurate gain reputation;
those whose predictions prove inaccurate lose reputation.

Let θi denote the target KPI that rApp i optimizes, and
let Oi ∈ {maximize,minimize} denote its objective. The
directional success indicator tests whether the KPI moved as
predicted:

si(t) =


1 if Oi = maximize and θi(t) > θi(t − 1)

1 if Oi = minimize and θi(t) < θi(t − 1)

0 otherwise

(1)

Initial reputation values are set uniformly (Ri(0) = 0.5).
TACIT employs an asymmetric exponentially weighted mov-

ing average (EWMA) update:

Ri(t) =

{
(1− αup) · Ri(t − 1) + αup if si(t) = 1

(1− αdown) · Ri(t − 1) if si(t) = 0
(2)

where αup = 0.1 and αdown = 0.3 create a 3:1 penalty-to-
reward ratio. This asymmetry implements conservative trust:
rApps must demonstrate sustained reliability to gain influ-
ence, but lose influence rapidly when predictions fail.
The 3:1 ratio balances three design concerns. Table 2 shows

how the steady-state reputation (derived from Equation 15
in Appendix C) varies across penalty-to-reward ratios and
prediction accuracy levels.
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TABLE 2. Steady-state reputation E[Ri ] for different penalty-to-reward
ratios and prediction accuracy ρ (new table).

Ratio ρ=0.5 ρ=0.6 ρ=0.7 ρ=0.8 ρ=0.9 ρ=0.95
1:1 (symmetric) 0.500 0.600 0.700 0.800 0.900 0.950
2:1 0.333 0.429 0.538 0.667 0.818 0.905
3:1 (TACIT) 0.250 0.333 0.437 0.571 0.750 0.864
4:1 0.200 0.273 0.368 0.500 0.692 0.826
5:1 0.167 0.231 0.318 0.444 0.643 0.792

First, malfunction detection speed : under consecutive
prediction failures, reputation drops below 0.3 (effective
marginalisation) after approximately 4 failed verification
events at the 3:1 ratio, compared to 7 at 2:1 and 12 at 1:1
(symmetric). How quickly these events accumulate depends
on proposal acceptance rates (see below), but the ratio de-
termines how many failures are needed regardless of pacing.
Second, discrimination: the 3:1 ratio maps the accuracy range
ρ ∈ [0.7, 0.9] onto the reputation range [0.44, 0.75], a spread
of 0.31 that provides meaningful differentiation for NSW
weighting. The symmetric 1:1 ratio compresses this same
accuracy range to [0.70, 0.90], which provides less effective
discrimination because all rApps retain high influence. Third,
recovery: across all ratios tested, recovery from R = 0.1
to R > 0.5 under sustained correct predictions requires ap-
proximately 6 successful verification events, since recovery
depends on αup (held constant at 0.1) rather than the ratio.
The 3:1 ratio thus penalises unreliable predictions without
permanently excluding rApps that correct their behaviour.

Reputation updates occur only for accepted proposals. Re-
jected proposals have no effect on reputation because the
predicted outcome cannot be compared to reality when no
change is applied. Each accepted proposal generates a binary
verification outcome si(t) for every participating rApp, and
the EWMA update (Equation 2) is applied once per rApp per
accepted proposal. Since multiple proposals may be accepted
within a single window, each rApp can receive multiple rep-
utation updates per window.

B. REPUTATION-WEIGHTED NASH SOCIAL WELFARE
TACIT employs Nash Social Welfare [26] (NSW) as the
optimization objective, extended with reputation weighting
to concentrate decision authority on reliable predictors. NSW
is adopted because its multiplicative form favours configu-
rations that provide balanced gains across rApps rather than
maximising only the single largest utility, while remaining
computationally simple with reputation exponents. For each
proposal p, rApps report utilities centered on 1.0, where
ui(p) > 1 indicates expected benefit, ui(p) < 1 indi-
cates expected harm, and ui(p) = 1 indicates neutrality.
When all rApps report neutrality, the NSW product equals∏

1Ri = 1, so the baseline configuration maps naturally to
NSWweighted = 1.0. The aggregate welfare is:

NSWweighted(p) =
N∏
i=1

[ui(p)]Ri(t) (3)

where Ri(t) ∈ [0, 1] is rApp i’s reputation score. The expo-
nent modulates influence: high-reputation rApps (Ri ≈ 1)
contribute their full utility assessment, while low-reputation
rApps (Ri ≈ 0) are pulled toward neutrality since u0i = 1
regardless of ui.
Taking logarithms (which preserves the ordering since

all terms are positive), a proposal is accepted when the
reputation-weighted log-utility sum is positive:

Accept p if
N∑
i=1

Ri(t) · log(ui(p)) > 0 (4)

This logarithmic form is used throughout for computational
convenience and numerical stability.

C. UTILITY FUNCTION DEFINITIONS
Each rApp provides two separate outputs when consulted: a
utility vote and one or more KPI predictions. The utility is
a scalar vote in the NSW aggregation. The KPI predictions
specify whether particular KPIs will improve or degrade.
TACIT treats these as independent inputs. An rApp may
derive its utility from its domain model, but the mechanism
does not require or verify any relationship between utility and
predictions.

In practice, a rational rApp would align its utility vote with
its domain knowledge. The following examples illustrate how
rApps in our evaluation derived utilities, though alternative
formulations are equally valid.

The NSW formulation requires ui(p) > 0 for all rApps.
TACIT’s interface requirement is only that the submitted
utility is strictly positive, with 1.0 representing neutrality.
How an rApp derives its utility is unconstrained: it may reflect
KPI differentials, proximity to SLA thresholds, cell-specific
priorities, or any other domain consideration. The equations
below illustrate the approach used in our evaluation, not a
requirement of the mechanism.

The Energy Efficiency rApp (maximisation objective) de-
rives utility from expected efficiency, measured as throughput
per unit power:

uEnergyEff(p) =
expected_throughput(p)
expected_power(p) + ϵ

(5)

where ϵ > 0 prevents division by zero. Higher expected
efficiency yields higher utility.
The Coverage Booster rApp (maximisation objective) de-

rives utility from expected throughput:

uCoverage(p) = expected_throughput(p) (6)

These two rApps illustrate a natural conflict. Coverage
Booster may favour increased transmit power to maximise
throughput, while Energy Efficiency may favour reduced
power even at some throughput cost, because the efficiency
ratio improves.
For multi-objective rApps balancing competing concerns,

utilities aggregateweighted expectations. The EdgeQoE rApp
balances edge user throughput against handover stability:

uEdgeQoE(p) = w1 · T̂edge(p)− w2 · Ĥpp(p) (7)
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where w1,w2 > 0 reflect relative importance, T̂edge is ex-
pected edge user throughput, and Ĥpp is expected handover
ping-pong rate.

Separately, each rApp reports KPI predictions indicating
whether specific KPIs will improve or degrade. These pre-
dictions are compared against observed outcomes to update
reputation. The TACIT method is agnostic to which KPIs any
rApp tracks or how it derives its utility. The reputation mech-
anism ensures that rApps whose predictions prove accurate
gain influence regardless of methodology.

In our evaluation, rApps employ analytical heuristics for
KPI prediction. The Energy Efficiency rApp predicts how
efficiency will change under a transmit power adjustment.
Power consumption scales approximately linearly with trans-
mit power:

P̂(pTxPower) = P(t − 1) · pTxPower
pcurrent

(8)

The rApp combines this power estimate with throughput
expectations to predict whether efficiency (bits per Joule) will
improve or degrade.

TACIT is agnostic to prediction methodology. rApps
may employ heuristics, ML models, similarity-based ap-
proaches [16], or contextually enriched predictions incor-
porating external data sources [17]. The reputation mecha-
nism ensures accurate predictors gain influence regardless of
methodology.

D. PROTOCOL
Each configuration window follows a standardized protocol:

1) Proposing rApp observes current KPIs and generates
proposal p

2) Proposing rApp queries other rApps: ‘‘What is ui(p)?’’
3) Each consulted rApp computes its utility vote and its

KPI predictions
4) Proposing rApp receives reputation values Rj(t) along-

side utility responses
5) Proposing rApp computes NSWweighted(p) and com-

pares to baseline
6) If NSW improves, apply p; otherwise reject
7) At window end, measure KPIs and evaluate prediction

accuracy
8) If accepted: all participating rApps compare predictions

to outcomes and update their reputations
The proposing rApp autonomously evaluates its own pro-

posal. No central arbiter exists. Each rApp maintains and
reports its own reputation score when providing utility scores
and predictions. This self-reported reputation is an explicit
design assumption. TACIT targets cooperative-but-selfish
rApps that follow the protocol honestly but act to max-
imise their own objectives. Prediction accuracy is incentive-
compatible: inaccurate predictions reduce reputation and
therefore influence, so honest prediction reporting is self-
interested. Utility votes and reputation values are not verified
by TACIT, so the cooperative assumption is that rApps report
these faithfully. This is reasonable in single-vendor or trusted

TACIT Protocol: Single Proposal Evaluation

Proposing rApp

(Energy Efficiency)


R₁(t)=0.72

Consulted rApp

(Coverage Booster)


R₂(t)=0.45

Consulted rApp

(Mobility)

R₃(t)=0.91

Managed

Elements

1
Observe KPIs,

generate proposal p,

compute own u₁(p),

store own predictions

2 Query: "What is u(p)?"

Query: "What is u(p)?"

3
Compute u₂(p),

store predictions

locally

Compute u₃(p),

store predictions

locally

4 u₂(p)=0.85, R₂=0.45

u₃(p)=1.02, R₃=0.91

5
Compute NSW_weighted(p):

NSW = Π[uᵢ(p)]^Rᵢ

Compare to baseline

6
If NSW improves:


Apply p

If NSW does not improve: reject (no change applied)

7 At window end: measure KPIs

KPI measurements

8 If accepted: all participating rApps compare predictions to outcomes, update own reputation

Compare prediction

to outcome,

update R₁(t+1)

Compare prediction

to outcome,

update R₂(t+1)

Compare prediction

to outcome,

update R₃(t+1)

KEY POINTS:

• No central arbiter - proposing rApp queries others directly and decides autonomously

• Each rApp maintains its own reputation locally

• Predictions are stored locally by each rApp (not transmitted)

• Reputation updates only occur for accepted proposals (rejected proposals cannot be verified)

FIGURE 2. Single rApp proposal evaluation sequence. The Energy rApp
proposes reducing transmit power and queries other rApps for utility
predictions. After receiving reputation scores with utility responses, it
computes reputation-weighted NSW and applies the change if welfare
improves. No central arbiter exists.

deployments where the operator controls all rApp software.
For adversarial multi-vendor settings, companion work on
blockchain-based enforcement [27] provides an immutable
record of proposals, predictions, and outcomes, enabling in-
dependent verification.
Fig. 2 illustrates this protocol with a concrete example

where the Energy rApp evaluates a transmit power reduction
proposal.

E. FORMAL PROPERTIES
TACIT achieves the following properties, with proofs in the
Appendix:

Theorem 1 (Computational Complexity). TACIT’s conflict
resolution requires O(N ) operations per proposal, where N
is the number of rApps.

Theorem 2 (Welfare Monotonicity). Any configuration ac-
cepted by TACIT strictly increases reputation-weighted social
welfare relative to the current configuration.

Theorem 3 (Equal Opportunity). All rApps have equal op-
portunity to gain influence through demonstrated prediction
accuracy, with no structural advantages.

Theorem 4 (Bounded Dynamics). Reputation scores remain
bounded in [0, 1] with exponentially decaying weight on his-
torical data.
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TABLE 3. Implemented rApps and Optimisation Objectives

rApp Actuator Unit Objective
Energy Tx Power dBm Min. consumption
Coverage Booster Tx Power dBm Max. throughput
Steering CIO offset dB Balance load
Handover Offset CIO offset dB Optimise HO bounds
Mobility A3 Hyst., TTT dB, ms Reduce ping-pong
rfSelfHeal Noise Figure dB Restore coverage
EdgeQoE CIO, Tx Power dB, dBm Edge UE QoE

TABLE 4. Protocol Message Exchange Statistics

Message Type Count Success Rate
Utility Queries 5,397 100.0%
Utility Responses 5,397 100.0%
Decision Notifications 771 100.0%

IV. EVALUATION
We validate TACIT through ns-3 network simulation demon-
strating protocol correctness, computational complexity, rep-
utation dynamics, coordination of non-cooperative agents,
comparison against baseline strategies, and resilience to rApp
malfunction.

A. SIMULATION SETUP
The simulated topology comprises a 19-cell hexagonal grid
with one sector per site and inter-site distance of 500 m.
Each cell hosts approximately 10 User Equipment (UEs)
distributed uniformly, totalling 190 UEs. UEmobility follows
a random-waypoint model with speeds between 4–18 m/s.
Handover uses the A3-based algorithm with configurable
hysteresis and time-to-trigger parameters.

Table 3 summarises the seven rApps representing diverse
optimisation objectives. This population generates all three
conflict classes. Direct conflicts occur when Energy and Cov-
erage Booster both target transmit power, indirect conflicts
arise when CIO changes by Steering interact with A3 tim-
ing adjustments by Mobility and implicit conflicts emerge
through complex cross-cell dependencies.

Each rApp operates as a deterministic rule-based con-
troller, evaluating proposals based solely on predicted im-
pact to its own KPIs without requiring knowledge of other
rApps’ objectives or optimisation strategies. Configuration
windows are 60 seconds. Initial reputation values are uniform
(Ri(0) = 0.5). Each simulation run covers 1200 seconds (20
windows). rApps propose configuration changes based solely
on observed KPIs and respond to utility queries using simple
domain-specific prediction models.

B. PROTOCOL CORRECTNESS
Table 4 summarises message exchange across 20 configura-
tion windows. The protocol achieved 100% successful mes-
sage delivery with no timeouts or synchronisation failures.

All 771 proposals were logged with complete metadata
including predicted utilities, reputation vectors, NSW values,
and decision outcomes. Of these, 484 were accepted (62.8%
acceptance rate).

C. COMPUTATIONAL COMPLEXITY
Fig. 3 shows decision processing time scaling linearly with
the number of rApps (N = 3, 4, 5, 6, 7), confirming O(N )
complexity. The linear fit (19.6N + 166.1 µs) demonstrates
minimal per-rApp overhead.
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FIGURE 3. Decision processing time versus number of rApps, confirming
O(N) linear complexity. Average processing time was 192 µs for N = 7
(P50=122 µs, P95=269 µs).

Average processing time per decision was 192 µs for N =
7, introducing negligible overhead at Non-RT RIC timescales
where configuration windows operate at 1 second or longer.
This efficiency stems from TACIT’s architectural choice to
evaluate only configurations explicitly proposed by rApps
rather than searching parameter spaces.

D. NSW DISTRIBUTION
Fig. 4 shows the distribution of reputation-weighted NSW
values for accepted versus rejected proposals. Clear separa-
tion validates the threshold discrimination mechanism.
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FIGURE 4. Distribution of NSW values for accepted and rejected
proposals. Accepted proposals (mean µ = 1.034) provide net positive
welfare improvement over baseline, while rejected proposals (mean
µ = 0.964) would degrade aggregate welfare.

Accepted proposals had mean NSW of 1.034, indicating
net positive welfare improvement over the current configura-
tion baseline. Rejected proposals had mean NSW of 0.964,
indicating they would degrade aggregate welfare. The sepa-
ration confirms that TACIT’s reputation-weighted arbitration
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correctly distinguishes beneficial from harmful configuration
changes. A small number of accepted proposals achieved
NSW values exceeding 1.10, representing high-confidence
improvements primarily from the steering rApp optimising
handover offsets.

E. REPUTATION DYNAMICS
Fig. 5 shows reputation score trajectories over 20 configura-
tion windows. Initial uniform values diverged rapidly, with
clear stratification emerging by window 7.
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FIGURE 5. Reputation score evolution from uniform initial values
(Ri (0) = 0.5). Three rApps with identical prediction outcomes
(coverage_booster, edge_qoe, energy) produce indistinguishable
trajectories, confirming deterministic reputation updates. Steering,
handover_offset, and mobility converge to high reputation. Rf_self_heal
exhibits volatile mid-range behaviour.

Three rApps (steering, handover_offset, mobility) con-
verged to high reputation, reflecting consistently accurate
predictions. Three rApps (coverage_booster, edge_qoe, en-
ergy) produced identical trajectories throughout, oscillating
between 0.12 and 0.79. These three share sensitivity to
throughput-related KPIs, resulting in identical prediction out-
comes at every cell in every window. Their co-movement is
a verifiable consequence of deterministic reputation updates
applied to identical prediction accuracy. The rf_self_heal
rApp exhibited volatile mid-range behaviour (0.30–0.87),
reflecting context-dependent prediction accuracy that varies
with network conditions.

Table 5 summarises the convergence characteristics. Rep-
utation differentiation emerged within 2 configuration win-
dows, confirming the asymmetric EWMA parameters (αup =
0.1, αdown = 0.3) provide appropriate responsiveness.

TABLE 5. Reputation Convergence Characteristics

Metric Value
Time to first differentiation 2 windows
Maximum reputation achieved 0.950
Minimum reputation observed 0.104
Final spread (max − min) 0.580

F. COORDINATION OF NON-COOPERATIVE AGENTS
Each rApp understands only its own domain model. When
evaluating another rApp’s proposal, it provides its assessment
of the proposed change’s contribution to network welfare

within its own domain (its utility value) together with a falsifi-
able prediction of how that change would affect its own KPIs,
without understanding what the proposing rApp is trying
to achieve or why. Aggregating these self-interested evalu-
ations through reputation-weighted NSW produces network-
beneficial outcomes. TACIT achieves effective coordination
without requiring rApps to understand each other’s objec-
tives, and without imposing the duty of understanding the
objectives of all rApps onto a central controller.
Table 6 shows per-rApp decision statistics. Acceptance

rates range from 33.3% to 83.0%, demonstrating heteroge-
neous treatment based on prediction accuracy rather than
uniform filtering.

TABLE 6. Decision Statistics per rApp

rApp Proposals Accepted Rate
rf_self_heal 106 88 83.0%
steering 70 56 80.0%
handover_offset 101 77 76.2%
mobility 150 97 64.7%
coverage_booster 119 70 58.8%
energy 147 70 47.6%
edge_qoe 78 26 33.3%
Total 771 484 62.8%

rApps whose proposals consistently improve aggregate
welfare achieve high acceptance rates. Those proposing
changes that frequently conflict with other objectives face
greater scrutiny. The reputation mechanism correctly iden-
tified reliable predictors and weighted their influence ac-
cordingly. rApps compute the weighted NSW but need not
understand why the weighting produces beneficial network
outcomes.
This result has significant deployment implications.

Legacy rApps can participate by exposing existing prediction
capabilities through the standardised interface. The mech-
anism works with minimal rApp sophistication, establish-
ing a performance floor. More sophisticated rApps earn
greater influence through improved prediction accuracy, pro-
viding clear incentives for prediction quality without requir-
ing strategic behaviour.

G. COMPARISON AGAINST BASELINE STRATEGIES
Direct comparison with approaches requiring infrastructure
TACIT eliminates (conflict detection controllers, network
digital twins, sandbox environments) is not feasible under
shared experimental conditions. We instead evaluate TACIT
against three baseline strategies that isolate the contribution
of reputation-weighted arbitration under identical network
conditions: unconstrained operation, static priority ordering,
and unweighted Nash Social Welfare.

1) Baseline Definitions
Unconstrained. All proposals are accepted without evalua-
tion. This baseline represents the worst-case scenario where
rApps operate without coordination, applying every proposed
configuration change regardless of predicted impact.
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TABLE 7. Comparison of Arbitration Strategies (Steady-State, t > 600s)

Metric Unconstr. Priority Unwtd NSW TACIT
Proposals 728 711 670 771
Accepted 728 609 362 484
Accept Rate 100% 85.7% 54.0% 62.8%
Throughput (Mbps) 42.72 43.28 43.74 44.09
Energy (J/Mbit) 29.54 29.15 28.85 28.64
Edge UE P10 (Mbps) 0.180 0.187 0.198 0.201

Priority-based. Proposals are filtered based on static
operator-assigned priorities. Higher-priority rApps’ propos-
als are accepted; lower-priority proposals are rejected when
they conflict. The priority ordering reflects a hypothetical
operator preference: mobility (90), edge QoE (80), steering
(70), handover offset (60), coverage boosting (50), energy
efficiency (40), RF self-healing (30).

Unweighted NSW. Proposals are evaluated using Nash
Social Welfare without reputation weighting, equivalent to
Ri(t) = 1 for all rApps. This corresponds to the game-
theoretic approach of Wadud et al. [22], treating all rApps
equally regardless of prediction accuracy.

2) Results
Table 7 summarises the comparison across key performance
metrics.

TACIT achieves the best performance across all three KPI
metrics. Compared to unconstrained operation, TACIT deliv-
ers 3.2% higher throughput, 3.0% better energy efficiency,
and 11.7% improved edge user experience, while applying
33% fewer configuration changes.

The progression across strategies is notable. Each step
from unconstrained to priority to unweighted NSW to TACIT
improves all metrics. This demonstrates that (1) any filtering
helps, (2) NSW-based evaluation outperforms static priority
ordering, and (3) reputation weighting provides additional
benefit beyond equal-weight aggregation.

3) The Value of Reputation Weighting
The comparison between unweighted NSW and TACIT iso-
lates the contribution of reputation weighting. Unweighted
NSW is more conservative than TACIT (54.0% vs 62.8% ac-
ceptance rate) yet achieves lower throughput (43.74 vs 44.09
Mbps). This apparent paradox resolves when examining per-
rApp acceptance rates.

Table 8 shows that unweighted NSW suppresses proposals
from high-accuracy rApps. Mobility achieves only 30.7% ac-
ceptance under unweighted NSW compared to 64.7% under
TACIT. Handover offset and steering show similar patterns.
Meanwhile, coverage booster achieves higher acceptance un-
der unweighted NSW (75.8%) than TACIT (58.8%).

Equal weighting allows unreliable predictors to veto ben-
eficial proposals from reliable ones. Reputation weighting
corrects this by amplifying the influence of rApps whose pre-
dictions match outcomes. The result is not merely penalising
bad rApps but trusting good ones.

TABLE 8. Per-rApp Acceptance Rates: Unweighted NSW vs TACIT

rApp Unwtd NSW TACIT Difference
mobility 30.7% 64.7% +34.0
handover_offset 53.3% 76.2% +22.9
steering 60.0% 80.0% +20.0
rf_self_heal 69.8% 83.0% +13.2
energy 45.5% 47.6% +2.1
edge_qoe 50.0% 33.3% −16.7
coverage_booster 75.8% 58.8% −17.0

4) Network Stability
The 10th percentile UE goodput (P10) provides the clear-
est evidence of improved stability. Goodput measures
application-layer throughput delivered to users, excluding
protocol overhead and retransmissions. The 10th percentile
captures the experience of the worst-served 10% of users,
typically those at cell edges where interference and handover
effects dominate. TACIT’s 11.7% improvement in P10 good-
put indicates that selective acceptance of beneficial proposals
protects these vulnerable users from degraded service.
The relationship between acceptance rate and network per-

formance is non-monotonic. Unconstrained operation accepts
all 728 proposals and achieves the worst outcomes. Priority-
based filtering reduces this to 609 accepted proposals with
improved performance. Unweighted NSW is the most conser-
vative at 362 accepted proposals, yet underperforms TACIT
which accepts 484.
This demonstrates that stability comes not from min-

imising configuration changes but from accepting the right
changes. Unconstrained operation applies too many harmful
changes. Unweighted NSW rejects too many beneficial ones
because unreliable predictors drag down the aggregate score.
TACIT finds the balance, filtering harmful proposals while
allowing beneficial ones through based on demonstrated pre-
diction accuracy.

H. RESILIENCE TO PREDICTION DEGRADATION
The baseline comparison evaluates strategies under stable
rApp behaviour. To test TACIT’s adaptive capabilities, we
introduce a malfunction scenario where the mobility rApp’s
prediction model degrades from window 5 onward (t ≥
300 s), simulating concept drift or a software fault. The re-
maining six rApps continue operating normally throughout.

1) Reputation Response
Fig. 6 shows the reputation trajectories. During windows 1–4,
the mobility rApp operates normally and achieves high rep-
utation through accurate predictions. When the malfunction
activates in window 5, mobility’s prediction accuracy drops
from approximately 95% to 0%. The asymmetric EWMA re-
sponds immediately.Withαdown = 0.3, each incorrect predic-
tion applies a multiplicative decay of Ri(t) = 0.7× Ri(t−1).
Since the mobility rApp has multiple accepted proposals
within a single window, the repeated failed verifications drive
its reputation to near-zero by window 6.
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TABLE 9. Strategy Comparison Under rApp Malfunction

Metric Unconstr. Priority Unwtd NSW TACIT
Throughput
(Mbps) 40.29 40.49 40.77 41.17
Energy
(J/Mbit) 31.38 31.26 30.98 30.74
Edge UE
P10 (Mbps) 0.171 0.166 0.172 0.177
Mobility Accept
Rate 100% 100% 33.1% 24.8%
Mobility Policies
Applied 280 265 157 156

Secondary reputation degradation is visible in domain-
coupled rApps, particularly rf_self_heal. Before TACIT sup-
presses the malfunctioning mobility rApp, some of its erro-
neous configurations are applied to the network. These alter
radio conditions (handover patterns, cell loading, UE distribu-
tions), reducing the prediction accuracy of other rApps whose
models were calibrated against a normally-behaving network.
This cascading effect demonstrates the interconnected nature
of RAN parameter optimisation and further motivates rapid
reputation-based suppression. Steering and handover_offset,
whose prediction domains are less coupled to mobility deci-
sions, remain largely unaffected.

2 4 6 8 10 12 14 16 18
Configuration Window

0.0

0.2

0.4

0.6

0.8

1.0

Re
pu

ta
tio

n 
Sc

or
e Steering

Handover Offset
Mobility
Rf Self Heal
Coverage Booster /
Edge QoE / Energy
Malfunction onset (t = 300s)
Initial (R0 = 0.5)

FIGURE 6. Reputation trajectories under mobility rApp malfunction
(dashed line). Mobility’s reputation collapses to near-zero within one
configuration window. Secondary degradation is visible in
domain-coupled rApps, particularly rf_self_heal, due to destabilised radio
conditions before the malfunctioning rApp is suppressed.

This rapid response is a natural consequence of multiple
accepted proposals interacting with the asymmetric EWMA.
In larger networks with more cells, even more verification
events would occur per window, making detection faster still.
No parameter tuning is required for different network sizes.

2) Impact on Decision Quality
Table 9 compares strategy performance under themalfunction
scenario.

TACIT leads all four network KPI metrics. The critical
comparison is between strategies that can and cannot adapt
to the malfunction. Under priority-based ordering, mobility
holds the highest priority (90) and achieves 100% acceptance
throughout, including after its predictions become entirely
unreliable. The unconstrained baseline accepts all proposals

by definition. Neither strategy has any mechanism to detect
or respond to the degradation.
Unweighted NSW provides partial protection. Because the

malfunctioning rApp’s random utility votes disrupt the ag-
gregate NSW calculation, some of its proposals are filtered.
However, equal weighting means the random votes also affect
borderline decisions involving other rApps, producing collat-
eral suppression of beneficial proposals. TACIT avoids this by
progressively reducing the malfunctioning rApp’s influence
through reputation decay while preserving the influence of
reliable rApps.
The difference in applied policies quantifies TACIT’s con-

tainment. TACIT limits the malfunctioning mobility rApp to
156 applied configuration changes compared to 265 under
priority and 280 under unconstrained operation, a 41–44%
reduction in bad rApp influence on the network.

I. SUMMARY
The evaluation establishes five key results:

• Protocol correctness: 100% message delivery, and
complete decision logging confirm the decentralised
protocol operates as designed.

• Computational efficiency: O(N ) complexity con-
firmed through linear scaling (192 µs mean processing
time for N = 7), enabling deployment at Non-RT RIC
timescales.

• Threshold discrimination: Clear NSW distribution
separation (accepted µ = 1.034 vs rejected µ = 0.964)
validates that reputation-weighted arbitration correctly
identifies beneficial proposals.

• Non-cooperative coordination: TACIT achieves effec-
tive coordination of myopic agents through selective ac-
ceptance alone, with reputation differentiation emerging
within 2 configuration windows.

• Malfunction resilience: When an rApp’s predictions
degrade, the reputation mechanism isolates its influence
within a single configuration window without operator
intervention, reducing bad rApp policy application by
41–44% compared to non-adaptive strategies.

These results validate TACIT as an architecturally sound
mechanism for O-RAN conflict resolution in multi-vendor
environments where rApp implementations cannot be mod-
ified or coordinated.

J. LIMITATIONS AND SCOPE
We acknowledge limitations contextualising our validation
results.
Simulation Scale. Our 19-cell topology with 7 concurrent

rApps represents the largest evaluation in O-RAN conflict
resolution literature (Table 1), but production deployments
may involve hundreds of cells and dozens of rApps. While
formal proofs establish linear scaling regardless of scale,
comprehensive benchmarking requires operational deploy-
ment.
Validation Scope. The simulation validates architectural

feasibility and protocol correctness. The unweighted NSW
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baseline captures the core arbitration logic common to ap-
proaches such as QACM under identical network conditions,
isolating the specific contribution of reputation weighting.
Demonstrating these advantages at production confidence
levels requires deployment across hundreds of cells with
real traffic variability, conditions beyond current simulation
capacity.

rApp Sophistication. Our rApps use deterministic rules
for proposal generation and analytical heuristics for KPI
predictions. Production rApps employing ML models may
achieve higher prediction accuracy, which TACIT’s repu-
tation mechanism would reflect through correspondingly
higher scores.

Partial Malfunction. The malfunction scenario in Sec-
tion IV-H tests complete prediction failure across all cells.
A partial malfunction, where an rApp predicts accurately for
some cells but inaccurately for others, exposes a limitation
of the current design. TACIT maintains a single reputation
score per rApp, not per cell. Successful and failed verification
events from proposals involving different cells are aggregated
into this single score, so an rApp that predicts poorly for a
subset of cells has its reputation reduced globally. It loses in-
fluence on all decisions, including those where its predictions
remain accurate. The rApp’s reputation converges to a steady
state reflecting its blended accuracy (per Equation 15), which
is lower than warranted where it predicts well and higher than
warrantedwhere it does not. Cell-specific reputation tracking,
where each rApp maintains a separate reputation per cell,
would resolve this by allowing the mechanism to retain an
rApp’s influence where it predicts well while suppressing it
where it does not. This extension increases per-rApp state
fromO(1) toO(C)where C is the number of cells, and slows
convergence due to fewer verification events per reputation
score. We identify per-cell reputation as a natural extension
for future work.

Reputation Update Preconditions. Reputation updates
occur whenever a proposal is accepted and the predicted
outcomes can be verified against observed KPIs. Crucially,
all participating rApps receive reputation updates for each ac-
cepted proposal, not only the proposer. An rApp that evaluates
another rApp’s proposal has its own KPI predictions verified
against the observed outcome. This means that even an rApp
that never proposes still receives regular reputation updates
through its participation in evaluating others’ proposals. The
only scenario in which an rApp receives no reputation update
is a window where no proposal from any rApp is accepted,
which would indicate a quiescent network requiring no con-
figuration changes.

Adversarial Scenarios. Our malfunction test demon-
strates that TACIT automatically isolates rApps whose pre-
dictions degrade through natural reputation decay. However,
this addresses accidental degradation rather than deliberate
manipulation. The current implementation assumes honest
reporting of utility votes and reputation values. Byzantine
fault tolerance for strategically manipulated reports, where an
rAppmight submit biased utility votes or inflate its reputation

score, is identified as future work.
Despite these limitations, our validation establishes TACIT

as architecturally sound with formal properties holding re-
gardless of scale.

V. CONCLUSIONS
This paper addressed the coordination challenge inherent
in multi-vendor O-RAN deployments. Multiple rApps au-
tonomously optimising competing objectives induce net-
work instability through conflicting parameter changes. We
presented TACIT, a decentralised conflict resolution mech-
anism that synthesises reputation-based trust management
with Nash Social Welfare optimisation.

A. SUMMARY OF RESULTS
Evaluation through ns-3 simulation with seven concurrent
rApps validated TACIT’s architectural properties. The pro-
tocol achieved 100% message delivery across 771 proposals
with decision processing averaging 192 µs, confirmingO(N )
computational complexity. Clear NSW distribution separa-
tion (accepted µ = 1.034 vs. rejected µ = 0.964) validated
the threshold discriminationmechanism. Reputation differen-
tiation emerged within 2 configuration windows, with hetero-
geneous per-rApp acceptance rates (33.3%–83.0%) reflecting
genuine accuracy differentiation rather than uniform filtering.
Comparison against three baseline strategies confirmed

that reputation-weighted arbitration outperforms uncon-
strained operation, static priority ordering, and unweighted
NSW across throughput, energy efficiency, and edge user
metrics. Under a malfunction scenario where one rApp’s pre-
dictions degraded entirely, TACIT isolated the failing rApp
within a single configuration window, reducing its policy
application by 41–44% compared to non-adaptive strategies
while maintaining superior network performance.
The most significant finding is that TACIT achieves ef-

fective coordination of non-cooperative agents, and adapts
automatically when agent behaviour changes. The rApps op-
erated as deterministic rule-based controllers, responding to
utility queries based solely on assessed network impact in
each correspondent rApp’s domain without understanding the
other rApp’s objectives or how reputation weighting produces
network-beneficial outcomes. Coordination emerged from
selective acceptance alone, requiring only that rApps respond
to utility queries through a standardised interface and imple-
ment the standardised NSW calculation. When one rApp’s
predictions degraded, the reputation mechanism contained
its influence without any change to the protocol or operator
intervention.

B. DEPLOYMENT IMPLICATIONS
TACIT addresses a critical gap in O-RAN conflict man-
agement by providing runtime arbitration at Non-RT RIC
timescales without requiring centralised controllers, network
digital twins, or a priori conflict classification. The decen-
tralised architecture enables conflict resolution to be imple-
mented directly within rApp implementations, creating natu-
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ral incentives for vendors to provide interoperable rApps with
verifiable prediction accuracy.

The comprehensive logging of predictions, observed out-
comes, and reputation scores provides transparent audit trails
that enable operators to objectively assess vendor claims
about MLmodel accuracy. This empirical accountability sup-
ports contractual frameworks where vendor payments or SLA
penalties can be tied to demonstrated prediction accuracy
rather than marketing assertions.

C. FUTURE WORK
Several extensions are identified as future work. While
TACIT demonstrates automatic isolation of degraded rApps,
Byzantine fault tolerance for deliberately adversarial multi-
vendor scenarios remains open. Integrating TACIT’s runtime
arbitration with pre-emptive, intent-aware conflict detection
such as CAMINO [17] represents a complementary direction,
where contextual information from external sources could
improve rApp prediction quality and reduce the frequency
of conflicts reaching the arbitration stage. Further extensions
include continuous prediction accuracy measures for finer-
grained reputation differentiation, multi-dimensional KPI
predictions with confidence intervals, and federated learn-
ing for cross-operator prediction model improvement. Oper-
ational deployment at production scale would enable com-
prehensive performance benchmarking and validate TACIT’s
behaviour under sustained operation with larger cell popula-
tions.

As O-RAN deployments accelerate globally, TACIT’s in-
tegrated approach to conflict resolution positions it as a foun-
dational technology enabling the multi-vendor, intelligent,
programmable networks of the future.

APPENDIX. FORMAL PROOFS
This appendix provides detailed proofs for the theoretical
properties of TACIT established in Section III-E.

A. PROOF OF COMPUTATIONAL COMPLEXITY
Proof of Theorem 1. For a proposal p from rApp i, TACIT
performs the following operations:

Step 1: Query Utilities. The proposing rApp queries other
rApps for their utilities uj(p). Each query is O(1) for the
proposing rApp (consulted rApps compute utilities in paral-
lel). With M ≤ N responding rApps, total: O(M) ⊆ O(N ).
Step 2: Retrieve Reputation Value. The proposing rApp

receives Rj(t) values with utility responses. Already included
in Step 1: O(1) additional.

Step 3: Compute Weighted NSW. The proposing rApp
computes:

log(NSWweighted(p)) =
N∑
j=1

Rj(t) · log(uj(p)) (9)

This requires N multiplications and N − 1 additions: O(N ).
Step 4: Compare Against Baseline. Single scalar compar-

ison: O(1).

Total: O(N ) + O(1) + O(N ) + O(1) = O(N ).
In contrast, QACM [3] must search configuration space of

size O(|A|k) where |A| is parameter space size and k is the
number of conflicting parameters. For continuous parameters,
even with coarse discretization (e.g., 26 values for transmit
power in 1 dB steps), exponential growth in k makes exhaus-
tive search infeasible.
TACIT evaluates only rApp-proposed configurations

(bounded by N ), achieving polynomial rather than exponen-
tial complexity.

B. PROOF OF WELFARE MONOTONICITY
Proof of Theorem 2. Let p∗ denote current configuration and
p′ a proposed alternative. TACIT accepts p′ if and only if:

NSWweighted(p′) > NSWweighted(p∗) (10)

where

NSWweighted(p) =
N∏
i=1

[ui(p)]Ri(t) (11)

Taking logarithms (preserving ordering):
N∑
i=1

Ri(t) · log(ui(p′)) >
N∑
i=1

Ri(t) · log(ui(p∗)) (12)

Define reputation-weighted aggregate welfare:

W (p) =
N∑
i=1

Ri(t) · log(ui(p)) (13)

Since reputation weights Ri(t) ∈ [0, 1] represent empir-
ically validated reliability, W (p) represents expected social
welfare discounting unreliable predictions.

When TACIT accepts p′, we haveW (p′) > W (p∗), indicat-
ing strict improvement in reputation-weighted aggregate wel-
fare. Note that this guarantees improvement in the weighted
social welfare objective, not a Pareto improvement in the strict
sense: individual rApp utilities may decrease provided the
aggregate welfare increases.
Note: TACIT evaluates only configurations in {p∗} ∪

{proposed configurations}, not the entire space P . This con-
straint is inherent to decentralized architecture: TACIT cannot
evaluate configurations no rApp proposes.

C. PROOF OF FAIRNESS
Proof of Theorem 3. We prove equal opportunity by show-
ing: (1) all rApps start equally, (2) updates depend only on
observed accuracy, (3) no structural advantages exist.
Initial Equality: All rApps begin with Ri(0) = 0.5.
Update Symmetry: Let R+

i (t) = (1 − αup) · Ri(t − 1) +
αup denote the success update and R−

i (t) = (1 − αdown) ·
Ri(t − 1) denote the failure update. The general update rule
(Equation 2) is:

Ri(t) = si(t) · R+
i (t) + (1− si(t)) · R−

i (t) (14)

applies identically to all rApps. Success si(t) depends only
on:

12 VOLUME XX, 2026

This article has been accepted for publication in IEEE Access. This is the author's version which has not been fully edited and 

content may change prior to final publication. Citation information: DOI 10.1109/ACCESS.2026.3693113

This work is licensed under a Creative Commons Attribution 4.0 License. For more information, see https://creativecommons.org/licenses/by/4.0/



Author et al.: TACIT: Trustworthy Arbitration through Calibrated Inference Tracking for rApp Conflict Resolution in O-RAN

• Stated objective Oi

• Observed KPI values θi(t), θi(t − 1)

Both are objective and observable. No preferential treat-
ment exists.

System-wide Parameters: The rates αup = 0.1 and
αdown = 0.3 are constants applied uniformly.
Meritocratic Influence: An rApp with consistent accu-

racy ρi converges to expected reputation:

E[Ri] ≈
ρi · αup

ρi · αup + (1− ρi) · αdown
(15)

This depends only on ρi, not rApp identity, proving equal
opportunity: any rApp achieving accuracy ρ converges to the
same expected reputation.

Equation 15 assumes independent and identically dis-
tributed verification outcomes. In practice, prediction out-
comes are correlated across cells within a single configuration
window, and rApp accuracy is non-stationary as network
conditions evolve. Consequently, the formula serves as a
design-space approximation for parameter selection (as used
in Table 2) rather than a precise predictor of simulation out-
comes. When compared against the simulation results from
Section IV, the formula correctly preserves the monotonic
relationship between accuracy and reputation, consistently
ranking higher-accuracy rApps above lower-accuracy rApps,
but absolute values diverge due to the i.i.d. simplification.
For example, an rApp with aggregate accuracy ρ = 0.80 has
analytical steady-state E[Ri] ≈ 0.571, while the correspond-
ing simulation reputation reflects the non-stationary accuracy
trajectory across windows. The simulation results themselves,
rather than the i.i.d. approximation, constitute the empirical
validation of the reputation mechanism.

D. PROOF OF BOUNDED REPUTATION DYNAMICS
Proof of Theorem 4. We prove: (1) Ri(t) ∈ [0, 1] for all t , and
(2) recent performance dominates through exponential decay.

Part 1: Boundedness. By induction on t .
Base case: Ri(0) = 0.5 ∈ [0, 1].
Inductive step: Assume Ri(t − 1) ∈ [0, 1].
Using the notation from Appendix C, let R+

i (t) and R
−
i (t)

denote the success and failure updates respectively.
Bounding R+

i (t):

R+
i (t) = (1− αup) · Ri(t − 1) + αup (16)

≤ (1− αup) · 1 + αup = 1 (17)

≥ (1− αup) · 0 + αup = αup > 0 (18)

Thus R+
i (t) ∈ [αup, 1] ⊂ [0, 1].

Bounding R−
i (t):

R−
i (t) = (1− αdown) · Ri(t − 1) (19)

≤ (1− αdown) · 1 < 1 (20)

≥ (1− αdown) · 0 = 0 (21)

Thus R−
i (t) ∈ [0, 1− αdown] ⊂ [0, 1].

For si(t) ∈ {0, 1}, Ri(t) equals either R+
i (t) or R

−
i (t), both

proven to lie in [0, 1], hence Ri(t) ∈ [0, 1].

By induction, Ri(t) ∈ [0, 1] for all t ≥ 0.
Part 2: Responsiveness. The EWMA structure gives in-

formation from epoch t − k weight (1 − α)k . For failures
(α = αdown = 0.3):

Weight from k epochs ago = 0.7k (22)

This decays rapidly:
• k = 5: weight ≈ 0.168
• k = 10: weight ≈ 0.028
• k = 20: weight ≈ 0.0008

Performance from > 10 epochs ago contributes < 3% to
current reputation.

The decay time constant is:

τdecay = − 1

log(1− αdown)
≈ 1

αdown
≈ 3.33 epochs (23)

With 60-secondwindows, this is≈3.3minuteswhich is fast
enough to respond to changes, slow enough to avoid transient
fluctuations.
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