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1 Executive Summary

This deliverable presents the initial reference architecture of the FLECON-6G framework, providing a
consolidated architectural blueprint that will guide subsequent design refinements, implementation activities,
and validation work within the project. The architecture represents a key outcome of WP2, establishing a
common and shared architectural understanding across partners and serving as a baseline for the realisation of
the FLECON-6G platform.

The proposed architecture is grounded on a comprehensive analysis of the state of the art across major
standardisation bodies and research initiatives, including 3GPP, ETSI, TM Forum, GSMA, IETF/IRTF, O-RAN, and
relevant open-source ecosystems. By building on existing standards and ongoing research, FLECON-6G ensures
alignment with current 5G and beyond-5G developments while explicitly addressing their limitations in
automation, cross-domain federation, and multi-stakeholder operations.

From an architectural perspective, FLECON-6G adopts a layered, modular, and open design, enabling the
dynamic composition of services and resources across heterogeneous technological and administrative domains.
The architecture is intrinsically intent-driven, positioning high-level intent handling as the primary interaction
paradigm between stakeholders and the system. This allows business and service objectives to be expressed
declaratively and translated into automated orchestration and assurance actions across a federated Network-
of-Networks (NoN), while preserving domain autonomy and governance boundaries.

Artificial intelligence is treated as a critical architectural capability, supporting cognitive closed-loop automation
across architectural layers. Al-driven decision-making is combined with Network Digital Twins (NDT), which act
as operational components enabling predictive analysis, intent pre-evaluation, and risk-free validation of control
decisions prior to their enforcement on the live infrastructure. The architecture further supports intent handling
and decomposition across multiple levels, including federation-level intent decomposition, enabling coordinated
and consistent automation across federated domains. The FLECON-6G architecture establishes a solid
foundation for an intelligent, trustworthy, and federated 6G connectivity platform. The architectural principles,
functional decomposition, workflows, and interfaces defined in this deliverable provide the reference framework
for subsequent phases of the project, where the focus shifts to implementation, large-scale validation, and
experimental assessment in representative 6G scenarios.

The architecture introduces the Accelerated Programmable Edge Computing (APEC) framework as a unified layer
that combines high-level programmability with hardware acceleration to deliver ultra-low-latency, application-
aware processing at the edge. APEC leverages domain-specific languages (e.g., eBPF) and specialised compilers
to run application-specific logic directly within the network data path, enabling in-fabric processing and seamless
offload across the accelerated stack.

This document defines a set of end-to-end operational workflows that span from business intent establishment
to automated service delivery. The process begins at the Smart Marketplace, where customers submit natural
language requests that are ingested by an LLM-based Business Intent Agent, which extracts semantic
parameters, validates them against business policies and KPI constraints, and emits standardised business Intent
objects. These are then passed to the Network of Networks framework, which coordinates multi-stakeholder
service fulfilment by exchanging available capabilities across federated Digital Service Providers, performing
intent probing and feasibility assessment, and computing an optimal cross-domain service composition.
Provisioning is subsequently triggered across the selected DSPs, with NDTaaS and Alaa$ services instantiated as
needed to support automation and runtime optimisation.

Once a service is active, assurance is maintained through cognitive closed-loop automation supported by
Network Digital Twins. The Cognitive Closed-Loop Coordination Framework orchestrates both intra-domain and
inter-domain closed-loop instances that continuously process monitoring streams to detect SLA deviations,
faults, and cross-domain conflicts. Critically, before any corrective or optimisation action is enforced on the
network and compute service infrastructure, NDT-based what-if simulations are used to evaluate and rank

© FLECON-6G, 2025 Page |9
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candidate decisions. Only validated actions are then executed, ensuring that automated management remains
intent-compliant, conflict-free, and traceable across the full-service lifecycle.

Al/ML models and trustworthy Al operations are integrated into the observability and analysis phases of closed
loops and NDT operations. Moreover, models are managed through continuous pipelines covering training,
deployment, inference, and drift monitoring, ensuring that only validated models are used to manage and
orchestrate the services and resources. In this architecture, Network Digital Twins further leverage these models
for calibration and what-if analysis, ensuring that Al-generated insights are interpreted and acted upon within
defined governance boundaries supporting FLECON-6G's trustworthy, explainable, and scalable automation
across heterogeneous 6G domains.

The initial architecture of FLECON-6G provided in this document also describes abstract interfaces, structured
around the main architectural layers: (i) The Smart Marketplace northbound intent interface; (ii) The NoN
framework northbound and east-west interfaces and the internal service interfaces of the Intelligence, NDT, and
Trustworthy Al layers; (iii) At the business layer, the Smart Marketplace exposes intent-driven APIs through which
customers, either via natural language chatbot or a portal, submit service requests that are translated into
standardised business Intent objects. The NoN framework’s Northbound Interface (NBI) then provides the
operational control plane through which these intents are decomposed into concrete service actions, supporting
service discovery, capability filtering, service lifecycle, and service management APIs. The East-West Interface of
the NoN collaborative governs federation between peer Digital Service Providers, following the GSMA Operator
Platform model. The Intelligence Layer adds a dedicated intent-based interface on top of these, handling
business intent intake, resource intent negotiation, and SLA evaluation and analytics reporting, acting as the
cognitive orchestration surface between the Smart Marketplace and the underlying federated domains.

The internal interfaces of the Intelligence Layer describe the services offered by the NDT Framework and the
Trustworthy Al & ML Operations. In detail, The NDT northbound interface exposes primitives for configuring and
provisioning NDT instances, triggering single-domain and multi-domain what-if simulations, preparing model
state and execution checkpoints, launching optimisation loops, and synchronising state through the NDTaaS
Orchestration Framework to ensure coordinated simulation across domains. The Trustworthy Al layer exposes
interfaces for listing and activating closed-loop instances, creating coordination groups with shared policies,
retrieving execution reports, and subscribing to closed-loop events. It further provides a Trustworthiness
Evaluation Framework interface that continuously assesses explainability, fairness, closed-loop stability, policy
conflicts, and information leakage, producing scored evaluation reports.

© FLECON-6G, 2025 Page | 10
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2 Introduction

The FLECON-6G project aims to design, validate, and demonstrate a flexible and converged architectural
framework capable of supporting beyond-5G and 6G networks. In this context, architecture is a central enabler
of the project objectives, as it provides the structural foundation for integrating heterogeneous technologies and
services, supporting flexible and diverse service requirements, and enabling intelligent, adaptive, and energy-
efficient network operation. This deliverable presents the first consolidated view of the FLECON-6G architectural
design based on the evolved architecture definition presented in D2.1 [59] In this sense, this document
establishes a common architectural understanding across the project and serves as a baseline for subsequent
design refinements, implementation activities, and validation work.

The architecture described in this document evolves the initial definition by: (i) providing a refined definition of
the services offered by the envisioned architecture, capturing the evolution derived from requirements analysis;
(ii) consolidating the conceptual architecture into functional blocks, with a precise scope and targeted
functionality; (iii) detailing the high-level interfaces between the different architectural layers, and the
operational workflows of the main architecture functionalities.

The FLECON-6G architecture follows a layered, modular design that promotes flexibility, openness, and
interoperability. Each architectural layer addresses a specific set of functions and responsibilities, while enabling
end-to-end service provisioning across network, compute, and application domains. At the lower architectural
layers, the design evolves existing 5G concepts by supporting heterogeneous computing and network
technologies, virtualised infrastructure, and programmable connectivity and computing resources. These
functional blocks are designed to accommodate multi-technology integration and to enable dynamic resource
sharing, which are key enablers for future 6G systems. At the intermediate layers, the architecture introduces
advanced control, management, and orchestration functional blocks. These extend classical control-plane and
management-plane functions by incorporating cross-domain federation of computing and network services and
resources, lifecycle management, and data-driven intelligence. At higher layers, the architecture focuses on a
smart marketplace for service-offer enablement and negotiation. Functional blocks at this level provide
abstractions that decouple services and applications from underlying infrastructure details, enabling intent-
based business-level interactions and facilitating the development of vertical applications.

2.1 Mapping FLECON-6G Outputs

The following Table 2.1 summarizes the adherence to the FLECON-6G GA deliverable and task requirements,
indicating the corresponding chapters and providing a brief justification for each mapping.

FLECON-6G GA FLECON-6G GA Respective Document Justification
Component Title Component Outline Chapter(s)
DELIVERABLE

This deliverable defines the
FLECON-6G architecture

4 (FLECON-6G Reference following a top-down approach

Initial version of providing: (i) definition the

architecture)

D2.2 Initial blueprint architecture services supported by the

FLECON-6G and of FLECON-6G 5 (FLECON-6G Procedures platform; (i) description of the

architecture technological and workflows) main architectural layers, and
components 6 (Abstract interfaces) internal functional blocks; (iii)

interfaces exposed by each
component and layer; (iv) the
definition of the operational

© FLECON-6G, 2025 Page | 11
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workflows illustrating how the
different components interact to
support the services envisioned
by FLECON-6G.

TASKS

Task 2.1:
Requirements’
Analysis and Use
Cases Refinement

Elicit, analyse, and
refine stakeholder
requirements; map to
use case scenarios.

Addressed in D2.1

Subtask 2.1.1:
Stakeholder
Requirement
Elicitation

Conduct
workshops/surveys
with stakeholders (e.g.,
operators, vendors,
testbed providers) to
identify requirements.

Addressed in D2.1

Subtask 2.1.2:

Refine use cases based
on stakeholder

A inD2.1
Usg Case feedback and technical ddressed in
Refinement . .
feasibility analysis.
Task 2.2: Define KPIs/KVIs,
KPIs/KVIs . .
Definition establish testing
. ’ frameworks, and Addressed in D2.1
Testing, and , .
. outline evaluation
Evaluation methodologies
Methodology gles.

Subtask 2.2.1:
KPI/KVI Definition

Define KPlIs (e.g.,
latency, reliability) and
KVls (e.g.,
sustainability,
economic impact).

Addressed in D2.1

Subtask 2.2.2:
Testing and
Evaluation
Framework

Develop methodologies
for KPI/KVI validation in
PoC scenarios.

Addressed in D2.1

Task 2.3: System
Architecture
Design and
Technical
Requirements

Design FLECON-6G’s
architecture and define
technical specifications.

4 (FLECON-6G Reference
architecture)

5 (FLECON-6G Procedures
and workflows)

6 (Abstract interfaces)

Establish Al-driven 6G
architecture integrating TN/NTN
domains and multi-stakeholder
collaboration, describing
functional blocks, operational
workflows and interlayer
interfaces.
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Subtask 2.3.1:
Architectural
Principles

Define principles (e.g.,
openness, scalability,
Zero-Touch
automation).

4 (FLECON-6G Reference
architecture)

Builds upon the design
principles, establishing a
modular disaggregated
architecture.

Subtask 2.3.2:
Technical
Requirements
Specification

Translate functional
requirements into
technical specifications
(e.g., APIs, protocols).

4 (FLECON-6G Reference

architecture), 5 (FLECON-6G
Procedures and workflows),

Specification of per-layer
FLECON-6G services, interfaces
and workflows based on
technical requirements.

6 (Abstract interfaces)

Subtask 2.3.3:

Functional architecture for with target aligned with the

Architecture L Procedures and workflows), | standards and focused on
validation in PoCs. . . .

Proposal 6 (Abstract interfaces) functionality requirements of

Concrete specification of

4 (FLECON-6G Reference architecture functional blocks

Propose a preliminary | 5rchitecture), 5 (FLECON-6G

PoC.

2.2 Deliverable Overview and Report Structure

This document provides a detailed description of the FLECON-6G architecture, evolving the initial architecture
proposed in D2.1 [59] in terms of functional blocks, and providing the reference specification for the interfaces
exposed by each architectural layer and the workflows defining how the different components interact to
provide the key functionalities of the platform. The document is structured as follows:

© FLECON-6G, 2025

Executive Summary: Concise summary of the deliverable’s key points, with the high-level description of
the architecture blueprint and main outcomes of the FLECON-6G framework.

Introduction: Provides a brief description of the FLECON-6G architecture with the main architectural
layers and services. Moreover, this section contains a concise description of the technical activities
leading to the evolution of the initial reference architecture described in D2.1 [59] .

Relevant Standards and State of the art: This section provides an in-depth analysis of the different
technical specifications and documentation coming from the different SDOs, and EU research projects.
In this sense, this section provides an insight into how the different standards may be used or extended
in the project.

FLECON-6G Reference architecture: Provides a detailed description of the FLECON-6G architecture in
terms of functional blocks and services, which is used as input in the following sections. Moreover, this
section provides a detailed description of the architecture design principles and the envisioned services.
FLECON-6G Procedures and workflows: Describes the main internal operational workflows of the
architecture, detailing the interaction of the different layers and components using sequence diagrams.
Abstract interfaces: Details the interfaces of the different architectural layers, describing the expected
messages and the information contained in the message and in the expected response. Moreover, this
section maps the messages and interfaces to the internal components of the architectural layer.
Conclusions: Summarises the main architectural concepts and outcomes and highlights future directions
and next steps for the project.
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3 Relevant Standards and EU Projects

This section provides an overview of relevant standards from 3GPP, TM Forum, ETSI, IETF/IRTF, GSMA, O-RAN
and other EU Research Projects, and on the existing state of the art. A summary of the different SDOs and their
relevance to the FLECON-6G project is provided in Table 1, more details can be found in the corresponding

sections.

Table 1 - Summary of SDO mapping to FLECON-6G

Standardization
Body

Relevance in FLECON-6G

3GPP SA5

The 3GPP SAS provides relevant standards for the definition of the FLECON-6G Intelligence
Layer. In particular: (i) Specifications for analytics-driven management and Al/ML lifecycle
governance; (ii) Closed-loop service assurance and intent-driven management; (iv)
Network Digital Twins architectures and management frameworks. Together, these
provide a standardised Al-driven framework that supports: Al model governance, closed-
loop SLA enforcement and NDT-based simulation, which FLECON-6G integrates into its
Intelligence and NoN orchestration layers.

3GPP SA6

3GPP SA6 focuses on the application enablement side, providing reference specifications
for: (i) Common framework for secure, standardised API publishing, discovery, and lifecycle
management relevant for the design of the exposure mechanisms of the FLECON-6G NoN
collaborative framework; (ii) Dynamic edge service discovery and application context
relocation relevant for the edge resource discover and composition at the NoN framework
and Smart Marketplace; (iii) An Al/ML Application Enablement framework to expose Al
capabilities such as distributed inference and federated learning to external verticals
relevant for the design of the FLECON-6G Intelligence Layer.

TM Forum

TM forum mainly defines reference architecture for the Autonomous Networks and Intent-
Based Networking. Moreover, the TM Forum provides an Intent APl definition which
enables an interoperable interface for cross-stakeholder intent exchange. This is relevant
for the definition of the FLECONG-6G Intelligence Layer in order to enable the cross-domain
service composition in a multi-stakeholder and federated environment. TM Forum
elaborates on the zero-touch partner lifecycle management processes needed to automate
service onboarding, SLA agreements, which provide insights for the establishment of the
FLECON-6G Smart Marketplace and the NoN collaborative framework business-level
agreements.

ETSI NFV

ETSI NFV ISG specifications provide cloud-native resource modelling and orchestration
workflows, which shall be used at the FLECON-6G NoN framework as a reference to enable
network and compute as a service model.

ETSI MEC

The ETSI MEC ISG provides the baseline for federated edge computing, which shall be used
at the FLECON-6G NoN framework control layer as the basis for supporting the automated
provisioning and establishment of the control layer that enables edge resource federations.

ETSI ZSM

ETSI ZSM defines the zero-touch, closed-loop, intent lifecycle management workflows and
interfaces relevant to the FLECON-6G Intelligence Layer.

© FLECON-6G, 2025
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ETSI ENI The ETSI ENI provides a set of specifications which target the definition of intent-driven
management principles and the establishment of Al-driven through cognitive closed-loops,
observe-orient-decide-act architectures. The ETSI ENI also targets the definition of
trustworthy Al governance principles. All these are relevant for the design of the FLECON-
6G intelligence layer.

GSMA OPG The GSMA Operator Platform Group (OPG) standard defines the federation model,
including East/West-bound interfaces and capability exposure, that constitutes the
reference for the design and implementation of the FLECON-6G collaborative framework.
This is also aligned with the ETSI OpenOP, the open-source initiative hosted within the ETSI
Software Development Group (SDG).

O-RAN The O-RAN Service Management and Orchestration (SMO) framework, non-RT RIC, and
near-RT RIC provide the open, disaggregated architecture within which Al/ML workloads
run as xApps. FLECON-6G aligns its RAN NDT with this architecture, in which the RAN NDT
will feed Al/ML analytics to enforce closed-loop control decisions back onto the RAN.

3.1 3GPP

3.1.1 SA5 Management, orchestration and charging
3.1.1.1 Management data analytics

The 3GPP Management Data Analytics (MDA) framework, proposed in TS 28.104 [8] provides the standardised
foundation for analytics-driven operations across mobile networks. This specification defines the architecture,
functions and information models required to expose, process and consume analytics in support of automation,
assurance and Al/ML workflows. The objective is to enable management systems to leverage advanced data
insights, such as performance forecasts, anomaly detection, behavioural patterns and environmental conditions,
to support closed-loop control and intent fulfilment. The analytics services defined in this specification ensure
that insights are consumable in a consistent, interoperable and domain-agnostic manner. Moreover, TS 28.104
[8] introduces the MDA Framework and the Management Data Analytics Service (MDAS), defining how analytics
producers and consumers interact through standardised interfaces, describing the analytics service outputs
which provide semantic descriptions of the analytics results, their origin, validity, confidence and applicability.

The specification provides guidelines and requirements for analytics generation, scheduling, subscription, and
on-demand queries, supporting both real-time and historical analysis. Typical analytics include load prediction,
mobility pattern analysis, QoS deviation indicators, energy consumption trends, and network performance
forecasting. The document also outlines the relationship between analytics, Al/ML functions and closed-loop
automation. Analytics outputs can be used as triggers for assurance closed control loop operations, as training
input for ML models, or as evaluation metrics for intent-driven management.

In the context of FLECON-6G, management data analytics provide the analytical backbone for autonomous
orchestration and assurance. The models defined in TS 28.104 [8] can support tasks such as traffic forecasting,
anomaly detection, distributed resource optimisation, and service quality prediction across heterogeneous
domains. By adopting the MDA framework, FLECON-6G can integrate analytics-driven decision-making into its
control loops, ensuring that orchestration and optimisation processes are data-informed, adaptive and aligned
with 3GPP-standardised mechanisms for future 6G ecosystems.

3.1.1.2 Al/ML Management

The 3GPP SA5 framework for Al/ML management, proposed in TS 28.105 [9] , provides the architectural

guidelines, information models and functional principles required to integrate Al-driven capabilities within the
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operations and management ecosystem of mobile networks. The specification defines how Al/ML functions are
governed, monitored and orchestrated throughout their lifecycle, ensuring that models can be deployed,
updated and evaluated in a standardised and interoperable manner, while considering Al trustworthiness and
interoperability aspects. In detail, TS 28.105 [9] introduces a generic Al/ML management architecture, detailing
key concepts such as the ML Model, ML Training Pipeline, ML Inference Function and ML Execution Environment,
and defining the interactions between these entities and existing management. The specification also introduces
management requirements for model onboarding, versioning, monitoring, retraining and retirement, ensuring
that Al/ML components operate reliably and are aligned with operator-defined objectives. A strong emphasis is
placed on model quality assessment, bias detection, performance drift monitoring and traceability, all of which
are crucial for safe operational deployment of Al/ML functions.

The document also outlines how Al/ML functions support closed-loop automation frameworks: inference
outputs may feed decision functions, while training pipelines may be triggered by changes in network conditions
or performance degradation. This enables a flexible, adaptive Al-driven management layer that supports tasks
across RAN, Core, transport, and edge scenarios. Furthermore, the specification provides guidelines for
integrating Al/ML components into cloud-native environments, addressing containerised execution, scalable
inference and distributed data processing.

In the context of FLECON-6G, this specification establishes the reference framework for the Intelligence Layer,
enabling the integration of trustworthy and explainable Al-based cognitive closed-loops into orchestration and
assurance workflows, while ensuring structured lifecycle governance of Al model onboarding, monitoring,
retraining and retirement.

3.1.1.3 Service assurance and closed control-loop management

The 3GPP SAS5 working group defines the reference architecture and information models for service assurance
and closed control-loop automation, enabling continuous monitoring, analytics-based decisions and
autonomous optimisation across mobile networks. This work standardises how assurance functions interact with
performance data, fault management, analytics services and policy engines to ensure service stability and
SLA/SLS compliance. In recent releases, 3GPP has extended the assurance framework to support cloud-native
deployments and intent-driven operations, introducing more advanced loop behaviours and enhanced
automation capabilities.

3GPP TS 28.535 [10] provides the architectural foundation for service assurance, defining assurance functions,
closed control-loop patterns and the requirements for SLS monitoring, degradation detection and corrective
actions. It specifies how assurance workflows correlate KPls across domains and interact with analytics and
orchestration blocks. TS 28.536 [11] complements this by defining the Closed Control-loop & Service Assurance
NRM, specifying managed objects, including lifecycle and state management (e.g., enabled, running, suspended),
and providing the OpenAPI specification for interoperable loop management. Finally, 3GPP TR 28.867 [12]
extends these foundations by studying advanced closed-loop capabilities, including multidomain loop
composition, conflict detection, escalation handling and performance evaluation metrics. It also introduces
structures to support more complex operational scenarios.

In the context of FLECON-6G, these service assurance specifications are relevant for the definition of closed-loop
management of resources and services across heterogeneous environments, while the architectural principles
in TS 28.535 [10] enable integration with orchestration and analytics frameworks. TR 28.867 [12] further
supports advanced behaviours such as conflict handling and multidomain coordination.

3.1.1.4 Intent-driven management

3GPP TS 28.312 [13] defines the reference framework and information model for Intent-driven Management,
providing a standardised mechanism for expressing high-level operational objectives. Instead of specifying
detailed configuration actions, operators articulate what the network should achieve, while the management
system determines how to fulfil these objectives through automated interpretation, translation and
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enforcement. This approach enhances automation capabilities and supports consistent operation across cloud-
native, virtualised and multi-domain environments. The specification introduces the Intent Information Model
that allows the expression of desired goals, constraints, measurable KPls and applicability conditions, including
geographic areas, time intervals or user groups. The specification also enables management entities to advertise
the types of expectations and domains (RAN, 5GC, slicing, edge) they support for intent processing.

In addition, TS 28.312 [13] specifies procedures governing the complete intent lifecycle, including the creation,
modification and deletion of intents, along with mechanisms for feasibility assessment, exploration of alternative
outcomes, negotiation and structured reporting. Intent-related outputs provide transparency on how intents are
evaluated and satisfied within the management system. Moreover, the specification establishes a unified
abstraction layer for goal-based automation, decoupling operator intent from implementation details. This
enables seamless integration with analytics engines, Al/ML functions and closed-loop control mechanisms, which
interpret intent objectives and determine the actions required to achieve them under varying conditions.

In the context of FLECON-6G, Intent-Driven Management enables the expression of high-level operational
objectives. In line with 3GPP TS 28.312, the operator specifies what the network must support, while the
management system automatically determines how to achieve the state defined by the intent through
interpretation, translation and enforcement operations. The complete management of the intent lifecycle,
including evaluation, negotiation and reporting, allows the definition of objectives, constraints and measurable
KPIs. This approach fosters automation in network reconfiguration and optimisation procedures.

3.1.1.5 Network digital twin

3GPP TS 28.561 [14] provides the foundational management framework for Network Digital Twins (NDTs) in
3GPP systems. It introduces the functional roles of NDT Functions, describes how NDT instances are created,
configured, synchronised, and controlled, and clarifies the interactions between NDTs and network automation
functions. The specification defines a structured lifecycle for NDTs, covering initialisation, execution, data
generation, verification, network-automation support, and collaboration between multiple NDTs. The generic
procedure for the consumption of NDT services is depicted in Figure 3-1. It also introduces the information model
for representing NDT entities, jobs, inputs and outputs, providing a consistent basis for managing NDT behaviour
across heterogeneous domains. By establishing standardised mechanisms for simulation, emulation, and
synchronisation, TS 28.561 [14] enables NDTs to be used for predictive evaluation, risk-free testing of high-
impact actions, and support for advanced closed-loop automation.

TR 28.883 [15] investigates enhancements to NDT management beyond the baseline defined in TS 28.561 [14],
focusing on Rel-20 use cases and capability extensions. The report examines how NDTs can support higher-level
automation functions such as intent pre-evaluation, multi-NDT collaboration, improved data generation for ML
training, and advanced reporting mechanisms, including streaming-based output delivery. It also identifies gaps
in NDT job lifecycle handling, the representation of NDT capabilities for cross-domain collaboration, and methods
for integrating Al-based data generation models when NDT simulation alone is insufficient.

In the context of FLECON-6G, this framework exposes NDTaa$ primitives internally for the continuous assurance
and optimisation of services and resources. This enables, based on the outcome of the NDT jobs, the
establishment of the optimised service based on resource re-configuration. The approach followed for the
creation and execution of NDT Jobs is based on the 3GPP specification (more details in Sec. 5.3).
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corresponding reports
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Figure 3-1 3GPP Procedure of consuming NDT management service [14]

3.1.2 Optimisation-Based NDT jobsoptimisedSA6 Application enablement, and critical
communication applications

3.1.2.1 CAPIF

The Common API Framework (CAPIF)?}, depicted in Figure 3-2, is a 3GPP-defined framework developed within
SA6 TS 23.222 [16] to enable the secure, consistent, and scalable exposure and consumption of APIs across 5G
and beyond networks. This framework provides a common onboarding, discovery, authorisation, and invocation
framework for APIs offered by network functions, application functions, and third-party service providers. Its
main goal is to avoid fragmented, proprietary APl exposure mechanisms and to facilitate innovation,
interoperability, and faster service development. Within 3GPP SA6, CAPIF plays a central role in supporting: (i)
Service enablers (e.g., edge, XR, analytics, QoS/QoE-related services); (ii) Network exposure to verticals and third
parties; (iii) Application-layer innovation, decoupled from core network internals.

By standardising how APIs are published and consumed, CAPIF allows applications to securely access network
capabilities (e.g., QoS control, analytics, edge services) without requiring deep knowledge of underlying network
architectures, supporting the following functionalities:

e APl Publishing & Discovery: API providers register their APIs in the CAPIF Core Function, making them
discoverable to authorised consumers.

e Security & Authorisation: CAPIF enforces authentication, authorisation, and access control, typically
leveraging OAuth2-based mechanisms.

o Lifecycle Management: Supports APl versioning, updates, and deprecation in a controlled and
standardised manner.

e Interoperability: Enables a common API exposure model across vendors, operators, and verticals.

In the context of FLECON-6G, CAPIF will be explored as an option for the secure exposure and consumption of
the intent-based northbound APIs, ultimately facilitating the “Smart Marketplace” bi-directional collaborations
between verticals and application developers. Task 3.1 will have to ensure a seamless interaction between the
various stakeholders and the underlying Network-of-Networks collaborative framework. To this end, CAPIF
provides a unified framework that allows publishing, discovery, and query of any service APl in a secure and
harmonised way. As part of Task 3.2, CAPIF will also be examined as a means to implement a trusted federation
for dynamic resource composition, allowing the various service APIs’ management in a secure and unified way.

1 https://www.3gpp.org/news-events/3gpp-news/sa6-verticals2
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Figure 3-2: CAPIF Service Architecture [16]

3.1.2.2 Service enabler layers

The FLECON-6G architecture can leverage the application enablement standards defined by 3GPP SA6 to ensure
interoperability and efficient service delivery across the Network of Networks Collaborative framework. This
includes three key pillars: The Service Enabler Architecture Layer (SEAL), the Edge Application architecture
(EdgeApp), and the Artificial Intelligence/Machine Learning (AIML) application support, which are briefly
described below.

SEAL is defined in TS 23.434 [17] and provides a common framework to support "vertical" applications (VAL) over
the 3GPP system. Instead of each vertical application (e.g., V2X, Public Safety, etc.) developing its own
management mechanisms, SEAL offers a shared set of services, including the following:

e Group Management Service (GMS): Manages group definitions and membership for vertical
applications.

e Configuration Management Service (CMS): Handles the provisioning of configuration data to VAL
clients.

e Location Management Service (LMS): optimised location reporting and tracking for vertical UEs.

o Identity and Key Management (IKM): Manages VAL user identities and security keys.

e Network Resource Management (NRM): Allows verticals to request and monitor unicast/multicast
network resources (QoS).

In FLECON-6G, SEAL can serve as the unifying layer that allows the "Smart Marketplace" to configure and manage
groups of users/devices across different administrative domains. Moreover, FLECON-6G shall also leverage SEAL
technical specifications to enable the coordination of resources across administrative boundaries through the
Network of Networks collaborative framework. In this sense, SEAL shall be used to abstract the 5G/6G core APIs
enabling the FLECON-6G resource orchestration mechanisms to avoid the need per-domain core integration.
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EdgeApp is defined in TS 23.558 [18], and it is an architecture that enables the discovery and consumption of
applications hosted on the Edge Data Network. It consists of the following components and features:

o Edge Enabler Server (EES): A control plane entity in the Edge Data Network that provides supporting
functions (discovery, context transfer) to Edge Application Servers (EAS).

o Edge Enabler Client (EEC): The device-side component that discovers available edge services and aligns
traffic with the application client.

The key features provided by EdgeApp are: (i) Service Provisioning: Allows the UE to fetch information about
available edge services based on location; (ii) Rich Discovery: Enables dynamic discovery of EAS endpoints; (iii)
Application Context Relocation (ACR): Supports service continuity when a user moves between different edge
nodes, a critical requirement for FLECON-6G's mobile automation use cases. In this sense, the service and
resource orchestration mechanisms of FLECON-6G shall leverage EdgeApp mechanisms to enable the migration
of network functions dynamically across compute nodes, and possibly across administrative boundaries.

Al/ML Application Enablement is a framework defined in TS 23.482 [19] that integrates Al/ML workflows into
the application layer. It mainly defines:

e Al/ML Enabler Layer: Acts as a middleware that exposes Al/ML capabilities (training, inference, splitting)
to vertical applications.
e Automated Al/ML Operations: They support the lifecycle management of Al models, including:
o Model Training Request: An application can request the network to train a model using network-
derived data.
o Model Inference: Applications can offload inference tasks to the network (e.g., to an Edge Node).
o Federated Learning Support: Mechanisms to coordinate model updates across distributed nodes
without sharing raw data. For FLECON-6G, this layer is the standard-compliant realisation of the
"Al-as-a-Service" concept, allowing the platform to offer "Native Al" capabilities to external
verticals in a standardised manner.

3.2 TM Forum

The evolution toward 6G envisions an “intelligent Network of Networks” — a highly distributed, heterogeneous
ecosystem of multiple interconnected networks, computing resources, and Al models where networks must
autonomously adapt to user needs and environmental changes with minimal human intervention. This requires
closed-loop automation, intent-driven management, and collaborative frameworks that span across domains
and stakeholders. The FLECON-6G project embraces this vision by proposing a blueprint for an Al-native 6G
architecture that is modular, open, and supports multi-domain integration. To realise this, FLECON-6G draws on
emerging industry standards from TM Forum — notably those related to Autonomous Networks (AN, Figure 3-3)
and the GSMA Open Gateway initiative — which provides technical guidance for closed-loop control, autonomous
operations, and intent-based networking. This chapter analyses five key TM Forum specifications (1G1251 [1],
IG1253 [2], 1G1455 [3], TMF921 [4],1G1396 [5] ) and their relevance to the FLECON-6G architectural deliverable.
The following sections address closed-loop autonomous and intent-driven management to achieve SLA
guarantees and multi-stakeholder collaboration within the FLECON-6G’s architectural vision. The FLECON-6G
architecture closely follows the proposed approach, using a decoupled and transversal intelligence layer
supporting the Al/ML services, the logic enabling the automated service optimization and conflict resolution and
trustworthy Al operations. Moreover, the FLECON-6G architecture also follows the same layered approach for
the division of business, service and resource level operations and concerns and the intent-based interactions
between the different layers. The framework also provides useful insights for the establishment of the resource
level federations which shall be used at the NoN collaborative framework.
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3.2.1 Autonomous networks

TM Forum 1G1251 [1] defines a high-level reference architecture for Autonomous Networks, providing a
blueprint for building intelligent, self-managing network systems. This reference architecture prescribes a
layered model in which operations are decoupled into three distinct layers — a Resource (network) Operations
layer, a Service Operations layer, and a Business Operations layer. Each layer contains one or more
Autonomous Domains (ADs) that manage a specific scope of operations via closed-loop control. An autonomous
domain is essentially a logical management domain that can perform closed-loop automation (monitoring,
analysis, decision-making, execution) for certain network functions without human intervention. 1G1251 [1]
emphasises that closed control loops must exist at each layer (resource, service, business) as well as end-to-end
across layers. In other words, multiple autonomic loops operate hierarchically and cooperatively to realise self-
optimising behaviours from the network infrastructure up to business-level processes. Crucially, the architecture
mandates that each layer incorporate Al/ML capabilities to drive these closed-loop decisions, reflecting an Al-
native approach to network management.
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Figure 3-3 — TM Forum AN Reference Architecture [1]

A key principle in IG1251 [1] is the use of intent-driven open interfaces between layers and domains. Rather
than exposing low-level commands, an autonomous domain should expose standardised APls that accept high-
level intents (goals or requirements) from higher layers or peer domains. This allows upper layers to specify
what outcome is needed without prescribing how to achieve it. The lower-layer domain then translates the
intent into appropriate actions using its own closed-loop automation. Such intent-based interaction, combined
with open APIs, greatly simplifies cross-layer communication and enables plug-and-play integration of domains.
IG1251 [1] also supports horizontal federation of domains across different administrative boundaries — multiple
autonomous domains (even at the same layer, e.g., two operators’ networks at the resource layer or two
business domains) can interoperate via intent exchanges in peer-to-peer fashion. This federation mechanism
allows forming a Network of Networks where self-governing domains collaborate autonomously while each
respects its governance boundary. In summary, 1G1251 [1] contribution is a comprehensive architectural
framework that marries closed-loop automation with intent-based interfaces and Al at all levels, providing the
conceptual foundation for building multi-layer, multi-domain autonomous network systems. Its principles
(layered autonomy, decoupling via intents, Al-driven loops, federation).
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3.2.2 Open digital architecture (ODA)

TM Forum’s intent-driven model, as defined in 1G1253 [2] and anchored in the Autonomous Networks
architecture 1G1251 [1], formally defines intent as the abstraction through which higher-layer domains express
desired outcomes to lower-layer autonomous domains, each equipped with its own closed-loop control and Al
capabilities. Within the Open Digital Architecture (ODA), this maps cleanly onto the Intelligence Management
block, hosting analytics, Al/ML, digital twins, and decision automation, and the Production block, which executes
those decisions across resources via standardised domain components such as Network Slice Management,
Edge Cloud Management, Connectivity and Topology Management, and Performance and Fault Management.
Intent Managers within each domain act as Intent Owners or Intent Handlers, enabling hierarchical
decomposition of business intents into service- and resource-level intents that drive autonomous orchestration
and assurance across heterogeneous environments. The TMF921 Intent API [4] provides the interoperable
interface through which these intents, feasibility checks, and compliance reports flow across domains, ensuring
consistent B2B/B2X automation. Together 1G1251 [1], I1G1253 [2] , TMF921 [4] , and ODA form a coherent
framework in which closed-loop intelligence, standardized production components, and dynamic intent
propagation allow autonomous domains, including slicing controllers, edge platforms, and performance
management systems, to collaborate seamlessly, enabling FLECON-6G’s multi-stakeholder, Al-native, 6G
Network-of-Networks to deliver trustworthy, SLA-driven behaviour at scale.

3.2.3 Intent management

TM Forum 1G1253 [2] defines the technical foundations of Intent-Based Networking (IBN) within Autonomous
Networks by treating an intent as a declarative expression of desired outcomes. It specifies how intents are
modelled, validated, managed through their lifecycle, and exchanged across domains via standardised interfaces.
Central to the architecture is the Intent Manager, which operates either as an Intent Owner (issuing a
requirement to another domain) or an Intent Handler (fulfilling that requirement). This owner—handler contract
enables clear responsibility boundaries and supports hierarchical decomposition of intents across business,
service, and resource layers. By providing real-time, adjustable objectives to the control loops, 1G1253 [2]
positions intent as the unifying mechanism that links autonomous domains, allowing them to coordinate goals
and assurances dynamically while minimising static configuration.

The companion API specification TMF921 [4] operationalises this framework by defining a RESTful, interoperable
interface for intent exchange, negotiation, and assurance. It supports not only creation, update, and cancellation
of intents, but also feasibility checks, proposal-based negotiation, and continuous compliance reporting,
enabling closed-loop SLA management across domains. TMF921 thus serves as a standardised “intent language”
for multi-stakeholder environments such as FLECON-6G, enabling orchestrators across different administrative
domains to collaborate consistently. By enabling automated agreement, monitoring, and adjustment of intents
across providers, TMF921 [4] will be use as enabler for FLECON-6G’s intent-based smart marketplace, Network
of Networks collaborative framework and its vision of dynamic, cross-domain service composition with strong
SLA guarantees.

3.2.4 TM Forum and GSMA OpenOP

TM Forum 1G1396 [5] addresses the business and operations processes required to support multi-party
partnerships in the Open Gateway environment, with an emphasis on achieving “zero-touch” automation of
these processes. While GSMA’s Open Gateway initiative defines the Service APIs (the standardised technical
interfaces like Open Telco APIs via CAMARA),there is a complementary need for Operate APIs and frameworks
to manage the partner lifecycle (i.e., onboarding new partners, establishing agreements and products, creating
service operations, etc). 1G1396 [5] fills this gap by leveraging TM Forum’s Zero-Touch Partnering (ZTP)
framework in the context of Open Gateway. The guide notes that GSMA’s Channel Partner Onboarding
specification outlines basic models for commercial agreements and product onboarding, for instance, aspects
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like digital identity setup, automated contract negotiation, SLA management between a telecom operator and
third-party application providers, and revenue-sharing mechanisms require further elaboration. 1G1396 [5]
therefore proposes a set of processes and APIs to automate partner management end-to-end, minimising human
intervention in what have traditionally been lengthy, manual B2B setup tasks.

The ZTP APIs, developed in earlier TMF projects, provide standardised mechanisms for automating partner
onboarding, service catalogue integration, automatic validation of partner criteria, agreement template
handling, etc., all in a “zero-touch” manner. By extending and specialising these APIs for the Open Gateway
context, 1G1396 enables operators to onboard new channel partners (e.g., a cloud provider, an app developer)
in an automated manner, verifying compliance, configuring access, and activating services without manual steps.
Beyond onboarding, 1G1396 [5] describes the run-time operational alighnment needed for a digital ecosystem of
partners. It structures the end-to-end partner lifecycle into stages (prospecting, onboarding, service integration,
operation, and evolution) and provides user story—driven scenarios to illustrate how each stage can be
automated. This is highly relevant to FLECON-6G’s multi-stakeholder aims since it provides the business-layer
automation needed so that diverse stakeholders (operators, vertical industries, service providers) can trustingly
interwork and provide an aggregated catalogue of offers at speed. By leveraging IG1396’s [5] models, FLECON-
6G can ensure that the collaborative frameworks within its architecture (e.g., a marketplace or a federation of
6G networks) operate with the necessary operational guardrails (contracts, SLAs, partner onboarding checks)
while maintaining agility.

3.3 ETSI
3.3.1 ETSINFVISG

The ETSI NFV Industry Specification Group (NFV ISG), defines the reference architecture and specifications for
Network Functions Virtualisation (NFV), enabling the migration from hardware-based appliances to virtualised
deployments leveraging software VNFs and CNFs, providing the foundations for MANO frameworks and cloud-
native telecom networks. In the last few years, the ETSI NFV ISG has evolved the reference architectural
framework for NFV, with a focus on the latest releases on supporting cloud-native environments based on
containers.

Starting from the Release 5 architecture, shown in Figure 3-4, ETSI NFV has introduced a set of specifications to
ensure that the MANO (Management and Orchestration) principles extend beyond Virtual Machines to also
include Cloud-native Network Functions (CNFs). This evolution has led to the definition of new management
services, information models and descriptors, integrated into the existing NFV framework.

The main aspects can be summarised as follows:

e Container management procedures in ETSI GS NFV-IFA 040 [27] : Introduction of NFV OS Container
Objects (MCIO), MCIO Packages (MCIOP), and the services CISM (Container Infrastructure Service
Management) and CIR (Container Image Registry). Definition of interfaces for distributing and managing
container images and for supporting secondary cluster networks.

e Container cluster management in ETSI GS NFV-IFA 036 [28] : Introduction of the Container Cluster
Management (CCM) function for creating, scaling and terminating CIS clusters (virtual, bare-metal or
hybrid). Definition of specific descriptors (CCD, CCND, CCNRD) and MCCO objects. Informative alignment
with Kubernetes through mapping to CRDs and DaemonSets.

e Cluster resource management via VIM in ETSI GS NFV-IFA 052 [29] : Definition of interfaces allowing the
CCM to request compute, storage and network resources from the VIM to support cluster operations,
including scaling and termination.
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e Specifications such as ETSI GS NFV IFA-007 [30] [31] [32], IFA-011 [33] IFA-014 [34] and IFA-031 [35]
have incorporated references to container artefacts (MCIO, MCIOP, container images) to ensure
consistency with the cloud-native paradigm.

== NFV reference points and interfaces NFV Management and Orchestration (NFV-MANO)
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Figure 3-4 - Evolution of the NFV architectural framework (up to Release 4) [63]

In the updated NFV vision, CISM and CIR are positioned alongside the VIM, providing dedicated functionality for
container and image registry management. The CCM manages the full lifecycle of containerised clusters,
interacting southbound with the VIM for resource allocation and northbound with NFVO and VNFM for
orchestration and control operations. Through these extensions, ETSI NFV ISG has enabled unified management
of VNFs and CNFs, harmonising MANO processes and allowing operators to adopt cloud-native architectures
without losing the abstraction and orchestration capabilities of the NFV framework.

In FLECON-6G, these specifications may provide useful insights for the modelling of the virtualised computing
resources, including both VM-based and container-based deployments, which shall be used for the abstraction
and modelling of the available resources. Moreover, these specifications define VNF and CNF deployment, which
may be used in FLECON-6G to allocate and provision computing resources and applications.

3.3.2 ETSI MECISG

The ETSI Multi-access Edge Industry Specification Group (MEC ISG) defines the reference architecture, Figure
3-5, and APIs for Multi-access Edge Computing, enabling cloud capabilities at the edge of telecom networks. It's
work standardises interfaces and federation mechanisms to support low-latency services and multi-operator
interoperability.

The ETSI MEC ISG has developed a set of specifications defining architecture, services, and interfaces to enable
distributed edge computing scenarios. In the Release v3.3.1, MEC Federation has become a key capability,
enabling interoperability between multiple MEC systems, even across different domains or operators.

The main supporting documents are:

e ETSI GS MEC 040 [36] : This specification defines the APIs required to enable federation between MEC
systems. It describes mechanisms for registration, discovery, and interworking among MEC platforms,
facilitating multi-domain edge service delivery.

e ETSIGS MECO003 [37] : Introduces MEC Federation as a framework feature. Identifies use cases requiring
inter-MEC communication and distributed orchestration capabilities.

e ETSIGS MEC 010-2 [38] : Integrates federation into management and Application Lifecycle Management
mechanisms, specifying reference points to support federated scenarios.
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e ETSI GS MEC 011 [37] [38] [39] : “Edge Platform Application Enablement”. Defines the platform
enablement APIs, which provide the foundation for federation by enabling the exposure and
consumption of MEC services in distributed environments.

Mx1
CFs '
portal Operations Support System
Mm8 |
Device . User app m
app M:t:! LCM proxy Mm1 <+
Mfm
1 Multi-access edge } Other MEC
MEC MEC : 1
Mme orchestrator seceration | | sedesation t ‘ederator
manager broker Mff
+Mm2 <+ Mm3
Other ! MEC federator
MEC N .
. Mp3 MEC
platiorm P service
MEC
+ { MEC MEC
Mp1 Mp1 Serice registry platform ?Ec.‘ sop e
4 elerment ’;'L:n‘s cycle
Senace Trraf“c DNS Mm5 mgmt mgmt mgmt
MEC || MEC || MEC (_;:r‘ol handling
App [ _ArP || Arp MEC platform manager
MEC platform
erpZ =+ Mmé Mm4 -+
Other I
Virtualisation infrastructure
MEC Virtualisation infrastructure t | manager '_ Other MEC
host MEC host | Mm7 system

Figure 3-5 - Multi-Access Edge system reference architecture variant for MEC federation [37]

The ETSI MEC ISG establishes a standardised foundation to enable the federation of edge services. ETSI GS MEC
040 is the key reference, while MEC 003 [37], MEC 010-2 [38], and MEC 011 [37] [38] [39] complement it by
defining requirements, management aspects, and application enablement capabilities.

In the context of FLECON-6G, MEC federation specifications provide a direct baseline for designing cross-domain
orchestration of edge resources and services. The APIs and reference points introduced by ETSI GS MEC 040,
combined with management and lifecycle features from MEC 010-2 and application exposure defined in ETSI GS
MECO011 [39], can be leveraged to implement inter-federation scenarios among local edge domains. This enables
FLECON-6G to realise distributed service deployment and discovery across heterogeneous operators and
platforms, while ensuring alignment with ongoing ETSI standardisation. By adopting MEC federation concepts,
FLECON-6G can build a unified framework for multi-domain edge integration, supporting low-latency, trusted,
and interoperable service delivery across federated 6G infrastructures.

3.3.3 ETSIZSM ISG

The ETSI Zero-touch network and Service Management (ZSM) has defined mainly two sets of specifications in
the scope of FLECON-6G. On the one side, ETSI ZSM envisions closed-loop automation as a core mechanism for
enabling zero-touch network and service management. In particular, ETSI ZSM 009 [60] specifies a modular
reference architecture in which monitoring, analytics, decision-making and actuation are coordinated through
continuous Observe—Analyse—Decide—Act control loops. Within FLECON-6G, closed-loop automation is applied
across Business, Service and Resource domains, enabling continuous SLA monitoring, anomaly detection and
runtime optimisation, across the different layers of the architecture and in particular in the Intelligence Layer.
Telemetry and performance data are processed by analytics and intelligence services to trigger corrective or
optimisation actions when deviations from target objectives occur.

ETSI ZSM further introduces closed-loop orchestration to coordinate multiple control loops and avoid conflicting
actions in multi-domain environments. FLECON-6G shall take insights from this approach to support hierarchical
and federated loop coordination across stakeholders. Al-based analytics enhance prediction and adaptation
capabilities, while deterministic control components enforce operational constraints and safety boundaries.
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ETSI ZSM also defines an intent-driven management approach that provides an abstraction layer that allows
stakeholders to express desired outcomes instead of low-level configuration commands. ETSI ZSM 016 [61]
defines the intent lifecycle, including creation, validation, fulfilment and monitoring, enabling consistent
handling of high-level objectives across autonomous domains.

In FLECON-6G, intent management is integrated with Agentic Al-based Intent Management Functions that
interpret and transform business and service intents into actionable objectives for downstream orchestration.
ETSI ZSM 011 [62] links intent fulfilment with closed-loop automation, enabling continuous monitoring and
adaptation when runtime conditions deviate from expected behaviour.

Standardised intent handling supports interoperability across heterogeneous management systems and multi-
stakeholder Network of Networks environments. By leveraging ETSI ZSM 011 [62] and 016 [61], FLECON-6G
establishes a unified intent-driven control framework connecting high-level objectives with automated
orchestration and assurance mechanisms.

3.3.4 ETSIENIISG

The ETSI Experiential Networked Intelligence (ENI) Industry Specification Group (ISG) defines a cognitive network
management framework in which high-level intents (expressed as abstract goals, requirements, and constraints)
are ingested, translated, and operationalised into actionable policies that guide network behaviour without
specifying how the outcomes are achieved, enabling intent-based networking across heterogeneous domains.
This intent handling is supported by a closed-loop architecture based on the observe-orient-decide-act model,
where context awareness, policy processing, and feedback evaluation work together to continuously adapt
network operations to dynamic conditions, user needs, and business objectives, as specified in the ENI System
Architecture (ETSI GS ENI 005 [40] ) and related use cases and requirements documents. Within this architecture,
Al agents and cognitive processing elements, including intent parsing, machine learning, knowledge
management, and multi-stage policy translation, analyse contextual information, predict outcomes, resolve
intent conflicts, and refine decision strategies over time, improving automation and SLA fulfiiment while
remaining technology-agnostic.

Foundational ETSI ENI specifications such as ENI 005 [40] (system architecture and control loops) and ETSI GS ENI
033 [41] describe the functional blocks and procedures for mapping intent to lower-level policies, and group
reports such as GR ENI 013 [42] and GR ENI 015 [43] provide analysis and processing details for intent policy
models, intent lifecycle operations, and integration with knowledge mechanisms, enabling scalable, Al-enabled
network orchestration. Furthermore, ETSI ENI 016 [61] provides the architectural and operational foundations
for trustworthy Al-driven network intelligence, including Al lifecycle governance, continuous monitoring, and
human oversight. These capabilities enable trustworthy closed-loop ML operations aligned with the FLECON-6G
vision.

FLECON-6G and ETSI ENI ISG share fundamental principles:

e Intent-driven approaches: Both aim at realising high-level intents via automated decision systems. ENI
uses intent translation and policy frameworks, while FLECON-6G emphasises intent-driven Al for
orchestrating 6G services.

e Al-native intelligence and cognition: Both incorporate Al agents to reason about context and optimise
decisions across a network.

e Closed-loop operation: FLECON-6G’s multiple layers of digital twins and predictive Al facilitate
closed-loop orchestration, mapping well onto ENI’'s observe—orient—decide—act paradigm.

e Trustworthy Al: Both emphasise explainable, robust, and governable Al. ENI provides trust principles
and governance, while FLECON-6G embeds them into closed-loop, network digital-twin-driven
orchestration for reliable 6G operation.
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FLECON-6G operationalises these ideas in the specific context of modular, multi-stakeholder 6G networks with
digital twins and marketplace ecosystems, while ENI provides a general cognitive architecture standard
applicable to broader network automation.

3.4 |ETF/IRTF

The Internet Engineering Task Force (IETF)? and the Internet Research Task Force (IRTF)? are key organisations
are responsible for the development and advancement of internet standards and technologies. The IETF focuses
on producing open standards and protocols that ensure the interoperability, reliability, and scalability of the
Internet, while the IRTF concentrates on long-term research addressing emerging challenges and innovative
solutions in networking. Together, they provide a framework for both practical standardisation and forward-
looking research in network technologies.

3.4.1 Network Digital Twin: Concepts and Reference Architecture

The IETF and the IRTF have initiated efforts to integrate Digital Twin (DT) technology into network management
through the development within the Network Working Group [22] . This work provides a framework for
representing physical networks in a virtual environment, enabling enhanced management, simulation, and
optimisation. An NDT is a dynamic, data-driven model that mirrors the state and behaviour of a real network,
supporting real-time monitoring, predictive analytics, and decision-making without affecting live operations.
Unlike traditional network simulations, an NDT maintains an interactive mapping between the virtual and
physical networks, allowing for closed-loop automation and proactive management.

The reference architecture defines several interrelated layers. The data layer collects and stores real-time and
historical network information, forming the foundation of the digital twin. The model layer represents the
network’s components and behaviours, incorporating system models, knowledge graphs, and machine learning
to capture complex interactions. The mapping layer ensures synchronisation between the digital twin and the
physical network, while the interface layer provides standardised communication channels for external
applications and management systems. Figure 3-6 depicts the reference architecture proposed for NDTs in this
draft.
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Figure 3-6 - Reference Architecture of Network Digital Twin [22]

Implementing NDTs offers significant advantages, including the ability to test changes in a virtual environment
before deployment, assess potential impacts, and perform proactive maintenance to improve network reliability
and performance. However, challenges remain in ensuring model fidelity, integrating diverse data sources,
standardising interfaces, and embedding NDTs into existing network management frameworks. Addressing these
challenges is essential for realising the full potential of NDTs.

2 Internet Engineering Task Force (IETF): https://www.ietf.org
3 Internet Research Task Force (IRTF): https://www.irtf.org
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3.4.2 Intent-Based Networking - Concepts and Definitions

RFC 9315, published by the IRTF [23] , provides a framework for Intent-Based Networking (IBN), an approach
that aims to simplify and automate network management. The document defines the concept of “intent” as a
high-level specification of operational goals and desired outcomes, expressed declaratively without prescribing
how these outcomes are to be achieved. This distinction allows network operators and applications to describe
what the network should do, rather than how to implement it, enabling a more flexible, adaptive, and automated
management paradigm. The RFC also clarifies how intent differs from related concepts such as policies or service
models, creating a standardised vocabulary that supports consistent understanding across implementations.

The RFC introduces several key components of IBN. Intent-Based Systems are responsible for receiving,
validating, and translating high-level intent into actionable operations. Central to this process is a Single Source
of Truth, which consolidates and normalises all expressed intents into a coherent data model. This ensures that
the system can accurately interpret objectives and coordinate network functions to achieve them. Together,
these components support automation, validation, and continuous verification of network behaviour, reducing
the risk of errors and improving operational efficiency.

In FLECON-6G, which aims to create intelligent, automated, and flexible network infrastructures, IBN provides a
foundational methodology for expressing high-level objectives, orchestrating complex network operations, and
enabling adaptive, zero-touch management [26] .

3.4.3 Research Challenges in Coupling Artificial Intelligence and Network Management

This draft aims to explore the integration of Al into network management. It provides a comprehensive analysis
of the challenges and research directions associated with embedding Al techniques into operational networks.
It emphasises that while Al offers significant potential to enhance network performance, automation, and
resilience, applying these technologies in real-world network environments presents unique difficulties due to
the complexity, dynamism, and heterogeneity of modern communication systems.

The draft identifies that effective Al integration requires addressing multiple interdependent aspects. Data
availability and quality are critical, as Al models depend on accurate and representative datasets to generate
reliable predictions and decisions. Ensuring model interpretability is equally important, since network operators
must understand and trust Al-driven recommendations to adopt them confidently. Moreover, Al solutions must
operate under strict timing constraints to support real-time or near-real-time network management functions,
while also scaling efficiently to handle large and complex network infrastructures. The integration of Al models
with existing network management systems and protocols adds another layer of complexity, necessitating
standardised interfaces and coherent operational workflows to avoid disruption of ongoing services.

By highlighting these challenges, the draft sets a research agenda for developing Al techniques specifically
tailored to network management contexts. It advocates for interdisciplinary approaches that combine network
engineering, machine learning, and systems design to ensure that Al solutions are not only effective but also
reliable, transparent, and deployable in operational networks. In the context of FLECON-6G, the insights provided
by this draft are critical to guiding the design of Al-driven network management frameworks, supporting zero-
touch orchestration, and enhancing the overall efficiency and resilience of next-generation networks.

3.5 GSMA
3.5.1 Operator Platform Group (OPG) standard

The main target of the GSMA OPG is to facilitate seamless cross-operator service delivery, ensuring consistent
privacy, security management, and performance, while providing operators with a scalable framework to
monetise their advanced 5G infrastructure. In practice, the OPG* standard defines the necessary elements to

4 https://www.gsma.com/solutions-and-impact/technologies/networks/gsma_resources/gsma-operator-platform-group-

july-2025-specifications/
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handle the complexities of the network (through the SBI-NR interface), edge cloud (through the SBI-CR) and
artefacts manager (introduced for the efficient management of artefacts across federated testbeds). Moreover,
a Capabilities Exposure role is specified, considering both an APl manager and an Open Capabilities Exposure
Gateway for secure authentication and exposure of a collection of the supported APIs. Finally, the Federation
Broker role is defined by GSMA, aiming to support the establishment of one-to-one federation between OPs
through the E/WBI;

Moreover, the Operator Platform defines CAMARA APIs for the application providers. These APls empower
application providers to seamlessly onboard (submit) their applications (metadata, such as resource
requirements and deployment artefacts) to the originating OP and subsequently deploy (instantiate) them in a
desired set of edge cloud zones. These edge cloud zones may be managed either by the originating OP or by the
partner OP while being in active federation. In the case of a federation scenario, the capabilities exposure role is
responsible for translating the request for the Federation Manager into the format and syntax required by the
E/WBI. In particular, this translation is performed for the application onboarding (and artefact management) and
application instance deployment calls. Consequently, the Federation Manager at the originating OP forwards
these calls to the partner OP’s Federation Manager.

The FLECON-6G NoN Collaborative framework builds on the GSMA OPG standard, taking as a reference the OP
structure and complying with the external interfaces (NBI and E/WBI) to ensure full compatibility with the
standard and integration with any Operator Platform solution.

3.6 O-RAN

The Open Radio Access Network (O-RAN) initiative® defines an open, intelligent, and disaggregated architecture
for next-generation mobile networks. Its goal is to overcome the limitations of traditional, vendor-locked RANs
by promoting interoperability, virtualisation, and Al-driven automation. Principally, O-RAN introduces a
functional split between the Central Unit (CU), Distributed Unit (DU), and Radio Unit (RU), interconnected
through standardised interfaces such as F1, E1, and Open Fronthaul (OFH). This disaggregation allows network
functions to be deployed flexibly across the fronthaul, midhaul, and backhaul segments depending on latency
and throughput requirements. Furthermore, O-RAN integrates open management and control interfaces (01,
A1, E2) that enable multi-vendor components to interoperate and to be orchestrated through software-defined
and virtualised infrastructures.

O-RAN emphasises management, orchestration, and intelligence through the introduction of the Service
Management and Orchestration (SMO) framework [25] , which oversees the lifecycle management of network
functions and coordinates RAN resources running on the Cloud (namely O-Cloud), a virtualised, cloud-native
infrastructure that hosts both containerised (CNF) and virtualised (VNF) components. Within this ecosystem, the
non-Real-Time RIC (non-RT RIC) provides long-term optimisation, policy management, and ML model training.
At the same time, the near-Real-Time RIC (near-RT RIC) executes rapid control loops via xApps interacting with
RAN nodes through the E2 interface. The synergy between these elements, open interfaces, Al-driven RICs, and
automated SMO orchestration, enables closed-loop network management, faster innovation cycles, and
seamless scalability toward intelligent, self-optimising 5G and 6G systems.

The RAN Network Digital Twin (NDT) targeted within FLECON-6G is fully aligned with the O-RAN architecture.
The RAN Intelligent Controller (RIC) is leveraged to execute Al and ML workloads as xApps, supporting the
evaluation of the closed-loop control mechanisms within the Native Al layer of FLECON-6G. Specifically, the
xApps will access data generated by the NDT through the Key Performance Measurement (KPM) service model,
which provides the input for the Al/ML analytics driving the closed-loop control process. Conversely, the RAN
Control (RC) service model is used to enforce the decisions produced by the closed-loop control entity on the
NDT-based RAN.

5 https://www.o-ran.org/
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3.7 Open-source communities
3.7.1 CAMARA

CAMARA?® is an open-source initiative under the Linux Foundation’, developed in collaboration with the GSMA
Open Gateway program® to standardise how network operators expose telecom capabilities through
harmonised APIs. Its goal is to reduce fragmentation, promote interoperability across operators, and simplify
access to network functions for developers. The initiative provides a catalogue of 60 APIs (as of Fall 2025 meta-
release®) covering domains such as identity and authentication, location, device and subscription status, quality
of service and connectivity insights, edge computing, and consent management. Each API follows common
design guidelines, security models, and release governance to ensure compatibility across deployments.

In the context of FLECON-6G, it can represent a key enabler of the standardised exposure of network capabilities
and cross-domain interoperability. By aligning its northbound interfaces with CAMARA specifications, FLECON-
6G can leverage existing operator implementations and open-source tooling to accelerate the integration with
real networks. The APIs can serve as the foundation for exposing 6G-era capabilities to external orchestrators
and applications. On the other hand, the adoption of CAMARA can also reinforce trustworthiness, portability,
and ecosystem sustainability by building on community-maintained, open standards rather than proprietary
interfaces. This is particularly relevant for the operations-related interfaces adopted by the NoN collaborative
framework.

3.7.2 ETSI OpenCAPIF

OpenCAPIF (Common APl Framework for Telco Edge and Network APIs) is an open-source initiative hosted within
the ETSI ecosystem, aligned with 3GPP CAPIF specifications (TS 23.222) and ETSI MEC ISG. Its objective is to
provide a reference implementation of the Common APl Framework, Figure 3-7, ensuring interoperability,
openness, and reusability of network and edge APls exposed by telecom operators, vendors, and service
providers. The framework offers a unified entry point for API publishing, discovery, authentication, and
monitoring, OpenCAPIF reduces fragmentation and facilitates the creation of a federated API ecosystem across
multiple operators. This enables developers and third parties to access network capabilities such as QoS,
mobility, slicing, and edge discovery in a standardised and secure way, supporting innovation and ecosystem
growth around Telco Edge and service exposure.

The main aspects can be summarised as follows:

e 3GPP CAPIF alignment (TS 23.222): OpenCAPIF implements the reference functions defined by CAPIF,
including API publishing, discovery, security (authentication, authorisation, logging), monitoring, and
charging.

e ETSI hosting and open-source codebase (2023-2025): maintained as part of the ETSI Software
Development Group (SDG—OSL), OpenCAPIF provides a community-driven reference implementation
that bridges standards and deployments.

o Integration with industry initiatives (2024-2025): supports convergence with CAMARA APIs and GSMA
Open Gateway, ensuring consistency across operator and hyperscaler ecosystems.

e Interoperability and validation (2023-2025): demonstrated at ETSI Plugtests and research projects,
providing testbeds and reference deployments for multi-operator API federation.

e Ecosystem adoption: positioned as the baseline for APl exposure in research trials and industrial
deployments, enabling cross-operator and cross-domain service innovation.

6 CAMARA: https://camaraproject.org

7 Linux Foundation: https://www.linuxfoundation.org/about

8 GSMA Open Gateway: https://www.gsma.com/solutions-and-impact/gsma-open-gateway/

9 CAMARA FALL 2025 meta-release: https://If-camaraproject.atlassian.net/wiki/spaces/CAM/pages/36241429/Fall25+meta-release
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Through these capabilities, OpenCAPIF establishes the foundational layer for standardised, federated, and
secure APl exposure, acting as the bridge between network functions and service innovation.

In the context of FLECON-6G, OpenCAPIF provides the essential APl framework to expose federated network and
edge services towards third parties and marketplaces. Its integration with TM Forum APls, CAMARA, and GSMA
Open Gateway ensures that the APIs offered in FLECON-6G are interoperable and aligned with global industry
efforts. By adopting OpenCAPIF as the reference APl exposure layer, FLECON-6G can ensure a unified approach
to API discovery, onboarding, and monitoring across multiple operators, enabling service federation, cross-
domain orchestration, and the creation of new business models in the 6G ecosystem.

3.7.3 ETSI OpenOP

The ETSI OpenOP* (Open Operator Platform) is an open-source initiative hosted within the ETSI Software
Development Group (SDG) ecosystem to deliver a reusable “operator platform for the Telco Cloud”. Its objective
is to provide a unified, federated framework that (i) exposes standardised, developer-friendly northbound
Service APIs (notably CAMARA) to application providers/verticals and (ii) enables inter-operator/inter-testbed
federation using GSMA Operator Platform East/West-bound APIs, while (iii) integrating heterogeneous
southbound telco/edge/cloud resources.

In the OpenOP, the reference architecture is decomposed into an APl Exposure Manager, Open Exposure
Gateway, Federation Manager, Service Resource Manager, plus artefact management and “transformation
functions” that map CAMARA APIs to underlying edge/cloud/network technologies—supporting both north—
south exposure and east—west federation across multiple Operator Platform instances.

The main aspects can be summarised as follows:

e GSMA Operator Platform federation (East/West-bound APIs): OpenOP implements federation
management capabilities (e.g., establishing federations, synchronising availability zones, onboarding
applications/artefacts, lifecycle/status handling) through the GSMA EWBI model, enabling coordinated
cross-domain deployments across federated Operator Platforms.

10 https://oop.etsi.org/
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e CAMARA-aligned northbound capability exposure: the Open Exposure Gateway publishes and exposes
CAMARA Service APIs as the primary developer entry point, abstracting the complexity of multi-domain
resources and (where relevant) routing requests to federation and/or resource-management functions.

e Secure APl exposure & discovery via CAPIF/OpenCAPIF: the Operator Platform’s APl Exposure Manager
function is realised using the Common API Framework approach, leveraging OpenCAPIF to support
secure publishing, discovery, authentication/authorisation, and monitoring of exposed Service APls—
particularly important in multi-operator / multi-trust-domain federation scenarios.

e Southbound integration and transformation functions: OpenOP integrates with heterogeneous
southbound platforms (edge cloud, network exposure, and other infrastructures) via a Service Resource
Manager and transformation functions; the SUNRISE-6G baseline explicitly targets integration with
platforms such as Kubernetes and 5G Core NEF implementations (e.g., Open5GS and OpenAirinterface).

The ETSI OpenOP implementation shall be used as a reference and baseline for the development of the FLECON-
6G NoN collaborative framework, with the target of extending the resource models and information exchange
mechanisms targeting the beyond 6G infrastructure considered by FLECON-6G.

3.8 Others EU Research Projects
3.8.1 6G-INTENSE

6G-INTENSE! is a Horizon Europe research and innovation action focused on next-generation intelligent network
automation for 6G. Bringing together major European vendors, operators, SMEs and academic institutions, the
project positions Al-native intent management as a foundational capability of future 6G systems. Coordinated
by leading research and industrial partners, 6G-INTENSE seeks to design, prototype, and validate an end-to-end
intent-driven management framework spanning the radio, core, cloud/edge, and service layers.

Building on previous EU initiatives in autonomous networks and Al-driven orchestration, 6G-INTENSE aims to
significantly increase the maturity of intent-based control mechanisms, ensuring that 6G networks can
dynamically interpret, reason and act upon high-level human- or machine-expressed intents. In contrast to
earlier exploratory work, 6G-INTENSE follows a “consolidation, automation and validation” approach, producing
implementable architectural components and high-TRL prototypes aligned with future 3GPP, ETSI and ITU-T
standardisation.

The main aspects can be summarised as follows:

e Intent Framework and Requirements: A multi-layer taxonomy of intents is defined, covering user
intents, service intents and network/system intents. Requirements include semantic interoperability,
conflict resolution and closed-loop automation. KPI/KVI sets extend beyond performance to include
trust, safety, transparency and sustainability of automated decisions.

e Al-Native Management Architecture: Development of a unified architecture embedding intent
processing, semantic translation, reasoning engines and multi-domain orchestration. The architecture
integrates Al at every layer of the management and control plane, enabling autonomous operation
across heterogeneous resource domains, RAN, core, cloud continuum and other domains.

e Integration of Enablers: Consolidation of enablers such as Large Language Models for intent translation,
distributed intelligence at the edge and cross-domain data spaces. The project moves from theoretical
models to interoperable components, integrating them into a functional end-to-end automation loop.

e Intent Validation and Simulation Framework: Definition of intent APIs, compliant with TMF921
specification, to evaluate how intents propagate across domains, how conflicts are managed and how
automated decisions impact network behaviour.

11 https://6g-intense.eu/
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e Standardisation Impact: Pre-standardisation activities addressing 3GPP SA2/SAS5, ETSI ZSM/ENI and ITU-
T FG-AN. Target areas include intent interfaces, semantic models, safe automation principles and
autonomic management functions for 6G.

e Proof-of-Concept and TRL Progression: Demonstrations show full lifecycle intent handling—from
expression to translation, autonomous operations, orchestration, execution and feedback. These
prototypes raise the TRL of intent-based management and prepare the ecosystem for industrial
adoption.

Through these activities, 6G-INTENSE serves as a cornerstone of Europe’s vision for trustworthy, safe, and
explainable autonomous 6G networks, bridging conceptual research and deployable solutions that can be
adopted by industry and standardisation bodies.

Flecon-6G builds upon the 6G-INTENSE concept of human language intent, borrowing and extending several
features such as the Intent Manager functions, including intent translation and human-in-the-loop intent
assurance. Flecon-6G goes beyond 6G-INTENSE by developing the Market Space, which forms the foundation of
its approach to exposing services, NDT, and Al to consumers. While 6G-INTENSE focused on service deployment
using human intent and managing its lifecycle up to deployment on the 6G infrastructure, it did not address the
Market Space aspect. Additionally, Flecon-6G supports the "what-if" approach for CCL, which was not considered
in 6G-INTENSE.

3.8.2 HEXA-X-II

Hexa-X-1l is the second phase of the European flagship initiative on 6G, following Hexa-X, and is funded under
Horizon Europe. Coordinated by Nokia and Ericsson and involving operators, vendors, SMEs, and academic
institutions, the project aims to define the reference architecture and key building blocks of the 6G system.
Building on the exploratory results of Hexa-X, Hexa-X-1l focuses on raising the maturity of selected enablers,
integrating them into a coherent system architecture, and validating them through prototypes and proof-of-
concept demonstrations.

A strong emphasis is placed on sustainability, inclusiveness, and trustworthiness, aligning with European
priorities. In contrast to Hexa-X, which was largely exploratory, Hexa-X-ll follows a “systemisation and
integration” approach to create a unified 6G system blueprint.

The main aspects can be summarised as follows:

e Use cases and requirements (D1.2, 01/2024): six families of use cases have been defined (Immersive
Experience, Collaborative Robots, Physical Awareness, Digital Twins, Fully Connected World, Trusted
Environments). For each family, specific KPI/KVI sets have been derived, extending beyond technical
performance to include sustainability indicators such as carbon footprint, social inclusion, and economic
impact.

e System architecture (2024-2025): development of a unified architecture integrating communications,
sensing, artificial intelligence and distributed computing. The concept of a 6G system blueprint has been
introduced to interconnect different domains (radio, core, edge/cloud, Al).

e Integration of enablers (2024—2025): consolidation of technologies initiated in Hexa-X, such as proactive
network management, Al/ML-driven orchestration, and joint communication-sensing, with prototypes
closer to realistic deployments.

e Sustainability framework (2024): definition of a methodology to capture both footprints (negative
environmental and social impact) and handprints (positive socio-economic contributions), moving
beyond the typical energy-efficiency focus of telecom standards.

e Standardisation impact (2024-2025): pre-standardisation activities targeting 3GPP and ITU, with
emphasis on Al-native management, predictive/proactive slicing, and communication-sensing
integration.
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e Proof-of-Concept and TRL (2025): end-to-end demonstrations to raise the Technology Readiness Level
(TRL) of 6G enablers and prepare for subsequent global standardisation activities.
e Through these activities, Hexa-X-1l acts as a bridge between research and standardisation, aiming to
ensure that 6G is not only more performant, but also more sustainable, trustworthy, and inclusive.
In the context of FLECON-6G, the outputs of Hexa-X-Il provide valuable insights for the project’s architectural
modelling and interface design. The comprehensive analysis of use cases and KPIs/KVIs serves as a reference to
align technical enablers with societal objectives, while the integration of communications, compute and sensing
capabilities supports the federation and orchestration principles at the core of FLECON-6G. Furthermore, the
sustainability and inclusiveness frameworks proposed by Hexa-X-1l represent an important benchmark for
embedding European values into the design of federated 6G platforms.

3.8.3 SUNRISE-6G

SUNRISE-6G is a Stream-C project under the SNS JU, focused on building a pan-European, standards-compliant
6G experimentation facility through the sustainable federation of heterogeneous research infrastructures.
Building on the Network of Networks concept, SUNRISE-6G aims to develop a federation of 6G testbeds, while
providing converged Testing as a Service (TaaS) workflows, a unified catalogue of 6G enablers, and cross-domain
vertical onboarding through a tenant-facing web portal. The project is structured around four core pillars: new
6G enablers, a 3GPP-compliant federation solution, a federated Al plane, and a common experimentation
plane. The main aspects can be summarised as follows:

e Open Federation Framework and Cross-Domain APIs: SUNRISE-6G implements an open federation
framework enabling scalable cross-testbed deployment via east/west management APIs and
standardised service exposure through CAMARA service APls, building on GSMA Operator Platform
Group east/west API concepts. Transformation functions map diverse internal testbed interfaces (e.g.,
OpenAirinterface, AerQS) to externally consumable service APls, enabling interoperable onboarding of
vertical applications.

e Federated Experimentation Plane and Portal: A common experimentation plane is adopted across

federated sites, providing unified experiment workflows and a web portal that serves experimenters,
infrastructure owners, 6G component providers, and vertical developers as a single entry point to the
facility.

o Federated AlaaS / MLOps Al Plane and IDLM: A federated Al plane aligned with Al-as-a-Service and
ML-Ops is developed to scale datasets and models across sites. This includes mechanisms for intent-to-
orchestration translation, “supernode” testbeds offering Alaa$S to resource-constrained sites,
explainability and privacy/data-sovereignty controls, and commitments to open datasets and
experimentation-oriented intent models extending TM Forum concepts.

e 6G Library and Breakthrough Enablers: SUNRISE-6G delivers a 6G library spanning device-to-cloud
enablers, leveraging prior SNS outputs while adding complementary components such as JCAS, near-
field RIS, NTN, Open RAN, and decision/automation enablers (e.g., an Al-driven decision engine),
together with remotely accessible functional tests for experimentation.

Through these activities, SUNRISE-6G acts as a flagship “facility-building” project in Europe’s 6G portfolio: it
consolidates heterogeneous testbeds into a scalable federated platform, couples experimentation workflows
with Al-native automation, and turns advanced 6G enablers into accessible, testable assets that can be evaluated
under common KPIs/KVIs and cross-domain deployment conditions.

In the context of FLECON-6G, SUNRISE-6G outputs are directly relevant for the federation, exposure and
orchestration layers: its open federation framework (CAMARA service exposure plus east/west management
APIs), provides concrete building blocks for unified cross-domain interfaces for the NoN collaborative framework.
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The latter extends the SUNRISE-6G federation capabilities towards Assurance, dynamic Resource
Compositioning, and Intent-Based resource orchestration.
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4 FLECON-6G Reference architecture

FLECON-6G Reference architecture. This section presents the FLECON-6G reference architecture and provides a
view of how the project realises a federated system spanning multiple stakeholders, technologies, and
administrative domains. The section expands and consolidates the architectural principles introduced in D2.1
into a more operational architecture description, highlighting the main functional layers, building blocks, and
their interfaces.

4.1 FLECON-6G Architectural Principles

The FLECON-6G architecture design process has been driven by the principles established in D2.1 [59] . These
design principles enabled the consistent establishment of the different architectural blocks and layers, and shall
assist in the future definition of the software blocks. This document reports the initial principles defined in D2.1
that are now formalised to better emphasise the principles used during the design process:

e Distributed and federated architecture, with autonomous and interoperable domains.: This principle
allows the cooperation of different providers, where each of them can operate heterogeneous
technologies and offer specialised types of services (e.g., infrastructure resources, mobile network
connectivity, satellite network connectivity, edge/cloud computing, Al/ML capabilities, etc.). These
providers will build dynamic and modular federations to cooperate for the joint delivery of end-to-end
services. The distributed nature of the architecture will allow each provider to customise, adapt, and
deploy a relevant subset of FLECON-6G components in their own environments over distributed
infrastructures in the continuum. Each provider will deploy one or more autonomous instances of the
FLECON-6G system components (e.g., for different technological domains), providing and consuming
services from other domains through unified and open interfaces that guarantee the required level of
interoperability. Federation of management systems across various operators, providers, verticals, and
other stakeholders will make use of standard interfaces and apply trust models for cross-domain
interactions, including SLA exchange, negotiation, enforcement, and monitoring. While maintaining the
autonomous operation within the boundaries of each administrative domain, service composition and
assurance at the Network of Networks framework will follow shared inter-domain protocols to be
standardised.

e Trustworthiness and native Al integration: The architecture will adopt Al/ML techniques pervasively in
its different layers: smart marketplace, Network of Network framework at its management and control
functionalities, and Intelligent Layer relying on ML models as a basis for multi-layer Digital Twins and
Closed-loops’ internal logic. As a consequence, the architecture offers services for native support for
Al/ML pipelines and Al/ML models lifecycle management (e.g., covering data ingestion, training,
publishing and discovery of ML models, deployment of models or inference functions, continuous
models’ validation, drift detection and re-training), supporting different techniques (Reinforcement
Learning, Federated Learning, etc.). These services will be used by the internal elements of the FLECON-
6G system, e.g., for service and network orchestration, composition and automation in the NoN
framework, as well as for service offerings selection and composition in the Smart Marketplace.
Moreover, they will be offered and exposed to customers and third parties in service bundles. Due to
the multi-stakeholder and collaborative characteristics of the FLECON-6G system, particular attention
will be paid to aspects related to explainability and auditability, as well as security and confidentiality.
Explainable Al outputs and uncertainty quantification techniques will facilitate trust among different
stakeholders and compliance with Al and data-related regulations, as well as troubleshooting in case of
issues with multi-domain decisions and operations. Auditability will allow keeping a trace of the Al
decisions’ provenance and related data lineage, from origin to transfer, transformation, storage, and
final consumption.

e Support for network automation based on agents and closed-loops: FLECON-6G architecture will
support mechanisms for increasing levels of network automation through an agentic closed-loop (CL)
coordination framework. This will leverage a pervasive monitoring approach to guarantee the
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observability by collecting data from multiple sources and coming from multiple technological and
administrative domains using programmable monitoring jobs. The monitoring data should include
infrastructure, network, and service KPIs, as well as traces and events. This will feed both Al techniques
at the different stages (training, validation, inference, monitoring, re-training) and CL processes. The
framework shall support unified modelling and open interfaces to design, define, and manage Al agents
and CLs in a modular and composable manner, with loosely coupled CL functions, possibly provided by
different vendors. CLs should operate with different scopes (e.g., per domain at device, RAN, core, edge,
or cross-domain, or per layer at infrastructure, virtual resources, network subnets or slices, services).
Moreover, CLs should be programmable in order to decouple policy definition from CLs implementation,
enabling dynamic automation policies without requiring a re-design of the CL. Third, the system should
enable multi-CL coordination and collaboration via different interaction patterns, hierarchical, nested,
or peer-to-peer, even across federated domains, either mediated through a CL coordination framework
or with direct inter-CL communications enabling the establishment of coordination groups,
communication mechanisms and enforcement of mediated decisions. Fourth, the execution of CL-driven
automation actions should be deterministic and verifiable, to monitor the validity and the impact of such
actions and avoid potential instability or cascading failure effects, especially when applied to federated
scenarios. Finally, CLs should adopt a cognitive approach applying Al/ML techniques at their different
stages (potentially in all CL functions, including monitoring and execution), and leverage multi-layer NDTs
for the service monitoring assurance and optimisation. The framework shall also consider agentic Al for:
(i) the management and coordination of the CLs (ii) agentic Al-based CL functions. This latter shall provide
insights into how the active and autonomous nature of Al agents could align with the requirements of
determinism, predictability, verifiability, and security of mobile networks.

e Adoption of intent-based management patterns. FLECON-6G architecture shall adopt intents as a pillar
of the entire system, enabling simplified definition of high-level goals at different layers (business,
service, and resource) and supporting per-domain and cross-domain translations into specific low-level
decisions and technical actions. Intents will be used at north-south interfaces among autonomous
domains. In particular, the FLECON-6G architectures shall enable intent-based management mechanisms
enabling provisioning of beyond-connectivity services, including compute, network and Al. Moreover,
the architecture shall also consider agentic Al-based mechanisms enabling intent-based negotiation
workflows.

e Openness and programmability. The architecture shall use open interfaces, making use of well-
established models, languages, and standards for their specification and documentation (e.g., OpenAPI,
YANG, TOSCA, etc.). Moreover, they will use a combination of communication patterns, e.g., based on
REST APl or asynchronous APls and publish/subscribe models for event-driven or long-running processes.
Service-based architecture (SBA) principles will be applied for exposing and consuming functions,
services, and capabilities within and among domains, in full compliance with 3GPP principles. Modular
and dynamic adapters and pluggable components will be adopted to facilitate the integration with multi-
vendor technologies. Programmability and monitoring will be applied to multi-tenant and federation
scenarios, guaranteeing access control among different domains and stakeholders, e.g., in terms of
visibility, disclosure, isolation, arbitration for service or resource contention, and secure coexistence of
conflicting services.

e Compliance with standards and interoperability. The architecture shall adopt the latest standards from
3GPP, ETSI ZSM, NFV, MEC, TM Forum Open Digital Architecture, and GSMA Operator Platform, to
ensure interoperability. Extensions to existing standards are envisioned and will be designed following
the relevant guidelines and promoted in the target standardisation bodies to achieve consensus. In
section 3 we provide an overview of the relevant standards and describe the potential use and
extensions within the FLECON-6G architecture. Moreover, the architecture will comply with relevant
security frameworks (e.g., from 3GPP SA3 and ETSI NFV SEC), as well as privacy, cybersecurity, and Al
regulations (GDPR, NIS2 Directive, Cyber Resilience Act, Al Act).
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Resiliency and security. FLECON-6G shall adopt the principles of a zero-trust architecture, particularly
crucial for interfaces and functions in multi-stakeholder environments. Internally, in each autonomous
domain, it will assume the adoption of mechanisms for security monitoring with anomaly detection
capabilities and automated processes for incident response. Moreover, the architecture shall include
components and workflows to enable the automated trustworthiness assessment of Al/ML models,
service offers and stakeholders composing the domain federation.

Sustainability and efficiency. The FLECON-6G architecture shall be designed considering service and
resource energy consumption, usage optimisation, and sharing of virtualised infrastructure and services.
In this sense, the architecture shall provide mechanisms for automated provisioning and management
of closed-loops for optimisation of energy consumption. Moreover, the smart marketplace and the
Network of Networks frameworks shall enable deeper levels of collaboration among stakeholders,
optimising resource utilisation and service composition, thus contributing to economic sustainability
aspects.

4.2 FLECON-6G Innovative Services and Functionalities

This section describes the main services and functionalities supported by the FLECON-6G architecture, based
on the initial set of innovative services proposed in D2.1 [59] providing further refinement and inner details.

Intent Management with an agentic Intent Management Function. FLECON-6G offers intent-based
management APIs across different architectural layers. The architecture introduces Intent Management
Functions, with support for agentic Al-based mechanisms, for interpretation, management, fulfiiment,
and assurance of intents at the business, service, and resource level, across federated domains. Business
intents are handled at the Smart Marketplace, while Service and Resource level intents are managed at
the Network or Networks framework. Moreover, the FLECON-6G Accelerated Programmable Data Plane
offers intent-based management APls, enabling. Intents’ descriptions are based on semantic models,
with a scope that is extended beyond network, computing, and infrastructure, to cover Al models,
functions, and end-to-end services (embracing edge and transport resources, and Al/ML algorithms)
*_-as-a-Service Marketplace. FLECON-6G Smart Marketplace enables the collaboration of different types
of stakeholders (infrastructure owners, mobile and satellite network operators, digital service providers,
Al solution providers, verticals, etc.), implementing mechanisms for intent-based service discovery,
automated negotiation, conflict detection, and consensus convergence. The marketplace operates at
the BSS level and handles business intents, translating business-level objectives and constraints to
identify and select the most convenient bundle of services from the offers of all the 6G stakeholders
participating in the marketplace. The marketplace is designed as a framework of intent-driven federation
brokers, offering a single, unified and multi-service intent APl towards the customers. Beyond the
traditional infrastructure and network services (laaS, Naa$S and NlaaS), FLECON-6G marketplace extends
the offer to AlaaS, providing Al/ML models as well as Al platforms and capabilities to execute custom
training, deploy models, run inference tasks, etc.

Network of Networks composition, management and exposure. FLECON-6G architecture introduces a
fully distributed Network of Networks (NoN) Collaborative Framework at the OSS level. This framework
enables different stakeholders to collaborate in a federated manner for the design, composition, and
delivery of new networks and services, including Al/ML models and services. Externally, towards the
Marketplace, the NoN framework exposes interfaces to request service intents, with constraints
elaborated by the Marketplace itself, e.g., on coverage areas or target providers. Internally, it
implements the end-to-end orchestration and runtime operation of ad-hoc service and network
topologies spanning over multiple technological and administrative domains. Each domain may offer
mobile terrestrial or satellite network resources, edge or cloud infrastructure resources, as well as other
devices, security service functions, data storage capabilities, Al/ML model training, trained models, etc.,
which can be combined.
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Distributed network intelligence. The intelligence and the logic of FLECON-6G are distributed among
the various elements of the architecture and specialised for its domains and technologies. The
Intelligence Layer offers AlI/ML, closed-loops and Network Digital Twin services, provisioned and
configured on demand, which can be consumed by the other layers of the architecture (i.e., marketplace
and NoN framework) for assistance in making decisions and executing procedures and workflows. The
scope of the network intelligence services can vary from single technological or administrative domains,
up to multi-domain. In this case, suitable interfaces and federation mechanisms must be designed on
the east-west boundaries to establish secure and scalable collaborations among the network intelligence
systems of different stakeholders.

Multi-layer Digital Twins. FLECON-6G introduces a framework for the modelling and management of
Digital Twins specialised for different types of domains and for their compositing, modelling
interdependencies, and inter-domain constraints. FLECON-6G addresses digital twins for RAN, packet
transport networks, Non-Terrestrial-Networks, and computing resources. (Network) Digital Twins are
handled in the context of the distributed network intelligence services, and they provide support to other
services, e.g., planning and selection at the marketplace (for business intents) and NoN framework (for
service intents), validation of CL decisions and CL coordination, conflict detection, etc.

Cognitive Closed-loops for network automation and optimisation. FLECON-6G integrates a framework
for governance and coordination of cognitive closed-loops, which can be specialised for automation tasks
and decisions at different layers, domains and scopes. FLECON-6G CL can cooperate for inter-domain
and inter-layer automation, with mechanisms for conflict detection, mitigation and resolution of
concurrent and contrasting CLs. The interfacing with the AlaaS system allows building and dynamically
updating cognitive CLs, making use of Al/ML models, which can be handled through MLOps procedures.
The cooperation with the NDT framework allows for assisting CL coordination with preliminary validation
of CLs combined impact in programmable sandboxes based on NDTs.

4.3 FLECON-6G Functional Architecture

The FLECON-6G updated high-level architecture is depicted in Figure 4-1, illustrating the main functional blocks
with their main internal components and the high-level interfaces between the layers and blocks. The
architecture represented in the figure is an evolution of the initial reference architecture proposed in D2.1 [59]
, mainly in the following aspects:

Consolidation of the conceptual aspects into functional blocks: The updated conceptual architecture is
now consolidated into functional blocks and sub-blocks architecture. This enables a precise definition of
the internal blocks of the architecture and the establishment of the interfaces that each block exposes
to facilitate the design of the architectural-level workflows and message exchanges.

Integration of the intelligence layer in the Network of Networks framework: The intelligence layer of
the initial architecture has been integrated into the NoN Framework, to emphasise the dependency of
these two components subscribing to the approach followed in the standards, where the intelligence
layer is supported by a layer offering support for the orchestration and management.

Strengthening of trustworthiness assessment concept: The Trustworthiness Evaluation Framework
(TEF) has been formalised as one of the functional blocks of the FLECON-6G Intelligence Layer, to
strengthen the functionality which will be introduced at the architectural level. This shall enable
automated evaluation of the trustworthiness of Al models supporting Al operations in the FLECON-6G
Framework.

Streamlining of per-layer internal functional blocks: The initial architecture reported in D2.1 [59] has
been streamlined into a high-level architecture, capturing the main functional layers, interfaces and
blocks, and per-layer internal diagrams. This division into two levels allows for describing the architecture
at a high level, determining the main blocks and interfaces, and at the same time enabling a more in-
depth description of the different layers with the inner details and components without overshadowing
the general concept.
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o Emphasise the use of software-based architectures: The updated architecture adheres more closely to
a software-based architecture to stress the functional blocks as independent services with well-defined
interfaces.
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Figure 4-1- FLECON-6G functional architecture

The Smart Marketplace acts as the business-level entry point where verticals and developers request network
capabilities. It enables users to discover, select, and consume Nlaa$ offerings, including networking, computing,
Al, security tools, and digital-twin services through an intent-based API that captures high-level business
objectives. Internally, the Smart Marketplace processes business intents by interpreting goals based on semantic
ontologies, validating them against service catalogues, and checking feasibility and capacity through embedded
knowledge bases and intent-probing and negotiation mechanisms against the underlying layers. In this sense,
the Smart Marketplace acts as an aggregator of multi-party service offers, supporting the mechanisms for trust
and security enforcement, and accounting and pricing mechanisms needed for cross-provider services. Once an
intent is validated, the Marketplace delegates its technical realisation to the Network of Networks (NoN)
framework through an open service-level intent-based interface. This interface enables the dynamic publication,
discovery, and composition of available services and tools, ensuring that the NoN framework can orchestrate
and fulfil the requested intent across heterogeneous provider domains.

The FLECON-6G Network of Networks Collaborative Framework operates at the OSS level to orchestrate
heterogeneous 6G resources, including continuum computing, multi-technology connectivity, and Al/ML
capabilities. Within this framework, Digital Service Providers (DSPs) handle service intents through either local
resources or direct federation with other DSPs. The framework autonomously manages the decomposition,
fulfilment, and assurance of these intents, interacting with the Smart Marketplace to receive updated constraints
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or report service violations. Internally, the NoN framework leverages the FLECON-6G Intelligence Layer services
to realise cognitive-closed loops for monitoring and assurance of intents. As depicted in Figure 4-1.

As depicted in Figure 4-1, the NoN is divided into two main components: (i) the NoN Exposure Layer, which
contains the functions enabling a unified APl towards the Smart Marketplace; (ii) The NoN Management &
Control layer, which contains the functional blocks enabling the composition of service offers and the
provisioning, assurance and optimisation of service level intents.

The FLECON-6G Intelligence Layer provides the intelligence services supporting the FLECON-6G network
automation, through the enablement and offering of NDTaaS and AlaaS services. Internally the intelligence layer
is composed of three main blocks: (i) Agentic Al control framework, which contains the logic enabling the agentic
based operation of the overall framework, including the agentic-based selection and composition of service level
intents; (ii) Network Digital Twins Framework, enabling the assessment of management and control decisions
through the automated provisioning and configuration of multi-domain digital twins, and execution of jobs in
support of closed-control loops; (iii) Trustworthy Al & ML Operations, supporting trustworthy enabled AlaaS
operations supporting the internal framework resource selection, orchestration and optimization workflows.

The FLECON-6G Accelerated Programmable Data Plane leverages the Accelerated Programmable Edge
Computing (APEC) framework to enable high-level programmability with hardware acceleration to enable ultra-
low-latency, application-aware processing at the edge. The APEC framework leverages domain-specific
languages (e.g., eBPF) and specialised compilers to allow application-specific logic to execute directly within the
network data path.

The FLECON-6G infrastructure layer forms the lowest tier of the architecture, providing the heterogeneous
computing, connectivity, and programmable data plane resources upon which all higher-layer functions operate.
It is designed to accommodate multi-technology integration, spanning RAN, transport, core, edge, and cloud
continuum resources, and to enable dynamic resource sharing across administrative and technological domains,
rather than assuming a homogeneous substrate.

4.3.1 FLECON-6G Architectural layers
4.3.1.1 FLECON-6G Smart Marketplace

The evolution towards 6G envisions a dynamic, multi-provider marketplace capable of providing beyond 5G
service offers fulfilling diverse user intents through the coordinated use of heterogeneous services provided by
different Digital Service Providers. This vision constitutes a central innovation within the FLECON-6G project and
aligns closely with the Zero Touch Network and Service Management (ZSM) framework and the broader Network
of Networks (NoN) paradigm, which promote intent-driven operation, closed-loop automation, and cross-
domain coordination across administrative and technological boundaries [55] .

Effective development and evaluation of sophisticated allocation algorithms, such as Machine Learning (ML) and
Augmented Algorithms (AAs) methods for optimal allocation and advanced economic mechanisms, are yet to be
deployed in the EDGE / FAR EDGE Network, where resources are limited and requests are diverse. Given the
scarcity of comprehensive real-world frameworks detailing multi-provider resource landscapes and dynamic user
intent patterns, this document outlines the core components of a digital Marketplace for 6G Services/Resources,
presenting a description of the system and establishing the definition of the problem. Users, Providers,
Applications, and other components of this problem are described. The primary objective of this work is to lay
the groundwork for a robust centralised market that leverages the features of 6G networks to minimise the cost
of operations and maximise user QoE.

FLECON-6G aims to provide a clear and rigorous definition of a modern cloud—EDGE marketplace, together with
analytical insights and foundational results that can enable further research in this area. In addition, architecture-
inspired algorithms are developed that explicitly align with the NoN paradigm and support cross-domain
coordination and federation.
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Figure 4-2 - FLECON-6G Smart Marketplace architecture

A 6G Marketplace can be defined as a collection of providers, each managing a specified pool of resources, and
a collection of users associated with applications that are expressed in Natural language and captured with LLM
Intent Translator. Providers’ resources are inherently heterogeneous and geographically distributed, which
constitutes a key design difference compared to traditional centralised cloud markets that often assume
abundant resources and abstract away locality constraints. In contrast, edge and far-edge environments are
characterised by limited capacity, strong geographical dependencies, and highly variable workloads [57] .

Ongoing research shows that these complex allocation problems are not tractable, while approximating them
with a constant factor is also infeasible [56] However, the locality constraints of this problem can be thought of
as dividing the Market into many sub-markets. Smart algorithms are optimised to leverage this attribute and
solve these sub-problems.

Also, modern techniques derived from the field of Augmented Algorithms / Algorithms with approximations are
applied [58] This state-of-the-art field leverages the power of Al to generate approximation algorithms that
derive strong bounds and guarantees while achieving near-optimal allocations while also monitoring market
changes and adapting to them in an online fashion.

The internal structure of the Smart Marketplace components, showed in Figure 4-2, is described below:

o Marketplace Portal: The Marketplace Portal represents the primary access point to the Smart
Marketplace for both users and providers. It provides an interface through which stakeholders can
interact with the marketplace and its underlying coordination and service composition mechanisms.

o Portal Fronted: End users access the marketplace via a portal interface that exposes a chatbot
interface and service offerings catalogue. The portal also supports user experience operations
such as updates, feedback, and renegotiation requests, enabling continuous alighment between
user expectations and service composition outcomes. In addition to user-facing functionalities,
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the portal allows Virtual Network Operators (VNOs) and Service Providers to register and
manage their available services. This portal acts as the central access point for the Smart
Marketplace.

6G Service Catalogue: This block implements the 6G Service, NDT & Network Offering catalogue
by maintaining the structured representation of service-level and network-level offerings
available from partners. The catalogue structure and exposure logic can be modelled according
to TMF620 principles and aligned with GSMA Operator Platform patterns for multi-operator
capability synchronisation. Thanks to those standards it supports publication, discovery, and
synchronisation of offerings across stakeholders, enabling policy-aware exposure of catalogue
entries with relevant metadata (capabilities, constraints, supported KPls, and visibility
parameters) to drive multi-domain service fulfilment.

Chatbot Frontend: This component provides a conversational interface that enables users to
express service requirements in natural language. It is powered by Large Language Models
(LLMs), which interpret user inputs and extract high-level intents, constraints, and preferences.
The chatbot supports multi-turn interactions to refine user requests, resolve ambiguities, and
guide users toward feasible service definitions. The output of the Chatbot Frontend is a
structured representation of the user request, which is forwarded to the Intent API for further
processing. The chatbot operates as the primary human—machine interaction layer, bridging
non-technical user inputs with the formal intent-driven control mechanisms of the marketplace.

e Offerings: The marketplace supports a diverse set of beyond-connectivity services, including Compute-

as-a-Service (CaaS) and new business models such as Al-as-a-Service (AlaaS), and Network Digital Twin-

as-a-Service (NDTaaS).Negotiation Framework: The Negotiation Framework translates user intents into

feasible, efficient, and economically fair service compositions and stakeholder agreements across

multiple providers and infrastructure domains. It supports intent-driven coordination in alignment with

ZSM principles. The framework is composed of the following key components:

(¢}

Intent API: This component acts as the core interface between user-defined service
requirements and the internal marketplace orchestration mechanisms. It receives structured
intents derived from the Chatbot Frontend or the service catalogue and translates them into
machine interpretable specifications. This block is responsible for normalising and validating
incoming intents, mapping intents to service requirements and KPIs, enforcing policies and
constraints and exposing the interfaces for interaction with the negotiation framework.
Federated Partner Broker: The Federated Partner Broker module determines which providers
participate in fulfilling a given intent. It applies coordination, matchmaking, and economic
mechanisms to identify suitable providers based on multiple criteria such as cost, performance,
trust, energy efficiency, and past behaviour. This component utilises enhanced algorithm and
game theoretic techniques to support informed stakeholder selection under uncertainty and
competition. Provider selection is designed to ensure system efficiency with fairness among the
participating parties.

Service Composition: The Service Composition module is responsible for assembling service
offerings by combining heterogeneous services provided by multiple stakeholders. Unlike single-
provider provisioning, this component operates across multiple domains and technologies. It
structures composite services that utilise computing, networking, storage, and Al services across
the EDGE—CLOUD continuum.
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o Feasibility Estimator: The Feasibility Estimator evaluates whether a given intent can be satisfied
under current market conditions and available services. It performs preliminary feasibility
assessment and constraint checking, such as the provider’s capabilities, location, load, and policy
constraints.

o Experience Monitor: This block manages the Lifecycle Management (LCM) of composed multi-
domain services, coordinating operations such as scaling, modification, reconfiguration and
termination. Lifecycle workflows can reuse ETSI NFV MANO lifecycle concepts and ETSI ZSM
application lifecycle patterns when edge resources are part of the service continuum. It ensures
lifecycle state consistency across federated domains and interacts with monitoring and
assurance functions to support continuous service operations under dynamic infrastructure
conditions.

4.3.1.2 FLECON-6G Network of Networks Collaborative Framework

In alignment with the FLECON-6G architecture, the Network of Networks (NoN) Collaborative Framework is
positioned at the Operations Support System (OSS) level to enable a highly automated and flexible orchestration
of 6G ecosystems. This framework extends beyond traditional mobile connectivity, treating computing in the
continuum, multi-technology (including satellite), and Al/ML capabilities as services provided by heterogeneous
Digital Service Providers (DSPs) to enable the provisioning of heterogeneous services requiring a pervasive use
of computing and network resources.

The FLECON-6G NoN framework adopts a fully distributed governance model, avoiding centralised aggregation
in favour of autonomous deployments within each DSP’s administrative domain, which allows the creation and
management of federations. In this sense, the NoN framework follows the GSMA Operator Platform (more
details in the section 3.5.1), which defines East-West interfaces to advertise, synchronise, and manage services
and resources between DSPs, ensuring that multi-technology computing, networking and Al services are
consistently shared across the federation. The federation management services enable restricting the offered
services' visibility towards peer DSPs (and towards the FLECON-6G Smart Marketplace). Synchronisation and
consistency are achieved through an integration fabric that links internal technical domains and federated
partners.

Each NoN Collaborative Framework deployment is capable of composing and aggregating the services and
resources coming from the peer DSP with the resources and services coming from the intra-stakeholder domains,
enabling the establishment of aggregated service-level offers. The latter are used internally by the NoN
collaborative framework components to determine the allocation used to match the service level expectations
of a vertical application, and to determine possible service and resource level re-allocations given the changing
conditions of the underlying computing and network infrastructure. In particular, this may be used by the
Intelligence Layer agents to determine the intent fulfilment mapping and translation.

The usage and allocation of the aggregated service level offers is realised through the exposure of intent-based
service level management APls exposed by the NoN Intelligence Layer. In this sense, the NoN Intelligence Layer
framework acts as an intent Management Function, responsible for decomposing that intent into specific
resource requirements across its own technical domains or federated partners. The framework handles the
entire lifecycle, from initial translation and fulfilment of the intent to continuous assurance. This intent-driven
approach is enabled by the Intelligence Layer, which provides the multi-layer closed-loops used for intent
assurance.

The internal structure of the FLECON-6G Network of Networks (NoN) Collaborative Framework can be
decomposed into a set of functional blocks (as depicted in Figure 4-3) that realise the following functionalities:

e 6G Service & Network Offering Exposure:
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6G RFS Catalogue: This block represents the northbound-exposed catalogue of Resource Facing
Services (RFS) offered by the NoN Collaborative Framework towards the Smart Marketplace and
peer DSPs. It provides a policy-controlled view of both locally available and federated RFSs,
exposing only the capabilities that can be shared externally according to federation agreements
and visibility constraints. The 6G catalogue enables external entities to discover, select and
consume service capabilities while ensuring an abstracted representation that hides internal
implementation details and preserves domain autonomy. The exposure is alignment with TM
Forum Open APIs and GSMA Operator Platform principles.

e Dynamic Composition and LCM:

O

RFS Intent LCM: This block is responsible for the lifecycle of all the intents received by the Smart
Marketplace that are feasible with the Resource Facing Service (RFS). It’s ingest, validate, fulfil,
assure and provide a report for each RFS Intent. It’s aligned with the TM Forum standard intent
modelling.

RFS Catalogue: The RFS Catalogue maintains the inventory of all Resource Facing Services
managed within the NoN framework. Each RFS entry includes service descriptors, lifecycle
definitions, resource requirements, SLA/SLO parameters and exposure policies. The catalogue
supports both local and federated RFS offerings and enables their exposure towards the Smart
Marketplace and peer DSPs via the NoN Adaptation Layer and Federation Management
mechanisms. Catalogue models are aligned with TM Forum Open APIs for service catalogues to
ensure interoperability and standardised service representation.

RFS LCM: The RFS LCM block manages the full lifecycle of instantiated RFS instances, including
provisioning, configuration, scaling, healing and termination. It interacts with underlying
domain orchestrators to enforce resource allocation and service deployment. Lifecycle
operations are triggered by intent fulfilment workflows and continuously adjusted based on
assurance feedback loops.

RFS Composite Service: The RFS Composite Service block enables the creation of composite
services by aggregating multiple RFS instances across local and federated domains.
Composition logic considers service dependencies, resource constraints, latency requirements
and policy rules. This block supports the construction of end-to-end service chains spanning
heterogeneous domains.

e Control, Monitoring & Management Exposure:

O

Monitoring & Control Management: This block provides the control, monitoring and
management plane of the NoN framework, exposing service-based interfaces towards the
Intelligence Layer and automation functions. It supports onboarding and dynamic management
of heterogeneous resource domains, domain control operations, configuration updates, and
operational coordination of end-to-end and per-domain closed-loops, including escalation and
delegation procedures across federated environments. It is aligned with 3GPP SA5 assurance
and closed-loop management principles and leverages ETSI ENI concepts to enable policy-driven
automation.

e Federation Management :

e}

Federation LCM: This block governs the lifecycle of federation relationships among DSPs,
enabling the establishment, update and termination of inter-domain agreements required to
support NoN operations. Federation lifecycle processes shall be based on GSMA Operator
Platform federation concepts and complemented with TM Forum ecosystem operations
guidelines. It coordinates federation onboarding and operational continuity, ensuring that cross-
domain collaboration is maintained according to stakeholder governance policies and federation
validity constraints.

© FLECON-6G, 2025 Page | 45




-

D2.2 Initial FLECON-6G architecture ‘T LECON-6G

4G Service & Network
Offering Exposure

Control, Monitoring &
Management

NoN Adaptation layer Exposure

Monitoring & Confrol

&G RFS Catalogue Manager

Intent, Control, Monitoring & Management

Management

Resource LCM

Resource Catalogue

G

Dynamic Composition and LCM
RFS Intent LCM Intent LCM & Composition
nfen .
RFS Catalogue RFS LCM RFS fon]posile
ervice
Service Runtime optimisation and SLA Federation Mgmt » #oN
assurance Federation LCM Event / Notification + ntelligence
Resource Monitoring Layer

Dynamic Resource

Assurance .
selection Capability Exchange

Policy & Security
Enforcement
Service Telemetry Policy & Security
Data Lake Enforcement

Event / Nofification Monitoring Streams
& Monitoring
CL Provisioning & Coordination

E2E NoN Management & Control Layer / \_ )

| NoNs & Internal Domains Management

NoN Exposure Layer

APEC ]

Il FLECON-6G Mgmt & Confrol Layer ][ Haconit ]

[[ FLECON-6G Dala Layer ] Layer

Inter/Intra-Stakeolder NoNs or
Subsystems Int 1 te and Network D.

Figure 4-3 - Network of Network framework exposure, management and control layer architecture
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Capability Exchange: This block implements the East—West interoperability fabric for cross-
domain advertisement, discovery and synchronisation of services and resources. It enables
partner DSPs to exchange capability information (e.g., computation, networking, Al Agents, etc.)
required for multi-stakeholder composition and provisioning, ensuring consistent visibility of
exposed offerings and supporting distributed NoN operation without centralised aggregation.
Inter-domain capability publication and consumption mechanisms may leverage GSMA Operator
Platform exposure paradigms and incorporate CAPIF/CAMARA-aligned APl capability and
exposure models.

Policy & Security Enforcement: This block enforces visibility, abstraction and security policies
that regulate how services and resources are exposed and consumed within the federation. It
applies policy-driven visibility constraints, configurable abstraction levels and access control
rules derived from federation agreements, ensuring that cross-domain capability exchange and
service exposure remain compliant with stakeholder constraints. Security and access control can
be implemented through CAPIF-aligned authorisation mechanisms.

Event/Notification & Monitoring: This block provides event-driven monitoring exposure and
notification mechanisms across federated domains. Monitoring exposure and event handling
may follow 3GPP SAS assurance patterns and incorporate analytics-driven feedback consistent
with management data analytics (MDA) principles, allowing it to support advertisement of
monitoring capabilities, distributed collection of monitoring data, and generation of notifications
about service/resource status, performance variations and lifecycle events. It enables
observability-driven operations and provides the monitoring substrate required for closed-loop
automation and runtime assurance.

e Runtime Optimisation and SLA assurance:
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o Assurance: This block implements Runtime Optimisation and SLA Assurance functions by
continuously assessing service behaviour against SLA/SLO constraints, coordinating the
management of multi-layer and multi-domain Closed-Loop required, to support conflict
detection and resolution workflows by leveraging monitoring inputs. The assurance structure
shall be designed in accordance with TM Forum Autonomous Networks models for multi-layer
automation.

o Dynamic Resource Selection: This block enables adaptive selection and re-selection of resources
and service allocations across local and federated domains. It evaluates candidate options
against operational constraints, policies and runtime conditions, supporting re-allocation
decisions required to sustain service objectives under infrastructure dynamicity and enabling
continuous optimisation actions. Selection logic can be derived from intent feasibility and
optimisation principles as described in 3GPP intent-driven management, combined with closed-
loop assurance decision inputs.

e Service Resource Management:

o Resource LCM: This block manages the lifecycle of compute and network resources involved in
multi-domain service provisioning. It coordinates provisioning, activation, modification and
release operations through unified programmable interfaces, enabling the NoN framework to
execute resource-level actions required for service deployment, runtime adaptation and
federation-aware optimisation workflows. Resource lifecycle handling can build on ETSI NFV
lifecycle management patterns.

o Resource Catalogue: This block maintains the structured inventory of resources that can be
exposed and managed by the NoN framework. Resource modelling shall adopt GSMA Operator
Platform concepts when exposing service assets represented as catalogue entries. It provides
resource abstractions, attributes and constraints to support discovery and selection workflows,
enabling consistent interaction with unified programmable interfaces (e.g., towards APEC) and
supporting the alignment between service composition logic and the underlying multi-domain
infrastructure.

4.3.1.3 FLECON-6G Network of Networks Intelligence Layer

The FLECON-6G Intelligence Layer addresses the integration of Al in all layers of the FLECON-6G architecture,
aiming to facilitate predictive modelling, decision support and infrastructure auto-configuration. It also
addresses the evolution of Native Al into Agentic Al, leveraging the advanced capabilities of Al agents to deliver
advanced reasoning, planning and negotiation workflows. Moreover, the FLECON-6G intelligence plane
addresses trustworthiness, in terms of its capability to provide SLA performance guarantees (i.e., latency,
reliability, throughput), through Trustworthy Al techniques (e.g., uncertainty quantification and trustworthiness
evaluation of models) and Network Digital Twins (e.g., for dynamic what-if analysis for uncertain decisions).

The FLECON-6G Intelligence Layer follows the generic TM Forum Autonomous Networks architecture [1] , where
autonomous networks are subdivided into autonomous domains, residing on the Business, Service and Resource
layer (see Figure 4-4). Within a layer, multiple autonomous agents may exist in parallel, each having a specific
responsibility scope. Autonomous domains have terminal goals that they are required to meet and optimise,
while complying with certain requirements. Intent is used to communicate and manage these requirements in
the various layers of our layered approach to intent management!?. Moreover, each domain needs other
domains to contribute to and comply with these requirements (that typically originate from stakeholders’
business/ product needs), while interacting with each other by setting expectations via the aforementioned
intent mechanism. To this end, every autonomous domain implements intent management and operates as an
Intent Management Function (IMF). FLECON-6G relies on the TMF921 standard, which standardises the

12 https://www.ericsson.com/en/reports-and-papers/ericsson-technology-review/articles/autonomous-networks-multi-

layer-intent-based
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interaction contract between an intent owner and an intent handler expressing intents, negotiating them
(including proposals/feedback/feasibility checks), and reporting compliance via intent reports.
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4.3.1.3.1 Agentic Al Framework

The TMF921 standard introduced an intent negotiation interface, which foresaw some form of reasoning
capability within Autonomous Domains at a time when reasoning algorithms were initially in their infancy. The
emergence of LLMs and the Agentic Al paradigm eventually delivered advanced reasoning and planning
capabilities, making the implementation of autonomous negotiation, feasibility analysis, and best proposal
search workflows, as foreseen by TMForum, a reality. FLECON-6G aims to implement these workflows with Al
agents inside the intent management function (IMF) of each autonomous domain (BSS, E2E Service manager).
Before LLM-centric agents, intent handler of IMF was commonly built based on policy/rule engines (e.g., for
admission control), constraint solvers and optimisation (e.g., for placement, routing, capacity allocation), and
cognitive control loops (for assurance, anomaly detection, root-cause analysis and remediation). However, none
of these techniques was sufficient for a truly autonomous system that could be adaptive enough and handle
edge cases without human intervention. To this end, FLECON-6G introduces an Agentic Al framework to
implement the Intent Management Functions (IMFs) of the Business Layer and the E2E Service layer.
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Figure 4-5 Agentic Intent Management Function architecture

The architecture of the FLECON-6G agentic Intent Management Function is shown in Figure 4-5. The FLECON-6G
Al Agent architecture follows the Supervisor-Worker pattern, relying on the industry-standard A2A protocol
for agent-to-agent coordination. The supervisor agent processes the intent and generates a structured plan,
then routes tasks to the Worker Agents, and evaluates their results, potentially revising the plan as a result.
Worker agents typically implement the reasoning workflows (e.g., Best / Proposal search, Counter-Proposal
generation, etc.). Deterministic Decision Engines are also part of the IMF to handle mission-critical tasks, either
long-running (e.g., Cognitive Assurance, which is implemented via Control Loop Coordination) or where a single
Domain Authority is needed (e.g., to commit the best proposal).

It should be noted that A2A is leveraged agent communication inside each autonomous domain, while TMF921
is leveraged for inter-domain communication. Since current agent protocols (e.g., A2A, MCP, etc.) only
standardise syntax and interaction patterns, but do not enforce semantic agreement among agents, TMF921
also serves as the semantics contract. The latter defines a strict schema, lifecycle management, negotiation, and
reporting workflows. We expect that this common contract will help reduce hallucinations and constant back-
and-forth clarification loops among agents, as has been pointed out in a seminal paper®.

Agentic IMF at the Business Layer: The Business Intent Transformation agent allows stakeholders to express
business requirements using free-form natural language, which is converted into standardised TMF921 Business
Intent objects. Business requirements are submitted via the Marketplace interface and processed through LLM-
based extraction pipelines that identify intent type, KPI targets, geographic scope, temporal constraints and
priority levels, producing a structured semantic representation used as the internal canonical model. Confidence
scores and pre-processing stages are used to detect uncertainty, normalise terminology and improve
consistency, while conversational clarification workflows allow missing or ambiguous parameters to be
iteratively refined without restarting the submission process.

After semantic completion, deterministic validation components enforce completeness checks, KPI range
validation and policy rules prior to emission, acting as a safety barrier between Al-driven processing and
externally visible system behaviour. Validated semantic representations are mapped to standardised TMF921
Business Intent objects containing performance expectations, policy constraints and lifecycle metadata. The
pipeline integrates trust mechanisms, including schema validation, consistency checks and full processing
traceability, enabling auditability and reproducibility. Evaluation will be based on semantic extraction accuracy,
TMF921 schema compliance, clarification cycle count, end-to-end processing latency and user interaction
efficiency.

13 https://arxiv.org/html/2505.07176v1
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Moreover, the Service Negotiation Agent in the Business layer performs service-level decision-making,
translating validated business intents into agreed service strategies based on SLA targets, cost constraints, and
stakeholder priorities.

It includes:

e Service Selection — identifies suitable service configurations that meet the intent requirements.
e Service Fulfilment (Business-Level Commitment) — defines and commits to the selected service strategy,
specifying what will be delivered without detailing resource allocation.

Agentic IMF at the E2E Service layer The Agentic IMF at the E2E Service layer implements the service intent
management function (IMF) in accordance with TMF 921 principles for intent-based management. Its purpose
is to autonomously translate validated service intents into feasible, optimised, and compliant with the
constraints of the end-to-end service realisations.

Within this layer, the IMF incorporates a Resource Negotiation Agent as a core component, responsible for
feasibility assessment, resource-level negotiation, and alignment of service requirements with underlying
domain capabilities. This includes integrated functions such as RFS Composition & Coordination, enabling the
structuring and orchestration of resource-facing services in accordance with negotiated outcomes.

Following the TMF 921, this IMF supports intent negotiation, feasibility assessment and resolution workflows. It
employs an Agentic Al architecture based on the Supervisor-Worker pattern, shown at Figure 4-5, with A2A
coordination enabling distributed reasoning and multi-domain task execution:

The Supervisor Agent interprets incoming service intents, generates a structured realisation and negotiation
plan, and orchestrates execution across specialised Worker Agents. It may continuously evaluate service
requirements against domain capabilities, policies, and SLAs, detecting potential conflicts or constraint
violations as foreseen by TMF921.

Worker Agents may execute the following reasoning workflows, which include Resource Negotiation agents as
specialised workers. These agents handle:

o Feasibility assessment to ensure service requirements can be satisfied, given resource availability and
domain constraints

e Resource negotiation translating service-level requirements into resource intents, exploring trade-offs,
and interacting with multiple resource domains.

e RFS Composition & Coordination — as an integral function of the Resource Negotiation Agent, it is
responsible for structuring and orchestrating resource-facing services in alignment with negotiated
resource decisions, ensuring coherent end-to-end service realisation across domains.

e Proposal generation and refinement, including counter-proposals to address partial fulfiiment or
relaxed constraints

e Conflict resolution, in line with TMF921’s negotiation interface, to resolve competing intents across
domains or tenants

e Adaptive assurance, supporting closed-loop monitoring and adjustment of service execution

o Deterministic Decision Engines complement agentic reasoning to handle mission-critical or
authoritative decisions, such as final proposal commitment, policy enforcement, or long-running
assurance workflows (e.g., SLA monitoring, anomaly detection, and remediation).
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This Agentic IMF aligns with TMF921’s intent management framework to enable modern, autonomous, and SLA-
aware end-to-end service management across multi-domain and multi-tenant environments.

Closed-loop Governance and Coordination Engine: The Closed-loop Governance and Coordination Engine is the
function that implements the logic supporting the automated provisioning and coordination of the multi-layer
closed loops, which are used for the automated re-configuration and assurance of the services and resources. In
practice, the closed-loop instance continuously assesses service behaviour against targeted Service SLAs and
intent expectations, detecting degradations and violations, and coordinating mitigation actions through multi-
layer and multi-domain closed-loop procedures. This component shall support conflict detection and resolution
workflows by leveraging the establishment of coordination groups, closed-loop runtime events, and mediated
decisions (following the ETSI ZSM closed-loop management architectures and procedures).

4.3.1.3.2 Network Digital Twins-aa$S Orchestration Framework

The Network Digital Twins-as-a-Service (NDTaaS) Orchestration Framework is the subsystem of the FLECON-6G
Intelligence Layer that provides the control and exposure plane for Network and Service Digital Twins across
heterogeneous domains, enabling intent pre-evaluation, multi-domain what-if analysis and NDT-assisted closed-
loop automation in a federated 6G environment.

Figure 4-6 positions the NDTaaS Orchestration Framework at the centre of the end-to-end architecture.
Northbound, it exposes NDT-based capabilities to the FLECON-6G Smart Marketplace (specifically the NDT-as-a-
Service Marketplace) and consumes service and NDT requirements from the NoN-Collaborative Framework. In
east-west interfaces, it cooperates with the Trustworthy Al & ML Operations framework, which supplies ML
models and analytics to calibrate and enhance digital-twin behaviour, and with the Agentic Al control framework,
which requests NDT-based evaluation of candidate mitigation actions and receives NDT reports as input to
automation policies. Southbound, NDTaaS drives the Network Digital Twin Framework, orchestrating domain-
specific RAN, transport and NTN NDTs and ensuring alignment with the underlying physical networks.
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Figure 4-6 - High-level architecture of the Network Digital Twins-aaS Orchestration Framework

Functional Description
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The internal structure of the NDTaa$ Orchestration Framework can be decomposed into a set of functional blocks
that, together, realise the following capabilities.

NDTaa$S Exposure Layer: This layer offers a service-based APl towards the Smart Marketplace, the NoN
framework and automation functions, following FLECON-6G SBA principles and aligned with 3GPP NDT
management services (NdtMnS). It supports the discovery of NDT-based offerings, ordering of NDTaa$
products, and secure, multi-tenant access to instantiated NDT instances and NDT jobs.

NDT Orchestration Core: Handles Day-0/Day-1 activities for the NDT environment and acts as the central
module of the system. It bootstraps and configures the overall NDTaaS setup and orchestrates initial
instantiation and baseline configuration of NDT instances according to operator policies.

NDT Catalogue Register: The catalogue maintains the technical and commercial description of available
NDTFunctions and NDT-based products. It stores domain, scope, supported KPls, fidelity levels, cost
models and trustworthiness metadata, and synchronises this information with the NDT-as-a-Service
Marketplace and with the MLOps ecosystem for analytics and trustworthy evaluation.

NDT Lifecycle Manager: Focuses on Day-2 operations for running NDT instances. It manages ongoing
synchronisation with the physical networks, applies configuration updates and policy changes,
supervises health and drift over time, and coordinates graceful termination, clean-up and re-
instantiation when required.

Single-domain What-if Engine: This engine executes Network simulation jobs on a single NDTFunction
instance. It receives scenarios from the NoN framework or from closed-loops, translates them into NDT
Tasks and triggers simulations via the NDT Framework. The resulting NDTReports (KPls, violations,
bottlenecks) are returned to the requester and optionally cached for further analysis.

Multi-domain Composition Engine: For end-to-end services spanning multiple domains, this engine
implements Delegate Network Simulation by decomposing composite scenarios into coordinated per-
domain tasks and orchestrating them across multiple NDTs. It aggregates per-domain reports into a
unified E2E view, supporting conflict detection and trade-off analysis across heterogeneous domains.
NDT-assisted Closed-loop Verification: This specialised function exposes a high-level interface to the
Cognitive Closed-Loop Coordination Framework. Closed-loops submit candidate mitigation actions
(scaling, rerouting, policy changes); the component uses the what-if engines to evaluate them against
current NDT instances, ranks actions according to expected impact and risk, and returns
recommendations, confidence scores and constraints back to the closed-loop controller.

Key innovations and applicable technologies

The design of the NDTaa$S Orchestration Framework builds on and extends several standardisation efforts and
open-source technologies discussed in Section 3:

It adopts the 3GPP TS 28.561 [14] and 28.883 [15] (see Sec. 3.1.1.5) NDT management framework as the
baseline for NDTFunction, NDTJob and NDTReport concepts and procedures, extending them to support
multi-stakeholder, multi-domain service scenarios in the FLECON-6G Network of Networks. This includes
new information elements for composite NDT tasks, cross-NDT correlation and trust metadata.

It follows service-based architecture principles and adopts TM Forum Open APIs and CAMARA-aligned
exposure models for NDTaaS northbound interaction towards the Smart Marketplace and NoN actors,
enabling harmonised consumption of NDTaaS$ offerings alongside Naa$S and AlaaS services. Internal NDT
Framework NBIs for simulation and closed-loop control are specified in Section 6.4.

On the southbound side, the framework is designed to integrate with heterogeneous NDT
engines/orchestrators and to reuse existing MANO and observability tools for provisioning and telemetry
collection.

The key innovations enabled by this subsystem are:
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e NDT capabilities are made available as first-class products in the Smart Marketplace, enabling third
parties to compose and consume digital-twin—based services together with NaaS and AlaaS components.

e NDTaaS Orchestration Framework provides a unified control point for RAN, transport and satellite NDTs
domains, supporting E2E scenarios that cross technology and administrative boundaries.

e Through its interfaces with Agentic Al control framework and Trustworthy Al & ML Operations
framework, NDTaaS enables Al-enhanced calibration of digital twins and NDT-assisted verification of
automation policies, contributing to safer, more explainable network automation.

4.3.1.3.3 Trustworthy Al and ML Operations

The Trustworthy Al & ML Operations Framework is one of the subsystems forming the Intelligence Layer of
FLECON-6G. It provides the functional mechanisms for deployment, orchestration, and exposure of Al/ML
models across 6G domains. The Trustworthy Al and ML Operations framework enables the automation,
assurance, and optimisation capabilities realised through the Cognitive Closed-Loop Coordination Framework
and the Service & Network Digital Twin Orchestration Framework. The Trustworthy Al & ML Operations
framework abstracts artificial-intelligence capabilities, e.g., training, inference, validation, and lifecycle
management, into composable services accessible by other architectural layers. It allows each domain to publish
and consume Al functions in a federated, interoperable manner, supporting distributed intelligence while
maintaining alignment with trustworthiness and sustainability principles. Within FLECON-6G, the Alaa$S
framework exposes capabilities to the Smart Marketplace, enabling stakeholders to access Al models, pipelines,
and analytics tools following FLECON-6G’s Al-as-a-Service paradigm. The framework integrates explainability
mechanisms and interfaces with the Trustworthiness Evaluation Framework (TEF), while maintaining consistency
with standardised management and orchestration workflows.
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Figure 4-7 Al-as-a-Service (AlaaS) Framework and its interactions within the FLECON-6G Intelligence Layer

The internal architectural decomposition is depicted in Figure 4-7. The requirements collected in D2.1 [59] are
mapped to the internal blocks as follows:
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The MLOps framework is responsible for offering a Collaborative catalogue of Al models that can be
freely shared by all intelligence layer components. The MLOps framework is also responsible for model
deployment, evaluation and drift detection, supporting lifecycle automation through MLOps pipelines.
Specifically, it includes the following sub-components:

o Model and Pipeline Orchestrator: handles registration, versioning, and execution of Al/ML
models (Req. TR-GEN_AI-F-01, TR-GEN_AI-F -02, TR-GEN_AI-F-06), supports distributed and
federated learning (TR-GEN_AI-F-04), and synchronises configurations with the Knowledge Base
(TR-GEN_AI-F-03, -05).

o Execution Environment: provides secure, container-based runtimes for model execution and
evaluation, supporting lifecycle automation through MLOps pipelines (TR-GEN_AI-F-06).

o Trustworthy Al Model Registry: maintains validated Al models, together with their
performance, trust and lifecycle metadata, ensuring that only reliable, monitored and policy-
compliant models are deployed and consumed within the system.

Trustworthiness Evaluation Framework (TEF): Is responsible for holistic trust evaluation of Al models,
integrating mechanisms for feature attribution, model lineage, and confidence metadata (TR-GEN_AI-F-
08) that are quantified via trust scores.

Uncertainty Quantification Module: Converts uncertainty-aware Al predictions into probabilistic SLA
compliance indicators that inform the orchestration and closed-loop optimisation entities. This approach
facilitates confidence-aware service assurance and risk-informed decision-making across heterogeneous
technological domains

Cognitive Closed-Loop Coordination: Cognitive monitoring extends beyond system raw telemetry
collection by continuously interpreting system-level behaviour and resource contention signals.
Specifically, ensemble-based orchestration aggregates diverse analytical perspectives, each specialised
in capturing different aspects of system dynamics, enabling the orchestrator to form a more robust and
context-aware orchestration regime while avoiding inefficient resource usage and performance
degradation from proximity-agnostic scheduling decisions.

Key Innovations

Exposure of Al functions as services within a multi-stakeholder Marketplace ecosystem.
Integration of explainability and trustworthiness metadata supporting TEF evaluation.
Support for distributed and federated learning across domains.

Automation of Al lifecycle management through MLOps pipelines.

Introduction of energy-awareness metrics linked to the APEC platform to support FLECON-6G’s
sustainability objectives.

Introduction of uncertainty-aware and probabilistic SLA reasoning with the use of appropriate Al models.

Cognitive monitoring for closed-loop assurance and trustworthy service orchestration.

Applicable Technologies and Standards

The trustworthy Al and MLOps framework builds upon existing frameworks and standards referenced in Sec. 3,
including:

ETSI ENI 011 /016 for Al agents and intent-aware management;
ETSI ZSM 009 series for closed-loop automation (see Sec. 3.3.3);

Service-Based Architecture and Open APIs (OpenCAPIF, CAMARA) for exposure and inter-domain
federation;
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e MLOps frameworks (e.g., MLRun, Kubeflow) for model orchestration and monitoring;
e TM Forum Open APIs for catalogue and lifecycle integration.

These elements ensure that the Trustworthy Al and MLOps comply with the overall FLECON-6G principles of
openness, programmability, and interoperability.

4.3.1.4 FLECON-6G Accelerated Programmable Data Plane

The APEC subsystem addresses the need to support demanding 6G edge workloads such as XR streaming, ML
inference, and real-time security functions, which require near-line-rate processing, ultra-low latency, and tight
cross-flow coordination that cannot be satisfied by traditional software-only networking stacks. FLECON-6G
leverages APEC as its network function acceleration layer, delegating to it the execution and placement of
performance-critical data-plane operations across the edge infrastructure. Within the Network of Networks
layer, APEC exposes its acceleration capabilities through the Resource Catalogue, enabling discovery and
selection of network functions across the underlying accelerated infrastructure. It can be described as a single,
unified component that exposes semantic, application-level primitives at the top and progressively refines them
down to user space, kernel space, and SmartNIC hardware execution, depending on performance requirements
and available resources. The goal is to let 6G edge applications program “what” needs to happen on flows (e.g.,
filter, aggregate, synchronise, enforce QoS), while the framework decides “where” and “how” to execute these
operations across the accelerated stack. This enables incremental acceleration: the same functionality can start
in software and later be transparently offloaded into the kernel or to programmable NICs without changing the

application.
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Figure 4-8 - High-level Accelerated Programmable Edge Computing (APEC) architecture overview
At a high level, the architecture depicted in Figure 4-8 is composed of the following layers:

e Semantic Programmable Abstraction Interface Layer: This is the upper interface that applications see,
exposing high-level, semantic primitives such as stream filtering, aggregation, and transformation, plus
annotations for roles, deadlines, and QoS requirements. It hides the heterogeneity of kernel-bypass
frameworks, eBPF, and SmartNICs, so developers can express application logic and constraints without
dealing with low-level device or transport details.

e Semantic Programmable Layer: This internal layer implements the application-specific primitives and
computation abstractions exported by the interface and decides whether they run in user space, in the
kernel, or on hardware accelerators. It supports stateful and cross-flow processing, maintains coherence
across related flows (for example, XR streams or multi-session analytics), and maps dataflow/stream-
processing style programs onto concurrent execution on CPUs and offloaded targets.
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Fast I/0 Layer: This is the first acceleration stage, responsible for high-speed packet ingress and egress.
It relies on kernel-bypass and zero-copy techniques, most notably DPDK, AF_XDP, and netmap. DPDK
bypasses the kernel entirely by running drivers in user space for maximum throughput, AF_XDP allows
user-space applications to exchange packets with the NIC with minimal kernel involvement, and netmap
provides a lightweight shared-memory interface for fast frame 1/0. Combined with polling on dedicated
cores, and fine-grained queue control, this layer delivers line-rate packet I/O with low latency and jitter,
providing a solid base for the semantic and offloading logic above.

In-Kernel Processing Layer: Here, portions of the primitives are executed directly inside the Linux kernel
using eBPF, a mechanism that allows small, sandboxed programs to be injected at strategic kernel hooks.
The most relevant of these is the XDP (eXpress Data Path) hook, which intercepts packets as early as
possible after reception, before they traverse the full networking stack. This allows lightweight
operations such as filtering, classification, tagging, or simple state updates to be performed before
packets traverse the full networking stack, reducing overhead on the user space and preparing traffic for
possible hardware offload.

Hardware Offloading Layer: This is the lowest level, where selected primitives or parts of an application
are moved into programmable networking hardware such as FPGA- or ASIC-based SmartNICs. Dedicated
compilers or eBPF offload mechanisms map the semantic primitives onto NIC-resident accelerators and
on-board cores, minimising data movement, reducing CPU load, and enabling near-line-rate, near-
interface processing for demanding workloads such as XR, ML inference, or security functions.
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Figure 4-9 - APEC Overview: High-level architecture of the APEC framework and its workflows

On top of this layered architecture, the components shown in Figure 4-9 define how new accelerated tasks are
designed, compiled, and made available to the APEC stack. APEC distinguishes two phases: a development phase,
in which network functions are described, compiled, and stored for reuse, and a deployment phase, in which
those functions are selected and instantiated across the layered stack according to resource availability and
application requirements. In the developer scenario, the Semantic Programmable Abstraction Interface is the
programming surface used to describe the task to be accelerated and, optionally, indicate preferred offload
targets. These programs encode the high-level semantics that will later be mapped across the five layers. The
Platform-Agnostic Compiler then ingests these semantic programs as a general but complete description of the
intended offloaded behaviour and lowers them into Intermediate Representations (IR) that capture platform-
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specific constraints for user-space, kernel, and hardware execution. At the Semantic Programmable Layer, these
IRs refine the abstract primitives into backend-ready forms that can be instantiated on different layers (e.g., as
dataflow operators in user space, eBPF programs for the In-Kernel Processing Layer, or hardware pipelines for
the Hardware Offloading Layer), while preserving the original semantics. The compiler’s backends generate
concrete artefacts for each acceleration target: optimised user-space modules that integrate with the Fast I/0
Layer, eBPF bytecode attached to XDP and other hooks in the In-Kernel Processing Layer, and hardware
configurations or binaries for SmartNICs and DPUs in the Hardware Offloading Layer. All these target-specific
implementations are stored in the Network Function Library (NFL), which acts as a catalogue of reusable, pre-
compiled network functions that already know how to exploit the full APEC stack. When moving from
development to deployment, the same abstractions allow the user-side components (intents, Centralised
Deployer, APEC nodes) to pick appropriate functions from the NFL and place them across the five layers according
to resource availability and requirements, reusing the compiler’s outputs without re-exposing low-level details
to application developers.

Across these components, the key innovation lies in maintaining semantic information end-to-end and using it
to drive offloading and placement decisions automatically, rather than exposing separate, device-specific
programming models. This integrated view allows the subsystem to combine kernel bypass, in-kernel processing,
and SmartNIC offload in a coordinated way, with software fallback paths when hardware resources are
unavailable, and to support advanced 6G edge scenarios that require tight latency and cross-flow coordination.

4.3.2 Mapping of FLECON-6G innovations in the architecture

This section maps the main FLECON-6G innovations onto the reference architecture defined in Section 4.3,
explicitly linking them to the corresponding architectural components, figures, and sections of this deliverable.

4.3.2.1 Intent-driven end-to-end service management

FLECON-6G adopts intent-driven management as the primary interaction paradigm across all architectural layers
and administrative domains.

High-level intents express desired outcomes, constraints, and service expectations, decoupling business
objectives from low-level configuration mechanisms. This capability is introduced as an architectural principle in
Section 4.1 and realised through the Smart Marketplace, Intent Management Functions, and the Network of
Networks (NoN) northbound interfaces described in Section 4.3.

The positioning of intent management across layers is illustrated in the FLECON-6G functional architecture
figures in Section 4.3 (e.g., the figures depicting the Marketplace Figure 4-2, NoN Figure 4-3, and Intelligence
Layer Figure 4-4 interactions).

The intent for services is further detailed in Sections 5.2 and 5.3, while the abstract intent interfaces are specified
in Section 6.1.1.

4.3.2.2 Network of Networks as a native architectural paradigm

FLECON-6G introduces the Network of Networks (NoN) as a native architectural paradigm, enabling cooperation
among autonomous domains while preserving independent governance and control boundaries. Federation is
therefore a structural property of the architecture rather than an external extension. This paradigm is defined
within the FLECON-6G Functional Architecture in Section 4.3, where the NoN Collaborative Framework and east—
west interfaces are introduced.

Its architectural placement and interaction with other layers are illustrated in the functional architecture figures
of Section 4.3, where multiple domains are shown cooperating through standardised interfaces.

Deployment models reflecting the NoN paradigm are discussed in Section 4.3.2, while operational workflows are
described in Section 5.2. The corresponding abstract interfaces are specified in Section 6.2.
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4.3.2.3 Al-native and cognitive closed-loop automation

FLECON-6G introduces key innovation with the Al-native nature of the architecture, where artificial intelligence
is a core architectural capability rather than an auxiliary optimisation tool. Decision-making processes are
designed to be Al-driven, enabling adaptive and predictive operation across business, service, and resource
layers. This innovation is realised through the Intelligence Layer and the Closed-loop Coordination Framework,
introduced in Sections 4.2 and 4.3.

Their role and interactions with other architectural layers are illustrated in the functional architecture figures of
Section 4.3, where analytics, decision, and execution functions are shown as integral components.

The behaviour of cognitive closed-loops is further detailed in Sections 5.3 and 5.4, while coordination aspects
are addressed in Section 5.6. The corresponding abstract interfaces are defined in Sections 6.3 and 6.5.

4.3.2.4 Network Digital Twin-driven operation and assurance

FLECON-6G integrates the Network Digital Twin (NDT) as a key operational element of the architecture,
supporting runtime validation, predictive analysis, and risk-free evaluation of control decisions. The NDT
framework is positioned within the functional architecture in Section 4.3, where its integration with the
Intelligence Layer and closed-loop mechanisms is depicted in the corresponding architecture figures.

The use of NDTs for intent pre-evaluation, conflict detection, and assurance is further detailed in Sections 5.3,
while the abstract NDT interfaces and lifecycle aspects are specified in Section 6.4.

4.3.2.5 Smart Marketplace as an active architectural component

The Smart Marketplace represents an architectural innovation by acting as an active component supporting
service, resource, and capability onboarding, composition, and exposure across multiple stakeholders, rather
than a static catalogue. The Marketplace is introduced in Section 4.2 and positioned within the functional
architecture in Section 4.3, where its interaction with intent management, NoN, and intelligence functions is
illustrated in the architecture figures of Section 4.3.

Marketplace-related workflows are detailed in Sections 5.1 and 5.2, while the abstract Marketplace interfaces
are specified in Section 6.1.

4.3.2.6 Al-as-a-Service and Trustworthy Al operations

FLECON-6G further innovates by treating Al as a first-class service capability, enabling Al-as-a-Service
provisioning with integrated governance, monitoring, and lifecycle management. This innovation is realised
through the Trustworthy Al & ML Operations Framework, introduced and positioned in Section 4.3, and
illustrated in the corresponding functional architecture figures.

The management of Al/ML models and pipelines is detailed in Section 5.4, while the abstract interfaces
supporting trustworthy Al operations are specified in Section 6.5.

4.3.2.7 Cross-domain edge, cloud, and network federation

FLECON-6G architecture enables uniform federation across edge, cloud, and network domains, overcoming
traditional infrastructure silos and supporting highly distributed 6G services. This capability is embedded in the
functional architecture described in Section 4.3, where edge, cloud, and network components are shown
interacting through the NoN framework in the architecture figures.

Deployment aspects are discussed in Section 4.3.2, operational workflows in Sections 5.2 and 5.3, and the
relevant abstract interfaces in Sections 6.2 and 6.3.
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5 FLECON-6G Procedures and workflows

The following sections describe in detail the main operational workflow the FLECON-6G framework, covering (i)
the onboarding of service offers into the FLECON-6G Smart Marketplace; (ii) the business level processing
enabling the automated selection and negotiation based on the business level requirements; (iii) the fulfilment
and assurance workflows for the provisioning of service level intents through the FLECON-6G Network of
Network framework; (iv) the NDTaaS operational workflows and usage as part of the service assurance and
optimization mechanisms; (v) the workflows for the onboarding of network functions into the accelerated
programmable compute data plane framework, and provisioning based on intent-based mechanism.

5.1 Marketplace product onboarding and management

This section describes the Business Intent Management workflow implemented within the FLECON-6G Business
Layer Intent Management Function (IMF), as depicted in Figure 5-1. The workflow receives customer business
requirements through the Smart Marketplace interface and transforms them into standardised TMF921 Business
Intent objects that can be consumed by downstream fulfilment and orchestration procedures described in
Section 6.3. Table 7 illustrates the end-to-end Business Intent Management sequence, from natural language
request submission to standardised TMF921 intent emission.

The process starts when a customer submits a natural language business request through the Smart Marketplace
interface. The request is ingested by the Intent APl and stored as a raw intent record with lifecycle metadata and
a unique identifier, enabling asynchronous processing and scalable handling of concurrent requests.

A background workflow assigns new intents to the Business Intent Agent, which performs semantic extraction
using LLM-based components to identify intent category, performance targets, geographic scope, temporal
constraints and priority parameters. The extracted information is structured into a semantic intent
representation that serves as the canonical internal model. A validation stage detects inconsistencies, missing
parameters or low-confidence extractions. When required, the Business Intent Agent initiates conversational
clarification through the Marketplace interface. Targeted questions are returned to the customer, and responses
are merged into the semantic representation until completeness and consistency criteria are satisfied.
Deterministic decision components then enforce business policies, KPI range constraints and admissibility rules.
These components act as a safety layer between Al-driven processing and externally visible system behaviour.
Invalid intents are rejected with feedback, while valid intents are marked as ready for standardised emission.

The Business Intent Agent (as shown in Figure 5-2) is the single authoritative component responsible for
generating and emitting TMF921 Business Intent objects. Validated semantic representations are mapped to
TMF921-compliant specifications and published through the TMF921 interface, with emission references stored
in the Intent Repository. After emission, the intent lifecycle transitions to monitoring and reporting. Status
updates and execution feedback are persistently recorded, enabling traceability and auditability. Transient
failures during emission are handled through controlled retry mechanisms. The output of this workflow is a
standardised TMF921 Business Intent that serves as the formal input to the multi-stakeholder fulfilment and
Network of Networks procedures described in Section 6.3, ensuring clear separation between business-level
intent governance and service-level provisioning workflows.
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Figure 5-1 - Smart Marketplace Intent Negotiation Management
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High-level Pipeline Sequence (NL -> TMF921)
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>

2 Forward intent for processing
>
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{(3)c ional clarifi
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—
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< 3 Reject (reason + diagnostics) |
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[ (%) TMF921 esmiecion |
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N b kol Bt i S

16 Schedule retry (backoff)

17 Re-emit TMF921

¥

Client Intent Service Business IMF TMF921 Consumer
T : (Intent Engine) (Domain/Orchestrator)

Figure 5-2 - End-to-end business intent management sequence

5.2 Service intent fulfilment via multi-stakeholder Network of Networks

This section, with Figure 5-3, describes how service intents are fulfilled in a multi-stakeholder Network of
Networks (NoN) through coordinated advertisement, composition, and provisioning across federated Digital
Service Providers (DSPs). The Smart Marketplace acts as the entry point for the Customer business intent,
validates and interprets it, and decomposes it into service-level intents suitable for multi-domain fulfilment.

The NoN-collaborative framework enables multi-stakeholder discovery by advertising available services,
resources, and policies through its Intelligence Layer and NoN-Management & Control layer. The Smart
Marketplace discovers these advertised capabilities and initiates an intent-probing procedure between the
candidate DSPs to evaluate feasibility and gather insights for selection.
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Based on the outcomes of the intent negotiation phase, the Smart Marketplace determines the set of DSPs and
service level offers that better match the required business level intent, and issues intent requests to the NoN-
Intelligence Layer to generate candidate cross-stakeholder compositions. The Intelligence Layer computes a
composed service plan considering SLA targets, cost, and constraints, and returns the selected stakeholders and
allocations to the Smart Marketplace.

Provisioning is then triggered by the Smart Marketplace towards the selected DSPs. External DSPs receive direct
provisioning requests, while the NoN-collaborative framework performs service-level intent translation and
enforces provisioning actions via the NoN-Management & Control layer, covering both intra-domain and inter-
domain resource allocations. During this phase, enabling components such as NDTaaS and AlaaS may be
instantiated to support automation and runtime optimisation.

At the Smart Marketplace, collecting intent execution reports from the NoN-Intelligence Layer and exposing a
unified view to the Customer through the dashboard of the Smart Marketplace.
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Figure 5-3 - Multi-stakeholder NoN-based Service Intent Fulfilment: Advertisement, Composition and Provisioning Flow

5.3 NDT advertisement, composition, provisioning, configuration in support of
closed-loops coordination for early conflict detection and validation of mitigation

strategies

This section introduces two complementary workflows illustrating how NDTs are advertised, composed,
provisioned, and exploited to support closed-loop coordination for early conflict detection and validation of
mitigation strategies. Together, these workflows describe how NDT capabilities are exposed and orchestrated
across domains, how what-if simulations are executed across both single-domain and multi-domain scenarios,
and how NDTSs are integrated into intent assurance and optimisation processes.
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The workflows cover:

1. The NDT lifecycle management and what-if simulation execution workflow, describing advertisement,
discovery, provisioning, execution, monitoring and termination of NDT Functions and Jobs, including
both single-domain and multi-domain simulation scenarios.

2. An NDT-enabled closed-loop workflow, showing how NDT-driven simulation and optimisation are
integrated into intent assurance and enforcement over the live network.

Figure 5-4 illustrates the NDT lifecycle management and what-if simulation execution workflow aligned with
3GPP TS 28.561 and ETSI ZSM 018, and supporting closed-loop coordination for early conflict detection and
mitigation validation.

The workflow starts with the discovery of NDT capabilities, where the NDTaa$S Orchestrator queries the per-
domain NDT Orchestrator to identify available NDT Functions, their supported capabilities, target domains,
and allowed operational scopes. This enables automation and closed-loop coordination functions to select
suitable NDTs for specific analysis and validation tasks.

Once a suitable capability is identified, an NDT Function is created or selected and configured according to
the requested capability, target domain, synchronisation scope, and applicable policies. The per-domain NDT
Orchestrator instantiates the NDT Function and prepares it to support simulation-based analysis.

The workflow then proceeds with the creation and execution of an NDT Job, which defines the simulation
scope, scenario parameters (e.g, configuration changes, failures, or workload variations), and execution
requirements such as fidelity and runtime constraints. NDT Jobs enable what-if simulation scenarios across
both single-domain and multi-domain contexts. In multi-domain scenarios, multiple per-domain NDT
Functions can be coordinated by the NDTaaS Orchestrator to evaluate end-to-end behaviours and inter-
domain dependencies.

The NDT Job is executed using a combination of live network data, historical KPIs, and model-based inputs,
producing results that quantify the expected impact of the evaluated scenarios in terms of KPls, SLA
compliance, congestion risks, and recommended actions.

During execution, the NDT Job can be monitored and controlled, allowing adjustments such as scenario
updates or fidelity changes. Upon completion, simulation results are reported back to the NDTaaS
Orchestrator in the form of structured NDT reports, including KPIs, risk indicators, and optimisation
recommendations, which can be consumed by automation and closed-loop coordination functions.

Finally, the job is terminated, resources are released, and lifecycle metrics are reported, ensuring efficient
resource utilisation and traceability of simulation activities.
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Figure 5-4 - NDT lifecycle management and what-if simulation execution workflow
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Figure 5-5 illustrates an NDT-enabled closed-loop workflow integrating intent assurance and NDT-driven
optimisation, where NDTs are used to proactively evaluate and validate corrective or optimisation actions before
enforcement on the physical network.

The workflow starts with the submission of an intent expressing high-level objectives and constraints, such as
latency or SLA compliance. An outer monitoring loop continuously collects telemetry and KPIs from the live
network and aggregates per-domain network context to assess the current state against the declared intent. If
the intent is satisfied, the system maintains the current operational state.

When an intent violation or risk condition is detected, an inner NDT-based optimisation loop is triggered. The
NDTaaS Orchestrator requests NDT-based evaluation of candidate actions by specifying the affected domains,
the action space to explore, and simulation requirements. The per-domain NDT Functions prepare the model
state and execute coordinated what-if simulations to explore and rank alternative actions.

Simulation results are returned as NDT reports and used to identify the most suitable mitigation or optimisation
strategy while pruning low-quality or conflicting candidates. Based on these results, the closed-loop selects the
optimal action and proceeds with enforcement, applying configuration, scaling, or routing changes to the
physical network in a controlled and validated manner.

This approach ensures that closed-loop decisions are grounded in NDT-based evaluation, reducing the risk of
unintended cross-domain conflicts and improving the reliability of automated network management.
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Figure 5-5 - NDT-enabled closed-loop coordination and enforcement workflow

Together, the two workflows presented illustrate how NDTs can be systematically advertised, composed,
provisioned, executed, and leveraged to support closed-loop coordination in multi-domain 6G environments. By
combining NDT lifecycle management and simulation execution with NDT-enabled closed-loop automation, the
proposed approach enables early conflict detection, validation of mitigation strategies, and intent-compliant
decision making across heterogeneous network domains. This NDT-driven framework provides a key enabler for
trustworthy, scalable, and proactive automation in future 6G network management systems.

5.4 Al/ML models and pipelines management in support of cognitive closed-loops
and NDTs

The FLECON-6G architecture integrates Al/ML models as managed analytical components supporting cognitive
closed-loop automation and Network Digital Twins (NDTs), in line with ETSI ZSM principles. Al/ML models provide
prediction, classification and inference capabilities, while all actuation and lifecycle decisions remain governed
by deterministic control logic, policies and intent constraints. Figure 5-4 illustrates the interaction between
Al/ML pipelines, cognitive closed-loop controllers and Network Digital Twins within the FLECON-6G architecture.

AI/ML models are managed through continuous pipelines covering data ingestion, training, deployment,
inference and runtime monitoring. Telemetry, performance metrics and events collected across Business, Service
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and Resource domains feed feature extraction and inference services. Training and inference are decoupled,
allowing models to evolve without disrupting operational closed-loop execution. Model outputs include
predictions and confidence indicators that are propagated to closed-loop controllers as advisory inputs.

The pipelines support multiple model classes depending on the closed-loop function and operational context.
Time-series models are used for KPI forecasting, SLA violation prediction and trend analysis, while anomaly
detection models support early detection of faults and performance deviations. Classification models assist in
event categorisation and root-cause analysis support, and graph-based models capture dependency
relationships across services, resources and domains.

Within cognitive closed-loops, Al/ML primarily supports the Observe and Analyse phases by providing
probabilistic insights, as depicted in the Figure 5-4. During the Analyse phase, the Closed-loop Controller
performs contextual evaluation of the Al/ML outputs by correlating predictions and confidence levels with
system state, service-level intents and operational policies. This evaluation function represents the reasoning
capability of the framework, ensuring that Al-generated insights are interpreted within governance and intent
constraints.

Decision and actuation phases are handled by deterministic components that evaluate Al/ML outputs together
with policies and intent constraints, ensuring predictable and safe automation. Network Digital Twins leverage
Al/ML models to calibrate system behaviour and support what-if analysis prior to action execution, reducing
uncertainty in multi-domain environments.

Model governance ensures trustworthiness through versioning, performance monitoring, drift detection and
traceability of model inputs and outputs. Only validated models are used in production closed-loops, while Al/ML
outputs may also support intent validation and assurance without affecting deterministic intent lifecycle
management.
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AI/ML-assisted Cognitive Closed Loop with NDT Support

Closed-Loop Controller Deterministic

Managed System (ZSM 011) AI/ML Services | | Network Digital Twin | | Decision Engine
[ — :
— Observe | .
Telemetry / ! !
events - | |
1 1
I e | |
IAnalyze I ;
Inference ! E
reguest ) i
Predictions + ! !
. Sonfidence |
Iy, || !
= Decide I .
What-if ! !
simulation I o |
Impact | |
gstimates .. Lo eeeeeeee e seeeeeeeeemmmeeee |
Proposed ! !
action + |
context | o
Approve / X |
ject |
| M1 |
] ,
Execute | |
approved X |
_ action ! !
State update i i
1

'| Policies and intents enforce

|| AI/ML outputs are advisory.
|| control.

Managed System | | Closed-Loop Controller | | Al/ML Services | | Network Digital Twin Deterministic
: ’ (ZSm 011) : o * | Decision Engine

Figure 5-4 - Al/ML cognitive closed-loop with NDT support

5.5 Accelerated Programmable Edge Computing (APEC)

In the developer scenario depicted in Figure 5-5, the APEC platform provides the semantic abstraction
programming interface that allows specifying both the task to be accelerated and the platform or approach on
which the task must be offloaded. Developers use these programming interfaces within their applications, which
then serve as input for the next step in the implementation process.

Specifically, the network programs are fed into the Platform Agnostic Compiler as a general yet comprehensive
description of the offloaded task, thanks to the abstraction layer provided by the programming interface. After
parsing the input program and lowering the abstraction level toward the target acceleration platform, the
specific compiler backend refines the implementation via intermediate representations which consider platform-
specific low-level details.

This level of granularity enables a clear separation between high-level program abstractions and final target
implementations, making it straightforward to extend the compiler to support additional acceleration platforms
by simply introducing new backend components. The final compiler output is stored in the Network Function
Library (NFL) to enable APEC users to leverage task acceleration in target applications.

© FLECON-6G, 2025 Page | 69




.7=]
D2.2 Initial FLECON-6G architecture T LECON-6G

APEC - Developer scenario

APEC Platform Compiler Toolchain Repository
Semantic Abstraction Platform-Agnostic Platform-specific Network Function
Devel‘oper Programmiqg Interface Compiler BacKend Library{ (NFL)
I ]

1 I I I
{ Write & submit program :

|
Write network program

(task + target platform{approach)
>

Submit network program

|
I
|
|
I
\‘
e

to describe the offloaded task and
the target acceleration approach.
I

The API provides a semantic abstraction T

l Comp‘lle |

| Parse input program
I

I
I
I
|
:
| Lower abstraction level ;

:
Emit IR / compile request 3

(platform-specific details)
gl

Separation between high-level abstractions
and target-specific implementations\n(via backend components).

II Store artifact II 3 NE ’

I
|
i
1
1 Store compiled NF artifact
I
|
1
1
J

| (+ metadata)

Artifact available in NFL

[
|
|
I
|
|
|
I
|
|
I
|
|
|
I
|
|
|
|
|
|
|
T
|
|
I
|
|
I
|
1
|

Figure 5-5 - APEC developer scenario: semantic abstraction interfaces, compilation to a target backend, and storage in the
Network Function Library (NFL).

On the other hand, in the user scenario, the APEC Service Consumer leverages the APEC architecture to
accelerate the applications, provided that the required acceleration is supported. In practice, this means that the
corresponding tasks are included in the NFL.

The APEC Service Consumer is any component that can send acceleration intents to APEC. Normally, this should
be the upper control plane layers of the FLECON architecture (e.g. NoN Collaborative Framework Control ),
though the latter can be bypassed for testing/debugging reasons.

The APEC Service Consumer must specify the list of APEC nodes to be used as offloaders, the application
description to match against the NFL, the type of requirements to be guaranteed by the APEC nodes, and the
configuration table to set up the accelerator according to the expected system behaviour.

Using these intents as input, the Centralised Deployer selects the best available combination of nodes and
acceleration types from the list of available APEC nodes and the developed NFs included in the NFL. Finally, it
deploys the accelerators to satisfy the specified requirements. Figure 5-6 summarises the APEC user scenario
sequence diagram.
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Figure 5-6 - APEC user scenario: intent submission, NFL matching, node/acceleration selection, and accelerator
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6 FLECON-6G abstract interfaces

This section defines the abstract interfaces of the FLECON-6G framework, in alignment with the architectural
building blocks introduced in the previous chapters, depicted in Figure 6-1.

The FLECON-6G architecture follows a Service-Based Architecture (SBA) approach, where functional entities
expose capabilities through logically defined service interfaces rather than through static point-to-point
integrations.

Smart Marketplace

Service Intent LCM &
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FLECON-6G Network of Networks (NoN) Collaborative Framework FLECON-6G Intelligence Layer

Federated DSP
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Figure 6-1 - FLECON-6G abstract interfaces

6.1 FLECON-6G Marketplace interfaces

The Smart Marketplace acts as a bridge between the FLECON-6G NoN, providing a standardised interface for
service aggregation and monetisation, Figure 6-1. It allows digital service providers and infrastructure owners to
offer compute, network and beyond 6G services. This layer ensures, as shown in Table 2, that complex 6G
capabilities are accessible via simple, business-intent-driven APls, rather than requiring deep

telecommunications expertise.
6.1.1 Intent interfaces

Table 2 - Business Intent Lifecycle Management interface

Provider (Internal
Message Description Input parameters Output parameters
& P component) pute putpe
Natural Accepts product Service Type; Coverage
Laneuage requirements in Chatbot; end user | area (AZ); Performance Business Intent
guas natural language. requirements (SLA / SLO)
M lly select Digital . ) .
Portal NBI an.ua yselect VIgal | portal Digital Service Bundle Business Intent
Service bundles
SLA Monitors end-to-end 6G testbed . .
N . Service telemetry SLA compliance
monitoring | SLAs telemetry services
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6.2 FLECON-6G Network of Networks framework
6.2.1 NoN Northbound interface

6.2.1.1 Service LCM & Reporting NBI — Management Exposure

The following Table 3 presents the abstract interfaces and messages exchanged over the Northbound Interface,
Figure 6-1. These messages constitute the control plane that enables APl consumers to declare, modify, and
guery intents across the federated infrastructure. Each entry defines the specific message type, its associated
input and output parameters to enable the translation of the high-level business requirements into executable

actions within the compute, network, and service domains.

Table 3 - Service Intent LCM & Reporting NBI interfaces and messages

Provider
Message Description (Internal Input parameters Output parameters
component)
Service Type (e.g., List of Available
Connectivity / Slice / Services (matching
Edge Compute / Al / request)
Receives a Sensing) Service Identifiers
service request Target Area / Location Service Capability
(requirgments + Performance Summary (KPls,
Rquest constraints) gnd 6G Offering Requirements (latency, features)
Service returns the list Exposure Layer throughput, reliability) Coverage
Availability of 6G services Service Duration / Time Information
currently Window Service Constraints
avallablg and Capacity Request / Admission Limits
compatible. (bandwidth, users, Access Reference
sessions) (service endpoint /
Policy Constraints descriptor link)
(optional)
Retrieves the
detailed Service Descriptor
descriptor of a Supported
selected service, Service Identifier Configuration
Get Service including 6G Offering Requested Descriptor Parameters
Details technical Exposure Layer Sections (Capabilities / Supported QoS
characteristics Profiles

and supported
configuration
options.

Constraints / SLA)

Supported Service
Modes

Filter Services
by
Requirements

Applies refined
filters to an
already
discovered set
of services,
returning the
best candidates.

6G Offering
Exposure Layer

Candidate Service List
(optional)

Updated Requirements
/ Thresholds

Ranking Preference
(Latency / Cost /
Coverage / Throughput)

Ranked List of
Services

Matching Score per
Service

Best Candidate
Recommendation
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Sl c Zsehn ofrering Exposure Layer Target Area / Location Failed)
an t € Requested Capacity Allocated Service
prov.|ded Requested QoS Profile Endpoints
runtime Service Duration Activation
parameters. Timestamp
Instance Status
_ (Provisioning /
Retrieves the Active / Degraded /
et Saiian current I|ferC|e . Terminated)
Instance and operational | 6G Offering Service Instance Current Allocated
Status statcus 01;an Exposure Layer Identifier Capacity
activate Active Endpoints
service instance. Last Update
Timestamp
Terminates/dea
ctivates a Deactivation Status
. . Service Instance Released Resources
. running service . -
ervice releases its Xposure Layer Deactivation Policy Termination
exposed access (Graceful / Immediate) Timestamp
endpoints.
' Service Identifier / Available Metrics &
Returns the list Service Instance KPIs List
of monitoring Identifier Supported Sampling
Discover capabilities and | 6G Monitoring Target Scope (Service / Intervals
Monitoring KPI sets & Management Slice / Resource) Supported
Capabilities available for a Exposure Requested KPI Aggregation Levels
give'n sgrvice or Categories Telemetry Access
service instance. (Performance / QoE / Reference
Energy / Security)
Subscribes to _ Subsc.r?ption
continuous SerV|c.t=j Instance Identifier
Subscribe telemetry 6G Monitoring Ident.lfler _ Stream Access
Monitoring streams for & Management Metrlc.s / KPI List Reference
Stream selected KPls Exposure Sampling Interval Delivered Metrics
and monitoring Aggregation Window List
signals. Notification Endpoint Subscription Status
Retrieves e Service Instance Active Alarms List
Get Active . 6G Monitoring e Alarm Details
currently active | g Management Identifier .
Alarms - (severity, root cause
alarms related Exposure Severity Filter . .
) P . hint, timestamp)
to a service (optional)
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instance or
monitored
scope.

Alarm Type Filter
(optional)

Acknowledge

Acknowledges

an alarm event
and marks it as
taken in charge

6G Monitoring
& Management

Alarm ldentifier

Acknowledgement
Status

W e Consumer Identifier Updated Alarm
by the Exposure (optional) State
consumer/oper
ator.

Retrieves a
management
view of e Service Instance Allocated Resources

Request reSOUICes 6G Identifier Summary

Resource allocated to a Management e Requested Resource Capacity Utilisation

\I\//ilz\?vagement service instance | Exposure Types (Compute / Management
(compute/netw Network / Storage / Metadata
ork/storage Energy)
footprint).

Updates
management-
level e Service Instance

Update :onfigura.tions Identifier Update Status

Service .or aservice 6G e Management Config Updated

Management instance Management Type (Policy / QoS Configuration

Configuration (poI|C|e.s, Exposure Layer Targets / Monitoring Snapshot
operational Policy)
profiles, e Updated Parameters
enforcement
parameters).

6.2.2 NoN East-west interface

In the FLECON-6G architecture, the East-West Interface of the NoN-framework, follows the GSMA operator
platform EWI, enabling distinct digital service and resource infrastructure providers to share and expose their
resources with peer domains, Figure 6-1. This interface is therefore designed specifically for inter-operator
resource and service advertisement and exposure. It allows a digital service provider to create aggregated offers,
composing services and resources leveraging the capabilities of the peer domain. In this sense, the FLECON-6G
architecture aims to extend the GSMA operator platform interfaces, which focus on edge compute and network
resources, specifying the exposure and management interfaces for new types of resources and services (e.g.,
NTN resources, Al/ML models, applications, etc). The targeted messages are described in Table 4.
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Table 4 - NoN Framework East-West interface and messages

Provider
Message Description (Internal Input parameters Output parameters
component)
Identifier of
federation
Establishes, Partner Operator agreement
updates, and Identifier Endpoints for
xZZ?EEW maintains a Federation éutgent.iclati/on federation
Lifecycle directed Management redentials management
federation Federation Tokens Capabilities and
relationship. Callback URLs for services
notifications Federation Validity
Window
Connectivity Type ( e.g.
Satellite, 5G, etc.)
Retrieves the list Required Performance
of available (latency, jitter, loss, List of Available
Discover connectivity Dynamic throughput) Connectivity
Available services and C . Coverage or Service Services matching
) omposition e
Network associated and LCM Area specified filters
Service attributes Policy Constraints
provided by the (Regulatory,
peer DSP. commercial, security)
Required monitoring
capabilities
List of available Al
Models and Services
. Supported inference
E;c::;iii;th Al Service Type (e.g., :nd traln';i m'oc.:ies
Discover visibility into the inference, training) NlIJggssr (eCentrfa:I?:;i
Available available Al/ML Intelligence Model profile and type FL, HFL) '
Al/ML capabilities Layer Data schema and input Su’pported CPU
Service hosted on the format _ acceleration and
Qperator's Policy Constramt.s . GPUs technologies
infrastructure Performance Objectives Al Service
Management
Endpoints
i Provides Available NDT
,Iz\l,saciTaV;; Operators, Targeted NDT Type (e.g. Instances
Partners or ' RAN / Core, Transport, (Metadata, Type,
Network ) Intelligence E2E) Version. Fidelit
Digital Consumers with Layer Required NDT , y
Twins visibility into the cimulation and job LEV(?')
Servfias available Network o Available NDT
Digital Twin capabilities (e.g. What- Templates
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instances,
templates and
capabilities
exposed by the
peer operator

If simulation, decision
evaluation, etc.)
Required
Simulation/Emulation
Mode (real-time,
accelerated, offline)
Required
Synchronisation Level
(state sync, telemetry
rate, granularity)
Scenario / Domain
Context (traffic load,
topology, slice, UE
profile)

Performance Objectives
(Accuracy, latency of
simulation, capacity)
Data & Telemetry
Availability Constraints

(Topology class,
purpose, model
composition rules)
Supported
Simulation /
Emulation
Capabilities
Supported
Synchronization
Modes & Update
Frequencies
Supported Usage
Scenarios
(Assurance,
Planning,
Optimisation,
Failure
Reproduction)
Policy & Usage
Constraints

NDT Service
Endpoint (NBI)
Capability Descriptor
Required monitoring
streams and
telemetry

Configures or
adjusts the
Quality of Service

consumed by
applications or
peer partners.

Manage and Experience Runtime
Service targets for a optimisation Service Identifier Updated Service
Quality resource or group | and SLA Service QoS Profile QoS profile
(QoS) of services to assurance

meet SLA or

policy

requirements.

Creates, updates,

OF removes Federation agreement

access and identifier
Manage routing policies . Policy name and
Service governing how Dynamlc? . identifier Updated poli
Access resources can be Composition Policy target (e.g. pated policy
Policies allocated or and LCM resource identifier,

service type,
geographical area)
Policy type and action
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Subscribes to

continuous Federation agreement
Subscribe ;T;I?enai;[::;'logr idenjciﬁe.r 3 ‘Subsc‘r?ption
Service . Monitoring Service identifier identifier
Monitoring selected services Requested metrics type List of metrics

to collect KPIs Notification endpoint

and lfsage Sampling Interval

metrics.

Subscribes to

receive fault or )
Subscribe | threshold-based Federation agreement
Service alarm Event/ id, Subscription
Alarms and | notifications Notification Service identifier identifier
Events related to service Metric and threshold

degradation or Notification endpoint

failure.

Sybscnbes to Federation Context ID,

lifecycle or state- ResourceType
Subscribe change events for ! SubscriptionlID,
Service services (e.g., E"eT‘F/ . EventType (Create / EventStreamURL,
Events created, updated Notification Update / Delete / EventSchema

! ! Relocate), CallbackURL,

relocated, FilterCriteria

deleted).

Configures and

manages how Federation Context ID,

resource ResourcelD[],
Manage monitoring data MonitoringPolicy MonitoringStatus,
Resource is collected, Monitoring (Active / Passive / ReportingConfig,
Monitoring | aggregated, or Threshold), Acknowledgement

reported (e.g., MetricsType,

enable, disable, TimeWindow

adjust).

Enables, updates, Federation Context ID,
Manage or clears alarms Event / AlarmID, ResourcelD[], AlarmStatus,
Resource related to e Action (Acknowledge / ClearedAlarms(],

. Notification )

Alarms monitored Clear / Update), Timestamp

resources. AlarmSeverity

Manages the

lifecycle of Federation Context ID,
Manage resource-related EventID, ResourcelD[], EventStatus,
Resource events, enabling Eveh'f/ . Action (Acknowledge / Resolutioninfo,
Events correlation, Notification Correlate / Resolve), Timestamp

suppression, or
manual
resolution within

EventPriority
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an event
management
framework.

groups over a

Retrieves usage
and performance

Get On- .

metrics for
Demand o

specific resources
Resource

or resource
Usage

defined period.

Monitoring

Federation Context ID,
ResourcelD[],
MetricsType (CPU / BW
/ Latency / Energy),
TimeRange

ResourceUsageRepo
rt[], KPIs[],
Timestamp

6.3 FLECON-6G Network of Networks Intelligence Layer

As previously described, NoN-Intelligence Layer serves as the cognitive orchestration engine, designed to
harmonise the federated and heterogeneous network domains. As 6G transitions toward a Network of Networks
paradigm, this layer acts as a unified abstraction interface, managing the inherent complexity of heterogeneous
infrastructures. By integrating cross-domain data, it ensures that end-to-end service requirements are met,
leveraging federated domains, Figure 6-1.

Driven by Al and closed-loop automation, the Intelligence Layer shifts network management from reactive
troubleshooting to proactive, intent-based optimisation. It dynamically allocates resources across disparate
administrative boundaries, utilising predictive analytics to maintain network and computing resources and
optimise service mapping to resource allocations. Table 5 describes the intent-based interface of the intelligence
layer, while the following sections detail the subcomponents of the intelligence layer.

Table 5 - Business to service intent lifecycle and validation interfaces and messages

Message Description Provider (Internal Input parameters Output parameters
component)
. Accepts ;
Business busi ps rent Service Type
Intent lfsr"ness NN Chatbot; end user Coverage area (AZ) Service Intent
Interface wit .serV|ce Performance requirements
requirements. (SLA / SLO)
Service Negotiate Intent
intent Resource Negotiation Service Intent Resource intent
interface discovery Framework
Allows the Report with
— retrieval of aggregated SLA
. reports or . . related metrics
Evaluation pl ics f SLA assurance Intent identifier Report with
& Analytics analytics for Targeted report or metric
optimisation assurance on
and assurance. closed-loop events
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6.4 FLECON-6G Network Digital Twin Framework

Network Digital Twin Framework is the complex component, consisting of a collection of NDTs of various
domains, as well as their North-Bound interfaces towards the NDTaaS Orchestration Framework and potential
East-West interfaces towards each other, Figure 6-1. Each domain-specific NDT is envisioned to be supervised
by a domain-specific local Orchestrator, moreover, each NDT also includes a dedicated simulation environment
for what-if simulations and a certain connection (South-bound API) to a real-world system it's mirroring. All
closed-loop requests must be directed to NDTaaS Orchestrator Framework for informed job decomposition, as

individual NDTs must not manage any closed-loop requests.

Table 6 focuses on the interfaces, considered North-bound interfaces between a domain-specific NDT to NDTaa$
Framework and the NDT itself (or its orchestrator). South-bound APIs are specific to each exact NDT, as the
nature of the physical system is very different within the project. As a result, SBIs are not standardised.

Table 6 - NDT Framework interfaces and messages

including telemetry
updates, alerts or
deviation reports

Event Type

(StateChange, Anomaly,

Violation)

Provider
Message Description (Internal Input parameters Output parameters
component)
e NDT Instance ID
e Deployment
Creates and configures Network snapshot / Status
) a new NDT instance Topology Descriptor ® Access
Configure . NDT-as-a- (YANG/JSON) Endpoints (NBI
NDTE . based on a given Servi . ‘ )
el \ctwork snapshot or ervice Simulation Parameters Management,
Context e Runtime
Metadata
) ) e NDT Report
What-if single E)fe}f.utes a simulation NDT Task descriptor (Results, KPIs,
Sl within an |n§tant|ated NDT'-as-a- (Scenario, Metrics, Insights)
simulation NDT according to a Service Constraints) e Simulation
fined NDT Task
de NDT Instance ID errors/logs
Triggers or distributes e A
. ggregated NDT
a simulation request NDT Tasks / Composite Report
What-if multi- | to one ormore NDTs | . NDT Task e Per-Domain
domain create | (same or different . Target NDT IDs / Results /
. . Service Domains
job domains) under ' _ Decisions /
coordination of the Execution Policy Summaries
Orchestrator (Sequential / Parallel)
Reports * CEvent
. :chronisation data Monitoring Probe Data Notification
v (Metrics, Timestamps) |e  Updated Digital
D bfet'ween real and NDT-as-a- NDT Instance ID State
Prepare Data digital networks, Service

o Trigger for
Closed-Loop
Actions
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supporting closed-

loop control
Prepare .
exef:)ution Creates a checkpoint
) before what-if NDT-as-a- e NDTI ID * Deployment
S BT scenarios/optimisatio | Service ; nstance Status
prepare model o P e Timestamp
state
N e Intermediate
Launch Initiates an NDT-as-a- |® NDT Tasks (Scenario, NDT Reports
Optimisation | optimisation loopona | o .o Metrics, Constraints) (Results, KPIs,
Loop specific NDT e NDT Instance ID Insights)
. e Termination
Terminate an Iveerlrln;:ifz;:\lsTpas NDT-as-a- Status
. ; e NDT Instance ID
NDTFunction FeSOUrCes Service e Final snapshot?

No NDT federation is envisioned within the scope of the project; however, individual what-ifs can be stitched
together if domain interdependency is in place. NDTaaS Framework in turn is responsible for creating NDT jobs
and supplying interdependencies, along with data streams for joint consumption. In that case, if data
synchronisation is needed for what-if simulations, NDT jobs can directly interconnect via stitching using each
other’s data stream descriptors, yet inter-NDT communication is still initiated only via the NDTaa$S Orchestration
Framework.

6.5 FLECON-6G Trustworthy Al & ML Operations framework

The FLECON-6G Closed-loop coordination framework aims at providing automated ways for provisioning multi-
layer closed-loop targeting the automated orchestration, assurance and optimisation of composite service and
resources across the FLECON-6G federated environment.

FLECON-6G provides AlaaS, offering standardised, federated access to Al/ML capabilities for on-demand
deployment, orchestration, and consumption of models, pipelines, and analytics tools across architectural layers.
AlaaS integrates with cognitive closed-loops and Network Digital Twin workflows, ensuring trustworthiness
through model validation, explainability, secure execution, and continuous monitoring. This makes AlaaS a
governed, reusable, and reliable service that supports automated, sustainable 6G network operations. It also
includes the MLOps Framework Model Catalogue, which manages Al/ML models and ensures trustworthy
operations across the framework.

The description of the expected messages and information is detailed in Table 7, targeting the definition of the
messages for the retrieval and provisioning of available closed-loops, and the messages for the establishment of
coordination groups and policies to enforce group coordination, Figure 6-1.
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Table 7 - Trustworthy Al & ML Operations framework interfaces and messages

Models to support
composite SLA risk
evaluation and aid

variance)

Provider
Message Description (Internal Input parameters Output parameters
component)
Matching CL
. . Targeted goals
_ Retrieve the list of (Op%cional)g descriptors including
List closed-loops Reaction ti closed-loop functions,
available avaiIabIPj in th(.e CL Catalogue (:;;(;g;l) ime targeted goals and
Closed- syst‘em, |ncI.u.d.|ng API Targeted system systems, reaction time,
Loops their capabilities (optional) 4 supported actions and
and metadata . required NDT Jobs
CL type (optional)
Instantiate and CLid
activate a closed- i i
Activat : _ configuration . .
CICo;\tlj:l-e IooP instance and CL Lifecycle parameters Clinstance id
Loop register a callback | Manager API callback URL status
end.p.omF for Monitoring data
notifications streams
Define or update a
Ereci\te /CL c?olrdinztilon group | Groups . group id
P at? - | of closed-loop Catalogue group policy membership status
Coordinati | instances to enable | member CL instance ids and policies
on Group inter-loop
coordination
Retrieve execution
reports and KPls reports
Request CL generated by CL Groups group id / instance id KPls
Reports closed-loop Manager API time range outcomes
instances or groups
Subscribe to or
query events
Subscribe / | generated by
QueryCL | closed-loop CL Event group id / instance id event notifications
Events instances for Manager API event filters
monitoring and
alerting purposes
Compute and
provide an Per SLI violation
aggregated MLOps Model Identifiers & probability
Ensemb.le uncertainty score Framework versions Composite SLA
uncertaint | derjved from Model Predictive Distributions violation probability
y score probabilistic Al/ML Catalogue per Model (e.g. mean & Confidence Level of

estimations
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in closed-loop
decision making

Trustworth
iness
Evaluation

Evaluate TEF
dimensions and
trustworthiness
assessment.

TEF
dimensions

TEF
trustworthin
ess
evaluation
model

Smart
Marketplace
Negotiation
Framework

Smart
Marketplace
Experience
Monitor

NoN
monitoring
and control
management

NoN Policy
and Security
Enforcement

MLOps
Framework
Model
Catalogue

Assurance
(assessment
of service
behaviour)

Uncertainty
Quantificatio
n Module

Explainability report of
user intent translation
(guarantee algorithmic
fairness)

Real-time and historical
performance
evaluations (time-
series/change point
anomaly detection)
Real-time and historical
changes in control
decisions (evaluate
closed-loop stability)
Policy conflicts
(frequency)
Authorisation (false
positive/negative rates)
Information leakage
(#sensitive data
exposures/#total data
exchanges)

Real-time and historical
predictive distributions
(statistical outlier
detection)

Any output or
combination of the
following

score for each
dimension;
weighted overall
score;

TEF evaluation report;
TEF accountability
report (metadata
about TEF process)
TEF visualisation
dashboard

6.6 FLECON-6G Accelerated Programmable Edge Computing interfaces

In the FLECON-6G architecture, the APEC section serves as the high-performance execution environment where
network logic and application workloads converge. This section introduces the critical interfaces, depicted in
Table 8, that transform the edge from a static compute node into a dynamic, network-aware platform capable
of offloading and accelerating complex tasks such as Al inference and real-time media processing.
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Table 8 - APEC components interfaces and message

Message

Description

Provider (Internal

Input parameters

Output parameters

Requirements

that the deployed
accelerators must satisfy.

component)

It includes the .

accelerator configuration List of
Table g . Centralised Accelerator Accelerator

. . parameters to be set in . . . .

Configuration Deployer configuration configuration

the deployed

parameters

accelerator.

It allows the APEC User

to specify the list of . . . Accelerator

. .p ¥ Centralised List of available
List of Nodes | available nodes to deployment
) Deployer APEC nodes

consider for the task

acceleration.

It provides the

application description in

terms of functionalities. . Selection of the

o . . . The list of .
Application It is essential to be Centralised proper acceleration
. . performance
Description matched with the Deployer . platform
. I requirements

accelerator's availability

for the Network Function

Library.

It specifies the

. requirements (e.g., Centralised The list of Selection of the

Acceleration _

latency or throughput) Deployer performance proper acceleration

requirements

platform

Platform-
Specific
Abstraction

It specifies the type of
the final acceleration
platform to use for the
developer
implementation.

Platform Agnostic
Compiler

Acceleration

platform type
(e.g., FPGA or
NVIDIA-DPU)

Compiler backend
selection

Accelerator
implementation to

application acceleration
and triggers the selection
and deployment process.

Function It identifies the code to Platform Specific The task (e.g., the )
Offloading be offloaded for Compiler code segment) to be stored in th?
Abstraction acceleration purposes be offloaded Network Function
Library
Application
Description, List
It groups the information of available APEC
provided by the APEC . nodes; Configuration
. Centralised . .
Acceleration | User to request performance information to
EEnT Deployer

requirements;
accelerator
configuration
parameters.

deploy the requested
acceleration on the
APEC nodes.
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7 Al and Ethics

From a legal and regulatory standpoint, this Deliverable discloses an architecture that has been conceived
according to a genuinely compliance-oriented design logic and not merely through ex post legal accommodation.
The FLECON-6G reference architecture expressly embeds, as constitutive architectural principles and operational
functions, explainability, auditability, model and data lineage, uncertainty quantification, validated-model
registration, lifecycle governance, drift monitoring, policy-constrained orchestration, zero-trust security,
federated access control, and Network Digital Twin-based ex ante validation of candidate actions prior to
enforcement on the live infrastructure. Equally material is the fact that the architecture does not leave
automated actuation unconstrained: the Deliverable repeatedly anchors Al-supported optimisation within
deterministic, verifiable and policy-bounded closed-loop mechanisms, supported by confidence scoring,
trustworthiness evaluation, conflict detection, information-leakage monitoring and execution reporting. In legal
terms, these are not incidental engineering features; they are the very types of organisational and technical
safeguards that convert an Al-enabled system from a black-box automation layer into a governable, reviewable
and contestable compliance object.

That design posture maps closely onto the core normative architecture of Regulation (EU) 2024/1689. In
particular, the Al Act requires, for high-risk Al systems, a continuous risk management system, appropriate data
and data-governance practices, technical documentation, record-keeping, transparency and the provision of
information to deployers, human-oversight arrangements, accuracy/robustness/cybersecurity safeguards, and
an appropriate quality management system. FLECON-6G does not merely invoke those concepts at a high level,
but it operationalises them through concrete architectural artefacts, including an MLOps framework for
registration, versioning, deployment, evaluation and drift detection. A Trustworthy Al Model Registry containing
performance, trust and lifecycle metadata, a Trustworthiness Evaluation Framework with feature attribution,
model lineage and confidence metadata, secure execution environments, uncertainty-aware outputs translated
into probabilistic SLA indicators and NDT-assisted validation of mitigation actions before operational
enforcement. While the exact legal qualification of a given downstream implementation will depend on the final
intended purpose and use case, the architectural blueprint already anticipates, in substance, the main
compliance vectors reflected in Articles 9, 11 and Annex IV, 12, 13, 14, 15 and 17 of the Al Act.

The same conclusion is reinforced when the architecture is assessed against the adjacent Union acquis on data
protection and cybersecurity. To the extent that FLECON-6G entails the processing of personal data, the
Deliverable’s emphasis on provenance, traceability, explainability, confidentiality controls, federated access
restrictions, and risk-aware governance is consistent with the GDPR’s principles relating to processing, its
requirement of data protection by design and by default, its security-of-processing obligations, and, where the
factual threshold is met, the need for a data protection impact assessment. Likewise, the zero-trust posture,
anomaly detection, incident-response capabilities, monitoring interfaces, cross-domain security controls and
governance of third-party/federated interaction align, in substantive terms, with the NIS2 framework, which
requires appropriate technical, operational and organisational cybersecurity risk-management measures based
on an all-hazards approach, including risk analysis, incident handling, business continuity, supply-chain security,
access control and the use of cryptography where appropriate. Insofar as specific software components,
orchestration layers or digital products derived from this architecture are subsequently placed on the Union
market, the Deliverable’s secure-by-design, lifecycle-governed and vulnerability-aware logic is also consonant
with the Cyber Resilience Act, whose normative emphasis lies on essential cybersecurity requirements and
vulnerability handling throughout the product lifecycle.

A legally exact conclusion must nevertheless distinguish, as a matter of method, between design-stage
compliance and deployment-specific compliance. Under the Al Act, the full corpus of provider and deployer
obligations is triggered by the legal characterisation of the concrete Al system, the allocation of operator roles,
the system’s intended purpose, and the circumstances of placing on the market, putting into service, or use.
Certain future implementations could, depending on their final configuration, also attract deployer-side duties
such as a fundamental rights impact assessment and, where personal data processing so requires, a GDPR data
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protection impact assessment; similarly, an Al subsystem would qualify as high-risk where it fell within Annex |
or Annex lll, including, where relevant, use as a safety component in the management and operation of critical
digital infrastructure. Those reservations, however, do not weaken the present assessment; they simply identify
the ordinary downstream compliance steps that no architectural deliverable can exhaust in the abstract. On the
face of the architecture as currently specified, and within the proper limits of a design-level legal review, FLECON-
6G demonstrates a mature, internally coherent and normatively robust compliance-by-design posture and may
therefore properly be regarded, at the level of this Deliverable, as compliant with Regulation (EU) 2024/1689
and with the related Union legal framework, in particular Regulation (EU) 2016/679, Directive (EU) 2022/2555
and Regulation (EU) 2024/2847.
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8 Conclusion

This deliverable has presented the reference architecture of the FLECON-6G framework, consolidating and
extending the architectural concepts developed across earlier project activities. The architecture is grounded on
a comprehensive analysis of the state of the art across major standardisation bodies and research initiatives,
including 3GPP, ETSI, TM Forum, GSMA, IETF/IRTF, O-RAN, and relevant open-source ecosystems, ensuring
alignment with current 5G and beyond-5G architectural trends while addressing their identified limitations. The
document provides a coherent architectural view that addresses the challenges of future 6G systems,
characterised by high dynamism, extreme heterogeneity, and the need for autonomous operation across
multiple administrative and technological domains.

It establishes the architectural principles and requirements that guide the design of the FLECON-6G framework,
with particular emphasis on flexibility, scalability, federation, and trustworthiness, positioning it as a flexible,
intelligent, and federated platform for next-generation connectivity. These principles reflect the necessity to
move beyond traditional single-domain and configuration-driven approaches and to support multi-stakeholder
environments in which services, resources, and intelligence are dynamically composed. The defined architecture
serves as a reference for the project's subsequent design, implementation, and validation activities. It provides
a basis for further research and standardisation efforts towards autonomous and trustworthy 6G systems.

Based on these principles, the FLECON-6G reference architecture was presented as a layered and modular
framework integrating intent-driven service management, Al-native intelligence, and Network of Networks
federation. The architecture embeds high-level intent handling as the primary interaction paradigm between
stakeholders and the system, enabling the translation of business and service objectives into automated
orchestration and assurance actions across domains. At the same time, the Network of Networks paradigm
enables cooperation among autonomous domains while preserving independent governance and operational
control in line with emerging intent-driven and autonomous network models defined in current standards and
research activities.

A key architectural contribution of FLECON-6G is the integration of artificial intelligence as a first-class
architectural capability. Al-driven decision-making and cognitive closed-loop automation are natively supported
across architectural layers, enabling continuous adaptation, optimisation, and proactive assurance of services.
Within this context, the architecture supports intent handling and decomposition across multiple levels,
including federation-level intent decomposition, enabling high-level business and service intents to be
systematically refined and propagated across federated administrative domains. The inclusion of Network Digital
Twins as operational components further enhances the reliability of Al-driven automation by supporting
predictive analysis, intent pre-evaluation, and risk-free validation of control decisions before their enforcement
on the live infrastructure. Federation-level intent decomposition allows Network Digital Twins and Al-driven
closed loops to operate consistently across the Network-of-Networks, coordinating decisions among
autonomous domains while preserving local autonomy and governance constraints.

The deliverable also highlighted the Smart Marketplace's role as an active architectural component, enabling the
exposure and composition of services, resources, and capabilities across multiple stakeholders. By integrating
marketplace functions with intent management and orchestration mechanisms, FLECON-6G supports novel
multi-party business models and accelerates the deployment of complex 6G services. In parallel, the architecture
treats Al capabilities as consumable services, embedding Trustworthy Al and ML Operations mechanisms that
address governance, lifecycle management, and trust requirements for Al usage in critical network
environments.

The architecture introduces the Accelerated Programmable Edge Computing (APEC) framework as a unified
approach that combines high-level programmability with hardware acceleration to enable ultra-low-latency,
application-aware processing at the edge. By leveraging domain-specific languages (e.g., eBPF) and specialised
compilation toolchains, APEC supports the execution of application-specific logic directly within the network data
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path, laying the groundwork for efficient in-fabric processing and progressive offload across the accelerated
stack.

FLECON-6G architecture provides a unified framework for cross-domain federation of network, edge, and cloud
resources, overcoming traditional infrastructure silos. This enables the end-to-end provisioning and assurance
of highly distributed, low-latency, and compute-intensive services, which are expected to be central to future 6G
use cases.

The next release of the FLECON-6G architecture is expected to investigate further and integrate agentic Al
concepts, including an agent-based framework for the realisation of a set of services offered by the FLECON-6G
architecture. Moreover, as the project progresses from architectural design into prototyping and
experimentation, lessons learned from component implementation, interface integration, and testbed
deployment are expected to drive targeted refinements to the functional blocks, interaction workflows, and
interface definitions, with clearer mapping to standards and targeted contributions. This iterative process will
allow the architecture to evolve in close alighment with practical implementation.
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