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1 Executive Summary

The deliverable reports on the initial version of the software frameworks that form the operational foundation
of the FLECON-6G platform, covering three core architectural layers: (i) the Smart Marketplace, (ii) the Network
of Networks (NoN) Collaborative Framework, and (iii) the Accelerated Programmable Edge Computing (APEC)
framework. D3.1 marks the transition from the architectural and requirements definitions established in D2.1
and D2.2 to the practical software realisation within WP3. In detail, this deliverable aims to:

e Report on the internal software architectures of the Smart Marketplace (T3.1), the NoN Collaborative
Framework (T3.2), and the APEC programmable data-plane framework (T3.3), detailing each
component's role, functional decomposition, and interfaces.

e Define and document the interfaces and internal workflows supporting the principal functionalities and
services offered by each architectural layer, covering service exposure, federation, intent-driven
orchestration, and hardware acceleration.

e Establish the software baselines for each layer, clearly attributing contributions from the project and
from pre-existing open-source or EU-funded assets.

e Present the initial integration methodology that governs the establishment of testing environments,
integration reporting, and software delivery strategy across the three layers.

e Provide an initial mapping of the implemented components to the project's Proof-of-Concept (PoC)
scenarios and Key Performance Indicators (KPIs), providing a first assessment of the validation pathway.

The Smart Marketplace constitutes the topmost layer and the primary access point through which verticals and
application providers interact with the platform. The initial version of the Smart Marketplace delivers an intent-
driven service negotiation framework, structured around two main software layers: the Marketplace Portal
(frontend) and the Negotiation Framework (backend). The Marketplace Portal integrates with a Keycloak-based
Identity and Access Management system, providing Single Sign-On (SSO) and Role-Based Access Control (RBAC)
across stakeholder roles, including Tenant Users, Service Providers, Marketplace Operators, Administrators, and
Auditors.

The Negotiation Framework implements the core marketplace logic through five specialised layers: (i) the
Marketplace Data and Exposure Layer, which maintains a 6G Service Catalogue, a Provider Registry, and exposure
modules for NDTaas, NaaS, and Alaas; (ii) the Intent and Negotiation Layer, encompassing an Intent Normaliser,
a Federated Partner Broker, a Service Composition Engine, a Feasibility Estimator, a Winner Determination /
Procurement Engine, and a Renegotiation Manager; (iii) the Business and Lifecycle Services layer, managing
contracts, subscriptions, billing, and SLA compliance; and (iv) the Provider Integration Layer, offering dedicated
adapters for cloud, telco, edge, AlaaS, Naa$S, and NDTaaS$ providers. The procedure encompasses semantic intent
structuring via a knowledge graph, federated partner discovery, service bundle generation formulated as an
optimisation problem, Al-assisted feasibility estimation, and winner determination through mechanism design
with embedded prediction capabilities. The composition optimisation of the offers is quantified through a formal
latency-constrained service allocation model. The model leverages the average number of feasible providers for
each requested service component, and this document presents initial analytical results for the proposed
approach.

This document also provides initial design considerations and a strategy for realising the NDTaaS Marketplace
component, which serves as the business-facing entry point for discovering and consuming Network Digital Twin
capabilities within the Smart Marketplace. Its functional scope covers catalogue-based exposure of NDT offerings
characterised by domain (RAN, transport, NTN, service-level, slice-level, multi-domain), supported NDT functions
(what-if analysis, prediction, validation, monitoring-assisted evaluation), applicable KPls, fidelity level, and access
conditions.

The NoN Collaborative Framework serves as the operational backbone of cross-domain service federation. It is
aligned with the GSMA Operator Platform Group (OPG) standard and builds upon the ETSI OpenOP open-source
initiative. The framework enables autonomous DSPs to advertise, discover, compose, and provision

© FLECON-6G, 2025 Page | 13




——T
D3.1 Frameworks for collaborative and distributed 6G network of networks (initial version) T LECON-6G

heterogeneous resources, including computing, networking, and Al/ML capabilities, across administrative and
technological boundaries. The initial version of this layer is organised into two main blocks: (a) The NoN Exposure
Layer provides the externally visible service and network offering catalogue through the 6G Service & Network
Offering Exposure component, implementing TMForum based APls for service catalogue query and
management; and (b) the Control, Monitoring & Management Exposure block which provides the technical
orchestration and management of the domain comprising: (i) Dynamic Composition and LCM, (ii) Federation
Manager, (iii) Service Resource Management, and (iv) Runtime Optimisation and SLA Assurance. The
implementation of the Dynamic Composition and LCM components delivers a service blueprint catalogue and
lifecycle management functions, with extended data models that enable heterogeneous service composition
across federated domains, and updated drivers that interface with the Service Resource Management and
Federation Manager. The 6G Service & Network Offering Exposure component provides the northbound service
aggregation (enabling intent-based service level provisioning interfaces between the Smart Marketplace and the
Intelligence Layer).

The Federation Manager constitutes the GSMA-compliant East/West federation plane within the NoN
framework, built upon the ETSI OpenOP software baseline and extended by FLECON-6G. In addition to the
standard federation context management, capability advertisement, and federated service lifecycle coordination
functions provided by OpenOQP, the initial version introduces a new Network Service Manager component that
supports aggregating and provisioning network connectivity across 5G, non-public networks, and non-terrestrial
networks (NTN) segments. This extension is based on establishing a model that captures technical service
characteristics (e.g., availability, throughput, latency, jitter, resilience level, etc.) aligned with GSMA NG.116
attributes, service areas (coverage, fixed access, interconnect, transport coverage), and service access points.

This document also presents the initial design and research challenges for federated resource allocation,
formulates the federation planning problem, addresses joint service fulfilment, cost sharing, and the
determination of resource contributions, and establishes an initial technical direction based on Online Learning
(OL). The approach targets two-sided fairness: guaranteeing fair cost attribution across infrastructure providers
or verticals while simultaneously ensuring equitable service for diverse users. Preliminary work on federated
platforms for intelligent services identifies multi-task learning (MTL) as a promising paradigm, enabling joint
model training across multiple actors to save resources and improve learning performance. Moreover, this
document introduces the targeted security approach to enable the establishment of secure federations, based
on Keycloak. The targeted framework envisions component-to-component interactions secured through
Keycloak-issued access tokens, TLS-encrypted communication channels, and access-controlled data-at-rest
mechanisms.

Finally, the APEC framework addresses infrastructure programmability at the data-plane level, focusing on host
network function acceleration. It combines a high-level semantic programming abstraction with a platform-
agnostic compiler and a unified hardware-acceleration backend that supports SmartNICs, FPGAs, DPUs, and
eBPF/XDP kernel hooks. APEC enables application-specific logic to be compiled, stored in a Network Function
Library (NFL), and deployed across heterogeneous target accelerators in a vendor-agnostic, intent-driven
manner. This first version of the APEC framework, described in this document, focuses on delivering the platform
compiler that enables the separation of network function logic from the constraints imposed by underlying
software and hardware environments. In detail, the compiler ingests the high-level primitives and semantic
annotations produced by the abstraction interface and generates a target-agnostic intermediate representation
of the offloading task. This deliverable also reports on the approach to establishing intent-based management
APIs and enabling deterministic networking at the infrastructure layer.
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2 Introduction

The FLECON-6G project aims to design, validate, and demonstrate a flexible, open, and Al-driven connectivity
platform that meets the requirements of beyond-5G and 6G networks. Building upon the initial architectural
reference defined in D2.1 and the consolidated functional architecture, interfaces, and operational workflows
presented in D2.2, this deliverable marks the transition from architecture definition to software implementation.
D3.1 reports on the initial implementation activities carried out, covering three core architectural layers of the
FLECON-6G architecture: (i) the Smart Marketplace, (ii) the Network of Networks (NoN) Collaborative
Framework, and (iii) the Accelerated Programmable Edge Computing (APEC) framework.

The focus of this deliverable is therefore to report on the software and infrastructure components developed,
building upon the reference architecture established in D2.2, and detailing the: (i) internal software architectures
composing each of one of the layers; (ii) the interfaces and internal workflows implemented to support the main
functionalities and services offered by each layer; (iii) the initial software baseline to clearly state the
contributions from the project. Moreover, this deliverable also reports on the initial integration methodology,
establishing the guidelines for the establishment of the testing environments, reporting of integration results,
and the strategy for software delivery.

2.1 Mapping FLECON-6G Outputs

This section presents the FLECON-6G‘s Grand Agreement (GA) commitments, as extracted from the formal
deliverable and task description, with respect to their outputs and work to be performed.

Table 2-1: Adherence to FLECON-6G’s GA Deliverable & Tasks Description

FLECON-6G GA Respective
Task No. and FLECON-6G GA Task Description Document Justification
Title Chapter(s)
DELIVERABLE
D3.1 presents the initial software
D3.1 architecture and implementation of
Frameworks the three core layers of the
for FLECON-6G platform, detailing their
collaborative Initial releases of software, Al Section 4, | internal components, interfaces,
and distributed algorithmic models and hardware Section 5, | workflows, and integration
6G network of | (APEC) integrated into a collaborative Section 6, | methodology, together with initial
networks NoN management framework Section 7 | analytical and simulation results on
(initial version) federation gain, and mapping the
delivered building blocks to the
project's PoC validation scenarios
and KPI targets
TASKS
Designs and implements the FLECON- The section provides a detailed
Task 3.1 Smart . o -
marketplace 6§ Smart Marlfetplace as an intent- des.cr|pt|on of thg initial software
for resources driven federation broker at the BSS Section 4 | delivery, supporting the FLECON-6G
models and ’ | level, enabling verticals and 6G Smart Marketplace
application developers to discover, implementation and design
data exposure .
compose, and consume approach. This includes the
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to vertical heterogeneous resources, Al models, establishment of NlaaS, Naa$, and
applications and Network Digital Twins through a NDTaaS$, and intent-based
TMF 921-compliant northbound provisioning.
intent APl supporting NlaaS, NaaS,
AlaaS, and NDTaaS business models.
The section provides a detailed
description of the initial software
delivery, supporting the
. . impl tati d desi
Designs and implements the FLECON- 'mplemenation and design
approach for the FLECON-6G
6G Network of Networks .
. - Network of Networks collaborative
Task 3.2 Collaborative Framework, providing . o
. framework. This includes the initial
Secure and the internal components, data ) .

. components enabling the discovery
trusted models, interfaces, and procedures and advertising of services and
Federation for | for the secure, trusted, and Al- Section 5 & .

. . . s resources across peer domains, and
dynamic assisted discovery, composition, )
S . the components enabling the
resource provisioning, monitoring, and . .
.\ . L . establishment of service-level
composition recursive re-optimisation of multi- .
. . offers and intent-based
stakeholder, multi-domain 6G L . . .
provisioning. Ongoing directions for
networks of networks. . .
dynamic service assurance,
optimisation, and the
establishment of secure federation
are also documented.
This section provides initial
software architecture and
implementation of the Accelerated
Programmable Edge Computing
(APEC) framework, covering its
Task 3.3 Designs and develops the Accelerated four-layer acceleration stack —
' Programmable Edge Computing from the semantic programmable
Programmable o . .
(APEC) model, delivering a multi-layer abstraction interface and platform-
platforms for . . .
data plane hardware and software acceleration agnostic compiler through to the
P stack (spanning user space, kernel Section 6 | unified hardware acceleration
flow control ) . .
and extreme space, and hardware offloading onto backends, the intent-driven
edee SmartNICs and FPGA) to support the centralized deployer and local
. & . offloading of application logic and Al agents, and the PREOF-DetNet
integration ) N . .
inference at the extreme edge. deterministic networking baseline
service — together with the KPI
measurement methodology and
the mapping of APEC capabilities to
the PoC 1 immersive XR validation
scenario.
Task 3.4 Integrates the outputs of T3.1-T3.3 The section provides an initial
Collaborative into a fully packaged software _ methodology towards the
Network of SDKrealising end-to-end intent-driven Section 7 | realisation of the integration of the
Networks resource discovery, federation, and different Smart Marketplace, NoN
(NoN) re-optimisation across the Smart collaborative framework and APEC
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Framework Marketplace, the NoN framework, integration. The proposed approach
integration and the APEC programmable data leverages common intent-based
plane. management APIs to integrate

across different layers.

2.2 Deliverable Overview and Report Structure

The structure of this document follows the outline of the FLECON-6G high-level architecture, with one section
for each architectural layer, describing the development and implementation activities of each block, including
internal components, interfaces, and internal workflows. The focus is set on describing the functionalities
implemented for this initial version of the framework. Moreover, this document includes an introductory chapter
describing the high-level architecture of the FLECON-6G (summarising the outcomes reported in D2.1 [1] and

D2.2 [2]

Section 3 provides an overview of the FLECON-6G architecture, summarising the role of each
architectural layer and its functionality. Moreover, this section describes the interfaces established
between the layers, enabling the framework's main services.

Section 4 details the implementation of the FLECON-6G Smart Marketplace, including its internal
components and support for an intent-driven marketplace for beyond 5G connectivity services. In detail,
this section covers the targeted functionality to support computing, network, NDTaaS, and AlaaS
marketplaces. Moreover, this section covers the internal algorithms and mathematical models that
enable the dynamic and smart selection and composition of service offerings in the Smart Marketplace.
Section 5 describes the internal software components developed for the Network of Network
collaborative framework. This section details the usage and envisioned extensions of the ETSI OpenOP
(3]

Section 6 details the flexible acceleration framework designed to support the deployment of
computationally demanding network functions at the data plane level. In this sense, it describes the
components that provide network developers with a high-level programming interface that abstracts
application-specific processing primitives and the mechanisms for deploying these application functions
into network nodes.

Section 7 details the initial integration methodology and software delivery mechanisms for the
framework's components.

Section 8 concludes this document, summarising the initial version of the components of FLECON-6G,
enabling the framework for a collaborative and distributed 6G network of networks.
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3 High-level Architecture

The FLECON-6G architecture, established in D2.2 [2] and depicted in Figure 3-1, is divided into three main layers.
This deliverable covers the initial version of these layers:

(i) The Smart Marketplace, detailed in Section 4.
(ii) The Network of Networks collaborative framework, described in Section 5 .
(iii) The advanced programmable edge computing layer, detailed in Section 6.

The Smart Marketplace is the topmost layer of the FLECON-6G architecture, serving as the primary access point
for users and vertical application providers to interact with the platform. As defined in D2.2, the Smart
Marketplace exposes a conversational interface powered by Large Language Models (LLMs), enabling
stakeholders to express service requirements in natural language. These inputs are processed by an LLM-based
Business Intent Agent, which extracts semantic parameters, validates them against business policies and Key
Performance Indicator (KPI) constraints, and produces standardised Business Intent objects that drive
downstream orchestration. The marketplace further integrates a Federated Partner Broker, a Service
Composition module, and a Feasibility Estimator to enable intent-driven, economically fair, and technically viable
service compositions across multiple Digital Service Providers (DSPs). Section 4 details the initial version of the
FLECON-6G Smart Marketplace, focusing on the progress beyond the state of the art for the establishment and
aggregation of beyond connectivity service offers (coming from different digital service providers) , and the
enhancements towards the support of business level intent negotiation and provisioning.
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Figure 3-1 FLECON-6G high-level architecture

The Network of Networks (NoN) Collaborative Framework constitutes the operational backbone through which
FLECON-6G realises cross-domain service federation. Aligned with the GSMA Operator Platform Group (OPG)
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standard and building on the ETSI OpenOP open-source initiative, the NoN framework enables autonomous,
federated Digital Service Providers to advertise, compose, and provision heterogeneous computing, networking,
and Al/ML capabilities across administrative and technological boundaries. The framework is structured around
a set of core functional blocks (including the 6G Resource Facing Service (RFS) Catalogue, the RFS Intent Lifecycle
Management function, the Federation Management layer, and the Intelligence Layer), which together realise
the northbound and east-west interfaces specified in D2.2 [2] . The Intelligence Layer, in particular, acts as the
cognitive orchestration surface of the NoN framework, decomposing service-level intents received from the
Smart Marketplace into concrete resource-level actions and coordinating intent assurance through multi-layer
closed-loop automation supported by Network Digital Twins (NDTs) and Al/ML services. The details regarding
the initial version are provided in Section 5, including the details of the developed components enabling the
discovery, composition and provision of multi-domain services, documenting and showing the components
composing the NoN Exposure layer and Management and control layers. Moreover, this section also includes
research direction towards the support of security and dynamic optimization and SLA between domains.

The Accelerated Programmable Edge Computing (APEC) framework addresses the infrastructure
programmability requirements of 6G at the data plane level. As defined in D2.2 [2] , APEC introduces a unified
layer that combines high-level programmability with hardware and software acceleration to deliver ultra-low-
latency, application-aware processing directly within the network data path. Leveraging domain-specific
languages and specialised compiler toolchains, APEC enables application-specific logic to be compiled, stored in
a Network Function Library (NFL), and deployed onto target acceleration backends, spanning SmartNICs, FPGAs,
and programmable data plane devices, in a vendor-agnostic and intent-driven manner. Two distinct interaction
patterns are supported: a developer scenario, in which network function developers use a semantic abstraction
interface to provide information used leveraged to compile programmable data plane logic; and a user scenario,
in which applications express processing requirements as intents that are matched against the NFL and
translated into accelerator deployment and configuration actions. The initial version documented in Section 6,
details the Semantic programmable abstraction, the platform agnostic compiler and the hardware acceleration
backend enabling the creation and provisioning of novel network functions. Moreover, this section also includes
initial research activities towards the support of deterministic networking.

The FLECON-6G architecture exposes its features to external entities through a selected set of system-level
interfaces designed to ensure resource abstraction and multi-domain interoperability. In accordance with the
system-level view, only boundary interfaces are described, excluding internal component-to-component
interactions.

e These represent the primary access point for Vertical stakeholders interested in advanced services such
as Smart Cities, Factories, or remote surgery. These interfaces facilitate the submission of requirements
through diverse channels, including web portals and LLM-powered conversational interfaces. They
ensure that high-level Vertical requirements are translated into structured Business Intents without
exposing the platform's underlying operational complexity.

e The architecture is structured around a hierarchical chain of intent-based management APls, cascading
top-down across three layers: a Business Intent (Tenant - Smart Marketplace), a Service Intent (Smart
Marketplace - NoN Collaborative Framework), and a Resource Intent (NoN Collaborative Framework -
APEC / infrastructure domain)

e Cross-domain and Federated Interfaces (East-West) support the "Network of Networks" (NoN) paradigm
by enabling interaction between different FLECON-6G instances or external partner platforms. These
interfaces are dedicated to the discovery of federated capabilities, service advertisement, and resource
negotiation across distinct administrative domains, based on the GSMA and ETSI OpenOP federation
standards.

3.1 Intent management and natural language across the FLECON-6G architecture

As detailed before, the FLECON-6G platform leverages intent-based interfaces as its principal interaction
paradigm across all three architectural layers: the Smart Marketplace, the NoN Collaborative Framework, and
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the Accelerated Programmable Edge Computing (APEC) framework. Rather than treating intent merely as a user-
facing service, FLECON-6G embeds intent as the structural glue that connects business requirements, service-
level orchestration, and resource-level programmability into a coherent, end-to-end management chain. This
approach is well aligned with the ongoing standardization and research activities that propose a three-tier level
of intents spanning through the Business, Service, and Resource operational layers.

The Smart Marketplace occupies the Business Operations layer of the FLECON-6G intent hierarchy, acting as the
primary intent handler for tenants, verticals, and service consumers. This positioning is directly aligned with the
TM Forum Autonomous Networks (AN) architecture, which defines the Business Intent as a high-level expression
of commercial and operational objectives formulated without specifying how this should be achieved, or which
underlying resources and services to be used. In order to realize the intent-based management APIs TM Forum
TMF921 formalises the lifecycle through a standardised REST API model. This APl is adopted as the northbound
intent interface of Smart Marketplace, providing the entry point for the structured intents established through
the Smart Marketplace LLM-powered chatbot explained next.

In FLECON-6G the Smart Marketplace also uses an LLM-powered chatbot which allows the verticals and service
consumers to establish their business level intent in natural language and therefore avoiding the establishment
of the structured TMF921 intent expression and lifecycle management request. In detail, upon receiving an
natural language request the Smart Marketplace shall perform the intent normalization, where raw user input is
converted into a structured JSON object using an LLM-based Business Intent Agent and a knowledge graph. This
extracts the targeted service domains, performance metrics, and constraints, translating them into a structured
intent technical format. This is the main natural language entry point to the FLECON-6G architecture, as it allows
verticals a facilitated entry point to the overall framework. This however does not prevent from having other
natural language entry points to facilitate the establishment of different levels of intents (as also contemplated
in the TM Forum specifications)

The intent-manager at the Smart Marketplace uses the normalized intent to identify candidate providers by
assessing them against feasibility constraints like latency, capacity, and SLA compatibility. In practice, the Smart
Marketplace determines the providers capable of satisfying specific service components. Once eligible providers
are identified, the Smart Marketplace triggers the intent negotiation procedure (see Section 4.3.2) which
determines the optimal service bundle considering all the service offers available at the Smart Marketplace. The
request is then forwarded to the underlying DSPs in the form of service level intent.

Following the intent processing chain, the NoN Collaborative Framework occupies the service operations layer
of the FLECON-6G intent hierarchy. At this layer, intents express service-level requirement (i.e. what end-to-end
service characteristics must be achieved across one or more federated domains), without prescribing which
physical resources, network elements, or configuration parameters should be used to achieve them. The NoN
collaborative uses the same TM Forum TMF921 API for the establishment and management intents on the
northbound interface. The NoN collaborative framework processes the incoming service intent, extracting the
required service components (i.e. connectivity type, compute profile, Al/ML functions, NDT capabilities),
performance objectives (i.e. latency, throughput, availability requirements), geographic scope, and possibly
federation constraints (e.g. permitted provider domains, etc). In an analogue manner to the Smart Marketplace,
the NoN collaborative framework determines the optimal bundle of services required to fulfil the end-to-end
service expectations. When the required service composition extends beyond the local domain's capabilities, as
is envisioned in the upcoming 6G scenarios, the NoN collaborative framework activates the federated service
provisioning through GSMA OPG-based EWI. In the southbound towards the local domains, the NoN
collaborative framework also leverages intent-based APls. For the FLECON-6G APEC, the NoN emits a derived
resource intent via the TMF921 southbound interface toward the APEC framework.

The APEC framework occupies the Resource Operations layer of the FLECON-6G intent hierarchy. At this layer,
intents express desired network functionality and performance expectations at the infrastructure level. In other
words, the intent management at this level determines which network functions should be accelerated, on which
nodes, with which hardware targets, and subject to which performance constraints. In detail, this layer translates
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qualitative performance goals submitted to quantitative constraints (such as microsecond latency bounds),
mapped to specific traffic flows and associated with specific pre-compiled network function artifacts that match

these acceleration and latency requirements.
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4 FLECON-6G Smart Marketplace

Current digital-service ecosystems are increasingly characterised by heterogeneity and service abstraction. Cloud
providers, telco operators, edge-cloud platforms, AlaaS vendors, and specialised vertical service providers
expose capabilities through APIs, catalogues, and programmable interfaces. This trend is expected to intensify in
the era of 6G, where complex services will combine resources and functions across multiple administrative
domains. The scope of FLECON-6G Smart Marketplace is to address these issues and provide heterogeneous and
complex services to users, offered by multi-domain stakeholders. This is complemented with zero-touch schemes
for dynamic design, composition, provisioning, end-to-end orchestration, and runtime operation of new ad-hoc
service and network topologies over multiple technological and administrative domains.

This shift requires a common abstraction layer in which digital service providers can expose equivalent or
complementary capabilities under different names, interfaces, pricing units, and SLA descriptions. The FLECON-
6G Smart Marketplace, therefore, relies on a normalised service catalogue that maps heterogeneous offerings
into common service abstractions. This approach is the foundation for a digital ecosystem that becomes
increasingly complex, heterogeneous and intelligent, putting Al/ML and Native Al-driven automation at the
forefront, while facilitating new business models for operators.

In addition to this catalogue, the FLECON-6G Smart Marketplace supports intent-driven negotiation. Instead of
manually selecting provider-specific products, a customer expresses a high-level service intent describing the
desired specifications. The marketplace translates this intent into a structured request, identifies candidate
services and providers, evaluates feasible compositions, and negotiates the final agreement. To solve the
procurement problem, determine which user gets the desired service, from which provider, and at what cost. Al
capabilities have been embedded within the negotiation framework, enhancing baseline game-theoretic
algorithms. Al is treated not only as an external forecasting tool but also as an algorithmic component supporting
provider pre-selection, feasibility estimation, service composition, robustness, and winner determination.

The initial framework developed in this deliverable, therefore, assumes catalogue-based services and focuses on
negotiation, feasibility-aware provider selection, service bundle composition, and prediction-enhanced winner
determination.

The FLECON-6G Smart Marketplace goes beyond the concept of a traditional digital marketplace by introducing
an intelligent, service-oriented platform that supports the complete lifecycle of multi-domain service
procurement. Most existing service marketplaces offered by the hyperscalers (i.e., AWS, Azure Cloud) are
centralized in nature (i.e., they represent a single administrative domain) where the marketplace owner also
owns the resources. A notable exception is Ericsson’s Aduna! whose digital services cater to the telco ecosystem,
and was incorporated as a joint venture with telecom operators included as stakeholders. The FLECON-6G
marketplace still innovates with a much higher emphasis on autonomy, and a bigger focus on innovative 6G
services (e.g., AlaaS, NDTaaS). Its innovation lies in combining service abstraction, intent-driven interactions, Al-
assisted negotiation, feasibility-aware provider selection, service composition and automated procurement into
a unified environment capable of supporting heterogeneous stakeholders across the 6G ecosystem. This
approach enables the seamless discovery, negotiation and acquisition of complex digital services while paving
the way towards autonomous, zero-touch business interactions in future Network-of-Networks environments.

4.1 Architecture design

The Smart Marketplace architecture is organised into two main layers: the Marketplace Portal and the
Negotiation Framework. The frontend provides the user-facing access point of the platform, while the backend
implements the core marketplace logic required for service discovery, intent processing, provider interaction,
feasibility assessment, procurement, and lifecycle management. This separation allows complex 6G marketplace

! https://adunaglobal.com/
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capabilities to be exposed through a unified interface while keeping the negotiation and procurement logic
modular and extensible.

The Marketplace Portal supports user authentication, role selection, and role-based access control, enabling
different stakeholder groups to access the functions relevant to them. Through the marketplace Ul modules,
users can browse the service catalogue, publish provider offerings, submit service intents, access negotiation
workflows, monitor services, receive notifications, and use administrative functions as described in section 4.2.
The frontend interacts with the rest of the platform through an API integration layer, which exposes interfaces
for service catalogue access, intent management, billing and contracts, trust and policy functions, monitoring,
and external partner integration.

The Negotiation framework implements the main business and decision logic of the Smart Marketplace. The
marketplace data and exposure layer maintain communication with the frontend, exposing information to the
API calls. The intent and negotiation layer supports decisions on procurement and service composition. It
processes structured service intents, identifies candidate providers, and evaluates feasibility. The business and
lifecycle services monitor agreements made in the Marketplace and maintain the flow of the renegotiation loop.

The backend also includes a provider integration layer, which connects the Smart Marketplace to heterogeneous
provider domains. This layer abstracts interactions with cloud, telco, edge, NoN, AlaaS, NaaS, and NDTaaS
providers through dedicated adapters and connectors. As a result, the Marketplace can interact with diverse
provider ecosystems while exposing a consistent procurement and negotiation workflow to users.
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Figure 4-1: Smart Marketplace High-Level Architectural Components
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4.2 Web Portal

The Web Portal constitutes the primary user-facing access point of the FLECON-6G Smart Marketplace. It
provides a unified digital interface through which tenants, service providers, administrators, and external
stakeholders can interact with the marketplace functionalities in an intuitive and secure manner. The portal acts
as the presentation and interaction layer of the Smart Marketplace, abstracting the complexity of the underlying
distributed platform components and exposing their capabilities through a coherent user experience.

Within the overall FLECON-6G architecture, the Web Portal serves as a bridge between business users and the
platform's technical functions. It enables users to browse available offerings, publish services, initiate
negotiations, monitor active subscriptions, and manage contractual or administrative operations through a single
entry point.

The Web Portal is designed to fulfil the following objectives:
e Provide unified access to all Smart Marketplace capabilities through a browser-based environment.
e Support multiple stakeholder roles with dedicated views and permissions.
e Simplify interaction with advanced marketplace services through intuitive workflows.
e Enable secure access to distributed components using centralised identity management.
e Facilitate integration of external partner applications and domain-specific tools.
e Offer a scalable and modular frontend foundation aligned with the evolution of the platform.

4.2.1 Technology Baseline

The Web Portal is built on web technologies to support a responsive, scalable, and modular user interface that
aligns with the Smart Marketplace architecture. The current implementation is built with React.js, supported by
Vite for efficient development and fast builds. The portal communicates with backend services via RESTful APIs,
using a centralised API service layer to handle requests and data exchange.

The overall system follows a containerised deployment model, in which the frontend, backend, and database
components are deployed as separate Docker services. This approach ensures portability, scalability, and
simplified integration across different environments, including virtualised and cloud infrastructures. A
gateway/reverse proxy layer is used to manage routing, security, and identity propagation between the Web
Portal and external or internal services. This is particularly relevant for the integration of partner applications
and authentication mechanisms.

The user interface is implemented using responsive web design principles (HTML5/CSS/JavaScript) to ensure
accessibility across devices and platforms. The technology stack is expected to evolve over the project's lifetime,
incorporating additional tools and frameworks as needed to support interoperability, performance, and
integration with other FLECON-6G components.

Security and Access Control

The portal relies on centralised Identity and Access Management mechanisms integrated with the project
security framework. Authentication and authorisation are expected to be supported through Keycloak-based
Single Sign-On mechanisms.

Role-based access control ensures that each stakeholder accesses only authorised functions and data. Indicative
roles include:

e Tenant User

e Service Provider

e Marketplace Operator
e Administrator

e Auditor
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Session management, secure communications, and token-based authorisation are applied across all frontend
interactions.

Integration with External Components

The Web Portal interfaces with the internal Smart Marketplace backend services and additional project
components through secure APIs.

Indicative integrations include:

Service Catalogue APIs

Intent Management APIs

Billing and Contract Management APIs

Trust and Policy Engines

Monitoring and Analytics Services

External partner applications via embedded components or iframe-based integration

This integration model allows external tools and partner services to be presented seamlessly within the portal

environment.

4.2.2 Web Portal Design and Functional Scope

The Web Portal supports a broad set of business and operational functions, including:

a.

Marketplace Navigation and User Dashboard: After authentication, users access personalised
dashboards presenting relevant marketplace information, subscribed services, alerts, and shortcuts to
key functions.

Service Catalogue Access: Users can browse, search, filter, and inspect available offerings such as:

e Network-as-a-Service (NaaS)

e Network Digital Twin-as-a-Service (NDTaaS)

e Al-as-a-Service (AlaaS)

Detailed service pages expose technical characteristics, commercial conditions, availability, and trust
indicators.

Provider Workspace: Service providers can:

e Publish new marketplace assets

e Upload service descriptions and related documentation

e Manage versions and lifecycle states

e Update pricing or contractual metadata

e Monitor adoption and service demand

Intent-Based Request Submission: Users may define high-level requirements through guided forms or
natural language interfaces. Such requests are forwarded to the Business-level Intent Manager for
automated processing and service composition.

Contract and Subscription Management: The portal provides visibility into active services, contractual
status, billing indicators, and lifecycle milestones.

Administrative Functions: Authorised administrators can manage tenants, approvals, policies, user
roles, and platform monitoring views.

High-fidelity web portal prototype mock-ups were designed in Figma (available at this link?) and serve as the
reference for frontend development, providing a visual representation of the Web Portal functionality. The
design covered core portal components and was reviewed and validated within the consortium to ensure

2 Web Portal Figma Designs: https://www.figma.com/design/zRkY680LO3HXINO1TabfJU/FLECON-6G-Marketplace?node-
id=0-1&p=f&t=sw4EwKDgZ1uTbLya-0
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alignment with project requirements. Attention was given to maintaining a consistent user experience across
service domains (Naa$S, NDTaas, AlaaS) while supporting role-based access and interaction.

Several Figma screens are presented below. The first screen illustrates the user registration process, where new
users can create an account by providing basic information. It supports the onboarding of different stakeholder
roles within the Smart Marketplace.

hr—— /
¥ LECON-6G

Registration Form

Figure 4-2: Web Portal Figma Design - User Registration

The following screen displays the authentication interface, allowing users to securely access the Web Portal with
their credentials. It integrates with the platform’s identity management system for secure login.

=
T LECON-6G

Smart Marketplace Login

Figure 4-3: Web Portal Figma Design - User Login

The next screen represents the main dashboard of the Web Portal, providing users with an overview of available
services, navigation options, and quick access to key marketplace functionalities.
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On the site menu, there are options for the user to navigate to screens like “Service Catalogue”, “Digital Twin
Catalogue” and “Intent Negotiator”, but also to the “My Services” screen to visualise services subscribed to (in
case of a Tenant User) or managed/on-boarded (in case of the Service Provider).

The Web Portal includes a chatbot interface embedded within the user interface (visible on the bottom right of
the following screen), providing an alternative interaction mechanism for users. The chatbot supports basic user
queries and guidance, while for more complex requests, it redirects users to the Intent Negotiator for further
processing.

00 § 5o

Slim Touati
Welcome back, Slim Touati
Home @ Logout
Smart Marketplace Overview My Services Quick Access

The FLECON-6G Smart Marketplace provides a unified platform to discover, access, and combine
services across networks, digital twins, and artificial intelligence. It connects providers and users in a

Ultra-Low Latency Naas

secure, multi-domain environment, enabling seamless access to advanced capabilities through a
single interface.

My Services Overview

Users can explore available services, define their ] FLECON-66 Chatbot
requirements, and quickly identify the most suitable Dynamic Bandwid
solutions without dealing with underlying complexity. The |

platform supports intent-based Interactions, allowing
high-level needs to be translated into deployable services. ot ‘
S < |
Y &
A%y 4
‘k— Laad

Figure 4-4: Web Portal Figma Design - Main Screen

Multi-Slice Orch

Explore Mor S

The following screen displays the service catalogue interface, where users can browse, search, and filter available
services across different domains (NaaS, NDTaaSs, Alaas).

'-1=..=;.ECON— o 0 l slim Touati »

Home

Service Catalogue -

serviee Catalogue Network as a Service

Digital-T atalogue
Ultra-Low Latency NaaS Dynamic Bandwidth Broker Multi-Slice Orchestrator

Intent Negotiator , ,

= Provides guaranteed sub-millisecond latency On-demand bandwidth allocation service that Manages multiple independent network slices

network slices for mission-critical 6G scales network resources in real-time based simultanecusly, enabling true network-as-a-
applications including autonomous vehicles on traffic demand and SLA requirements. service delivery for enterprise customers,

and remote surgery. )
By NetScale Ltd By ShiceWarks Inc

Last Updated: 26 days ago Explore More Last Updated: 20 days ago Explore More Last Updated: 4 days ago Explore More

Test service 3

this is to test service adding from frontend 3

Last Updated: | day ago Explore More Last Updated: 1 day ago Explore More

Figure 4-5: Web Portal Figma Design - Service Catalogue

The following screen provides an overview of the services the user has subscribed to or manages, including their
status, usage, and lifecycle information.
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Ultra-Low Latency NaaS Dynamic Bandwidth Broker Multi-Slice Orchestrator

Digital-Twin Catalogue TelecomCore GrbH NetScale Ltd

Intent Negotiator -

Smart City Digital Twin Network Infrastructure Twin

urbanMirror SA © : BV TwinNet Labs

Edge Compute Cluster i Test service

EdgeFirst Corp ebos

Figure 4-6: Web Portal Figma Design - My Services

The following screen illustrates the Service Provider interface for publishing new services, including entering
service details, metadata, and associated files.

e Jennsaim ¥
)
¥ LECON-
A Home Add New Service
E My Services
Add a New Service
select a service category from the below list Upload Files
& Intent Negatiator
Service Details

Maximurn upload file size; 256 M8,

Uploaded Files
a Sarvice file title pal Delate File
B Service file tithe pdf Delete File
B sonvicofiatiiapat Delate File

B

Add bew Service

&

Figure 4-7: Web Portal Figma Design - Add New Service

4.3 Negotiation Framework / Marketplace Backend

This section details the main functional blocks of the Marketplace Negotiation Framework. These components
are responsible for securely exposing data, enabling efficient system operation, controlling the lifecycle, and
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integrating with heterogeneous providers. These layers are abstracted to have a modular and scalable system.
Thus, the marketplace can operate in many different settings and environments with the same software.

4.3.1 Marketplace Data and Exposure Layer

The Marketplace Data and Exposure Layer serve as the backend data and service exposure layer for the Smart
Marketplace. It interfaces with the frontend API Integration Layer and provides the information required by the
Intent and Negotiation Layer. Its role is to maintain and expose the structured data needed by the procurement
engine and related backend components. The layer supports secure access to marketplace information and
ensures that frontend users and backend services operate over a consistent representation of available services
and providers.

The main functional blocks of this layer are:

e 6G Service Catalogue: Maintains the catalogue of services exposed through the Marketplace. It stores
structured service descriptions, technical characteristics, and commercial metadata for available
offerings, such as NaaS, NDTaaS, and AlaaS. The catalogue is used by the frontend for service browsing
and by the negotiation layer for service composition and procurement preparation.

e Provider Registry: Maintains information about the providers participating in the Marketplace. This
includes provider identity, available capabilities, and provider domain information. The registry supports
candidate provider discovery by the Federated Partner Broker and enables the Marketplace to
distinguish among provider types, such as cloud, telco, and edge providers.

e NDTaaS, NaaS Exposure Layer: Provides structured access to Network Digital Twin-as-a-Service and
Network-as-a-Service capabilities. It exposes the relevant service metadata and integration points
required for catalogue browsing, intent processing, and service composition. This block supports
marketplace scenarios where digital-twin and programmable-network capabilities are part of the
requested service.

e AlaaS Model Registry: Maintains information about Al models and Al-based services available through
the Marketplace. It exposes model metadata, service availability, and usage-related information needed
for discovery and procurement. This block supports AlaaS marketplace functionality and allows Al
capabilities to be considered within service composition and procurement workflows.

4.3.2 Intent and Negotiation Framework

The main WP3 contribution of the Smart Marketplace is the realisation of an intent-driven negotiation chain that
connects high-level business requirements with the service and resource orchestration functions of the FLECON-
6G NoN. A tenant can submit a requirement either through the Marketplace Portal or as a natural-language
request. The request is converted into a structured Business Intent, following the common TMF921-based intent
model adopted by WP3. The main functional blocks of this layer are:

e Intent Normaliser: Extracts the requested service type, performance objectives, location, duration, SLA
constraints, and other relevant parameters. These requirements are then used by the Federated Partner
Broker to determine which local or federated Digital Service Providers may contribute to the requested
service.

e Service Composition Engine: Combines the capabilities advertised by these providers into candidate
end-to-end service compositions. The WP3 baseline connects this process with the software catalogues
and federation mechanisms of the NoN-Collaborative Framework. Candidate compositions may
therefore combine heterogeneous capabilities such as terrestrial connectivity, edge or cloud computing,
AlaaS, NDTaas, or connectivity supplied by a federated satellite network operator.

e Feasibility Estimator: Evaluates whether the candidate compositions can satisfy the intent constraints,
while the Winner Determination / Procurement Engine selects the preferred composition according to
the targeted optimisation and procurement criteria. When no acceptable solution exists, the
Renegotiation Manager generates alternative requirements that can be presented to the user.
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Once a composition is accepted, the Smart Marketplace does not perform the resource allocation itself. Instead,
it generates a Service Intent and forwards it to the NoN Collaborative Framework. The NoN then resolves the
selected service into local and federated service components and finally into resource-level provisioning actions.

4.3.3 Business and Lifecycle Services

The Business and Lifecycle Services layer support the operational lifecycle of marketplace transactions after a
service intent has been processed and a procurement outcome has been selected. It manages the business
records, subscription state, billing-related information, SLA follow-up, and service experience data required to
operate the Smart Marketplace in a controlled and auditable way. This layer does not decide which provider to
select. Instead, it records, activates, and monitors the outcome produced by the negotiation and procurement
components. The main functional blocks of this layer are:

e Contract Manager: Maintains the contractual information associated with selected marketplace
agreements. It stores agreement terms, selected provider participation, and service-level commitments.
The Contract Manager is used after procurement to formalise the selected service agreement and make
it available to the frontend and lifecycle services.

e Subscription Manager: Manages the lifecycle state of active marketplace services. It tracks whether a
service is requested, activated, running, suspended, terminated, or renewed. This component provides
the operational link between a confirmed agreement and its ongoing service lifecycle.

e Billing Interface: Provides the interface between marketplace agreements and billing-related processes.
It handles billing events, pricing references, and usage-related charging information. The component is
designed as an interface because the final billing system may be external to the Marketplace.

e SLA / Compliance Manager: Tracks whether active services remain aligned with the agreed service-level
and policy conditions. It monitors SLA status, compliance indicators, and violation events. Its outputs can
support reporting, user visibility, and corrective actions.

e Experience Monitor: Collects service experience and runtime feedback from active marketplace
services. This may include observed performance, service status, and SLA-related signals. The collected
information can be shared with users and fed back into the Feasibility Estimator to improve future
feasibility assessments and renegotiation decisions.

4.3.4 Provider Integration Layer

The Provider Integration Layer connects the Smart Marketplace backend with external provider domains and
Network-of-Networks environments. It abstracts provider interfaces and enables the negotiation and
procurement components to query capabilities, request feasibility information, and receive service status
updates. Its role is to provide controlled connectivity between the Marketplace and heterogeneous provider
systems. The main functional blocks of this layer are:

e Cloud Provider Adapter: Supports integration with cloud provider systems.

e Telco Provider Adapter: Supports integration with telecom provider systems.

e Edge Provider Adapter: Supports integration with edge provider systems.

e Provider / NoN Connectors: Supports connectivity toward provider domains and Network-of-Networks
interfaces. They support cross-domain communication between the Marketplace and external
infrastructure environments.

e AlaaS / NaaS / NDTaaS Adapter: Supports integration with domain-specific service providers exposing
Al, network, and digital-twin capabilities. It enables these services to participate in marketplace
discovery, feasibility assessment, and procurement workflows

This level of abstraction enables the Marketplace to operate in multiple domains in alignment with the Network
of Networks vision. The level of separation makes the marketplace reliable, scalable and efficient.
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4.4 Intent negotiation and the value of Federation
4.4.1 State-of-the-Art and FLECON-6G Advances

Service placement in heterogeneous edge computing systems has been widely studied, including joint service
placement and request scheduling over distributed resources with heterogeneous capacities and service
demands [12] [13], differentiated resource constraints and allocation models [14] [15] [16] , and approximation-
based methods with provable guarantees [17] . These studies establish service placement as a central
optimisation problem in mobile and edge computing [18] . A second research direction considers richer
application structures. Early work investigated the placement of multi-component applications [20] , while more
recent approaches model collaborative edge services, microservice systems, and graph-based applications [21]
[22] [23] . Related studies extend placement decisions to multi-objective settings by considering energy
efficiency, QoS requirements, and service reliability [24] [25] [26] . A third line of research addresses service
placement and orchestration across federated edge and cloud-edge infrastructures. Initial studies investigated
multi-cloud interoperability and coordinated provisioning across providers [27] , followed by federated MEC
placement and edge-federation models supporting cross-domain service deployment [28] [29] . More recent
cloud-edge continuum approaches further consider QoS-aware orchestration and secure placement across
distributed infrastructures [30] [31] . Despite these advances, most existing solutions focus primarily on resource
allocation after service requirements are already defined and generally assume that infrastructure is broadly
accessible. The research does not explicitly treat strict geographic and latency constraints as a structural factor
that can restrict each service component to a sparse and heterogeneous set of feasible facilities. This limitation
becomes particularly important in 6G environments, where federation must coordinate heterogeneous
providers, technologies, and resource domains while satisfying stringent service requirements. FLECON-6G
addresses this gap by embedding federation-aware feasibility and resource allocation within an intent-driven
Smart Marketplace and Network-of-Networks workflow, enabling high-level service intents to be translated into
feasible multi-provider service compositions and, subsequently, into local and federated resource allocations.

4.4.2 Intent Negotiation Procedure

The intent negotiation procedure defines how the Smart Marketplace transforms a high-level customer request
into a feasible service agreement. The procedure is designed as a closed-loop workflow rather than a simple
request-response pipeline. Its purpose is to identify technically feasible service bundles, evaluate their expected
value, and either produce a procurement outcome or return actionable renegotiation feedback to the user.

The process begins with intent submission. The user may describe the requested service via structured portal
fields or via the chatbot interface in natural language. In both cases, the backend must receive a machine-
readable representation of the request. Therefore, natural-language input is translated into a structured JSON
intent, whereas form input is already mapped to the same internal representation. This common representation
allows different interaction modes to feed the same negotiation pipeline.

The first step in the transformation is semantic intent structuring. The submitted intent is usually abstract and
does not directly specify all technical parameters required for service composition. For example, a request may
describe a desired service experience without explicitly defining all performance metrics needed by the backend.
The intent knowledge graph connects this abstract request to concrete service requirements and marketplace
concepts. This creates a bridge between user-level language and the technical parameters required for service
composition and procurement.

Once the intent has been structured, the Marketplace identifies the candidate's provider space. At this stage,
the problem is not yet to choose a winner, but to determine which providers and service domains to consider.
This is where federation becomes operational. The procedure can distinguish between intents that can be
handled within a local provider domain and intents that require cross-provider participation. In this way,
federation is not treated as a generic expansion of capacity, but as a targeted enlargement of the feasible
procurement space.
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The next step is the service bundle generation. Instead of matching the user's request to a single predefined
service, the Marketplace constructs alternative service bundles that may satisfy the same intent. This is
important for 6G use cases, where a service agreement may combine connectivity, edge execution, Al
capabilities, digital-twin functions, and monitoring services. The composition step, therefore, turns the
negotiation problem into an optimisation problem over possible service bundles.

The bundles generated are then evaluated before final procurement. This is one of the key innovative points of
the framework. The system does not rely only on static catalogue descriptions or advertised provider availability.
It uses Al-assisted estimation to assess which candidate bundles are expected to perform better and which ones
are likely to create higher utility. This allows the Marketplace to prioritise promising alternatives before the
winner's determination step, improving scalability and reducing unnecessary negotiation over weak options.

The final allocation step is formulated as a Winner Determination Problem. The procurement engine selects the
provider-service bundle to satisfy the intent, considering feasibility, expected utility, and marketplace
constraints. The innovative aspect is that in this case, Al is not used only as an external prediction module.
Instead, predictions are integrated into the mechanism design and procurement process itself, with the objective
of improving the robustness and efficiency of the market-clearing decision.

If a feasible and acceptable outcome is found, the selected bundle is passed to the business and lifecycle services,
where the agreement can be recorded and activated. If no acceptable outcome is found, the workflow does not
terminate with a failure message. The Renegotiation Manager converts the technical cause of failure into user-
facing feedback through the chatbot interface. The user receives a revised explanation and possible intent
modifications, after which the updated intent can re-enter the same negotiation flow.

The procedure is also supported by historical and runtime feedback. Agreement outcomes, observed
performance values, and service experience information are stored by the Experience Monitor and can be reused
by the estimation, procurement, and renegotiation steps. This creates a feedback loop in which future decisions
can be made based on past marketplace outcomes. The process explained in this section is abstractly shown in
the diagram below.

Overall, the intent negotiation procedure introduces three main innovations.

e It connects high-level user intents with technical service requirements through semantic structuring.

e |t treats service fulfilment as an optimisation and procurement problem over feasible service bundles
rather than a simple catalogue lookup.

e |t embeds prediction capabilities directly into feasibility estimation and winner determination, enabling
the Marketplace to support more efficient and robust negotiation decisions.

These aspects position the Smart Marketplace beyond conventional service catalogues and motivate the
following State-of-the-Art discussion.
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Figure 4-8: Flow Diagram of the Intent Negotiation Procedure

4.4.3 Value of federation, the role of Latency and Marketplace Predictors

The value of federation in the Smart Marketplace is studied with a latency-constrained service allocation model.
In this theoretical experiment, the objective is to characterise when cross-provider service procurement
improves the Marketplace's ability to admit and satisfy customer intents. The key observation is that federation
does not simply increase the number of available providers. Its value depends on how latency, capacity, and
service constraints shape the set of feasible provider-service assignments.

Let P denote the set of providers and let S denote the set of abstract services exposed through the Marketplace
catalogue. Each provider i € P exposes a subset of services C; € S, corresponding to the capabilities it can
deliver.

Customer requests are represented by a set of service intents A . Eachintenta € A requires a bundle of services
S, € S.The intent is admitted only if all required services in the bundle can be delivered. This reflects the fact
that many complex 6G services are valuable only when the complete service bundle is available. For example, an
immersive service may require connectivity, edge compute, acceleration, and quality guarantees, while a digital-
twin service may require telemetry, Al inference, orchestration, and network exposure.

Letz, € {0,1} indicate whether intent a is admitted, and let x; , ¢ € {0,1}

indicate whether the provider i is selected to deliver service s € S, for intent a . If an intent is admitted, every
required service must be assigned to one provider:

Z Xias = Zq» Va€E A, SES, (1)
i€P
If z, = 1, each requested service in the intent bundle must be procured. If z; = 0, no service is procured for
that intent. This constraint, therefore, captures the all-or-nothing nature of complex service intents: the
Marketplace admits an intent only when the full required service bundle can be delivered. Each provider-service
assignment has an associated delivery cost ¢; 4 .

The latter represents the cost for the provider i to deliver service s for intent a. This cost may include operational
costs, activation costs, integration overhead, or upstream procurement costs. The centralised Marketplace
benchmark can then be written as a welfare maximisation problem:
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a€A a€EA SES, IEP

where v, denotes the valuation signal associated with satisfying intent a. The first term captures the total value
of admitted intents, while the second term captures the total cost of procuring the required services from the
selected providers. However, not every provider that exposes a service in the catalogue is feasible for every
intent. Feasibility depends on the specific requirements of the intent, including latency, location, capacity,
availability, and SLA constraints. For each intent-service pair (a, s), we define the feasible provider set as

P(a,s) ={i € P |s € ¢,, icandeliver s for a under the required constraints}.
The allocation problem is therefore restricted to feasible provider-service pairs:
Xigs =0, Vi & P(a,s). 3)

The Marketplace does not negotiate over all advertised services. It negotiates only over provider-service
combinations that are feasible for the specific customer intent. Latency is a key component of feasibility. If intent
a requires service s with latency bound L, ¢, provider i is feasible only if

li,a,s < La,sr (4)

where 1; ; ; denotes the estimated latency for the provider i to deliver service s for intent a. This latency may
depend on geographical distance, network path, processing delay, service location, and provider-side conditions.
The feasible provider set can therefore be written more explicitly as

P(a,s) ={i€P|s€C, ligs < Lgs capacity and SLA constraints hold}. (5)

This formulation separates catalogue availability from actual delivery. A provider may expose a service but still
be infeasible for a specific intent if the latency, capacity, or SLA requirements cannot be met. This motivates the
Feasibility Estimator's role in the Smart Marketplace architecture.

Federation is introduced by changing the set of providers available for procurement. In the non-federated case,
an intent can only be served by providers belonging to the local or home domain. If h(a) denotes the home
provider or home domain associated with intent a, then the local feasible set is

Ptoc(a,s) ={i € P(a,s) | i = h(a)}. (6)

More generally, P¥°¢(a, s) may denote the subset of feasible providers that belong to the same administrative
domain as the intent. In the federated case, the Marketplace can procure a service s from any feasible provider
across participating domains: P4 (a,s) = P(a, s).

Therefore,
Ptoc(q,s) € Phed(q,s). (7

This inclusion captures the value of federation at the service level. Federation does not remove latency, capacity,
or SLA constraints. It only expands the set of feasible providers from which a required service can be procured.

Let W°¢ denote the optimal welfare under local procurement and let W/€% denote the optimal welfare under
federated procurement. Since federation expands the feasible procurement space, W'ed > pw'ec,

The relative gain from federation can be expressed as
erd _ Wloc
Wloc ’

The size of this gain is not determined only by the number of providers in the Marketplace. It depends on the
structure of the feasible provider-service graph.

Gred = wlee > 0. 3)

To capture this structure, we define the average feasible provider-set size as
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a€A SES,

This metric measures how many providers, on average, are feasible for each requested service. Low values of ﬁs
indicate feasibility sparsity: most requested services can be delivered by only a small number of providers. A
second metric captures provider diversity at the intent level. Let P(a) = Usega?(a, s) be the set of providers
that can participate in delivering at least one service required by intent a. Then,

— 1
Dp = 77 ) 1P@L. (10)

aeA

This metric captures how many distinct providers are relevant for each intent. It is important because federation
operates across provider domains, not simply across services. A service intent may have several feasible service
options, but if these options are concentrated within one provider domain, federation adds limited value.
Conversely, when feasible services are distributed across different providers, federation can unlock service
agreements that would not be possible locally.

In the Smart Marketplace, these quantities can be used before the full winner is determined. The Feasibility
Estimator approximates the feasible provider-service sets P(a, s), while the Federated Partner Broker uses them
to determine whether cross-provider procurement is needed or beneficial. If the local feasible sets are empty or
too restrictive for some required services, federation may be necessary for admission. If local feasible sets exist
but are costly or congested, federation may improve welfare. If many feasible providers are already available
locally, the additional value of federation may be limited.

Thus, the value of federation is not determined by the total number of providers or services in the catalogue. It
is a structural property of the feasible provider-service graph. The relevant relation is

Ptoc(q,s) € Pted(q,s), (11)

and federation is valuable when this inclusion meaningfully expands the set of feasible service procurements.
This motivates the use of feasibility sparsity and provider diversity as predictors inside the Smart Marketplace
negotiation framework, supporting stakeholder pre-selection, federated procurement, and prediction-enhanced
winner determination.

4.4.4 Initial Results

This section presents initial simulation results supporting the feasibility-aware federation logic of the Smart
Marketplace. The goal is not to evaluate a final auction or payment mechanism, but to quantify when cross-
provider service procurement improves the admission and welfare of latency-sensitive service intents.

4.4.4.1 Experimental Setup

The evaluation is based on spatially grounded simulation instances generated over a normalised population-
density field derived from the WorldPop dataset [11] . This allows the experiments to capture scenarios where
demand and supply are unevenly distributed, as expected in practical 6G deployments.

On the provider side, the Marketplace includes three types of service-supporting infrastructure: cloud, edge, and
micro-edge facilities. These classes differ in capacity, cost, and processing delay. Facilities are assigned to three
provider domains using a spatial partitioning procedure, creating a multi-provider environment in which each
intent has a local or home provider domain.

On the demand side, the experiments consider three latency-sensitive service classes: V2X, factory, and
holographic services. These classes differ in spatial distribution, latency requirements, and resource intensity.
Each service intent is represented as a bundle of required service components. An intent is admitted only if all
required components can be served by feasible providers.
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4.4.4.2 Experiment Results — Federation Gain

Two procurement regimes are compared. In the non-federated regime, each intent can use only feasible services
within its local provider domain. In the federated regime, the Marketplace may procure each required service
from any participating provider, provided that the corresponding feasibility constraints are satisfied. The
experiments vary the congestion level n and spatial demand and supply structure, and evaluate normalised
welfare, admission rate, utilisation, and federation gain.

Reports the main structural result: the relationship between federation gains and provider-level feasibility
diversity. Provider-level feasibility diversity is measured as the average number of feasible providers available
per requested service component. The results show a strong negative relationship. When few providers are
feasible, local procurement is restrictive, and federation can significantly expand the effective procurement
space. When many providers are already feasible, the additional value of federation decreases.

This relationship is statistically strong, with a Pearson correlation r = —0.77 and Spearman correlation
p = —0.76. The result shows that federation gain is not determined by the total number of providers or
advertised services, but by the structure of feasible provider-service assignments. For the Smart Marketplace,
this metric can serve as an early predictor before the full determination of the winner, helping the Federated
Partner Broker decide whether cross-provider procurement is likely to create value.
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Figure 4-9: Smart Marketplace federation gain assessment

4.5 NDTaaS Exposure Layer within the Marketplace
Role within the Smart Marketplace

The NDTaaS Marketplace is the component of the Smart Marketplace that exposes Network Digital Twin (NDT)
capabilities as consumable offerings to verticals. Within the FLECON-6G architecture, the NDTaaS Marketplace
serves as the business-facing entry point for discovering and requesting NDT-based capabilities. It abstracts the
technical complexity of the underlying NDTaaS Orchestration Framework and exposes NDT-related capabilities
through the common Marketplace interaction model.

The component is not intended to implement the internal execution logic of NDT simulations, emulations, or
low-level NDT lifecycle management. These functions remain under the responsibility of the NDTaaS
Orchestration Framework and the underlying NDT Framework. The NDTaaS Marketplace focuses instead on the
exposure, selection, request handling, and integration of NDTaaS offerings within the Smart Marketplace
workflows.
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Functional Scope

The NDTaaS supports the business-facing lifecycle of NDT services within the Smart Marketplace. In the initial
version, its functional scope is defined at a logical level and includes the following capabilities:

e Exposure of NDTaaS offerings through the Smart Marketplace catalogue.

e Discovery and inspection of available NDT capabilities by authorised users or internal Marketplace
components.

e Collection of high-level requirements related to NDT usage, either through catalogue-based
selection or through intent-based workflows.

e Forwarding of NDT-related service requests towards the appropriate NDTaaS orchestration
functions.

e Retrieval and presentation of relevant NDTaaS status information, when available through the
underlying interfaces.

e Support for the integration of NDTaaS services into broader service composition and assurance
workflows.

The detailed definitions of descriptor formats, service attributes, APl operations, and commercial models will be
refined during the subsequent implementation phases, in alignment with the overall evolution of the Smart
Marketplace and the cross-layer interfaces defined in the project.

NDTaaS Catalogue Representation

NDTaaS offerings are represented in the Smart Marketplace catalogue as service entries describing the
capabilities that can be consumed by tenants or by other platform components. The objective is to enable NDT
capabilities to be discovered and selected in a manner like other Marketplace services, while preserving the
specific information needed to characterise NDT-based offerings. At this stage of the project, the NDTaaS
catalogue representation is expected to include high-level metadata such as:

e NDT domain or scope, for example, RAN, transport, NTN, service-level, slice-level or multi-domain.

e Supported NDT capabilities (e.g., NDT Functions), such as what-if analysis, validation support,
prediction support, or monitoring-assisted evaluation.

e Applicable service or network context, where available.

e Supported KPIs or metrics exposed by the NDT service.

e Abstraction or fidelity level, where this information is provided by the underlying NDTaaS
Orchestration Framework.

e Access conditions, visibility constraints and tenant-related information.

Positioning and Interactions

The NDTaa$S Marketplace is positioned inside the Smart Marketplace as the component that connects business-
level service exposure with the NDTaa$S capabilities provided by the Intelligence Layer. Its main interactions are
expected to involve:

e Web GUI, for presenting NDTaaS offerings to users and enabling catalogue-based browsing and
selection. This GUIl is targeted to be integrated as an iframe into the main Smart Marketplace portal.

e Service Catalogue, for registering, updating and exposing NDTaa$S descriptions.

e NDTaaS Orchestration Framework, for invoking NDTaaS-related operations and retrieving
information about available NDT services, instances or jobs.

Contribution and Initial Development Focus

The initial development focus is to provide the mechanisms required to expose NDT capabilities as Marketplace-
consumable services and to prepare their integration with the NDTaaS Orchestration Framework. The initial
implementation activities will focus on:
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e Defining the functional boundary of the NDTaaS Marketplace component.

e Identifying the minimum NDTaaS metadata required for catalogue exposure.

e Supporting the registration and discovery of NDTaa$S offerings within the Marketplace.

e Aligning the NDTaaS Marketplace with the Web Portal and intent-based workflows.

e Preparing the interaction with the NDTaaS Orchestration Framework according to the interfaces
agreed in the project.

e Supporting validation scenarios where NDT capabilities are required for service evaluation,
assurance or optimisation.

The component is expected to be mainly addressed in PoC3, where NDT capabilities are central to the validation
scenario and where the exposure and consumption of NDT-based services can be exercised in alighment with
the NDTaaS orchestration workflow.

4.6 Workflows

The workflow depicted in Figure 4-10 describes the automated service negotiation process in the FLECON-6G
Smart Marketplace, involving a User, a Marketplace Portal, a Negotiation Orchestrator, and the specialised
components. The User submits a service intent through the Portal, which forwards a normalised, machine-
readable version to the Negotiation Orchestrator. The Orchestrator then drives the process through a series of
stages: identifying candidate service providers, composing a service blueprint based on their capabilities,
assessing the feasibility of that blueprint, and finally negotiating terms with the selected providers. At each stage,
the system checks whether the outcome is viable. If no providers are found, the service cannot be composed,
the blueprint is deemed infeasible, or negotiation fails to reach an agreement, the flow branches into a failure
path that triggers renegotiation and hands off to the Renegotiation Manager.

When renegotiation is triggered, the Renegotiation Manager sends modification suggestions to the Marketplace
Portal, prompting the User to revise and resubmit their intent. Once an updated intent is provided, it is forwarded
to the Orchestrator, and the process restarts at the Stakeholder Pre-selection stage, creating a feedback loop
that continues until either a valid service agreement is reached, or the User abandons the process.
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5 FLECON-6G Network of Networks collaborative framework

This chapter describes the deployment architecture of the FLECON-6G Network of Networks (NoN) collaborative
framework (following the functional architecture described in D2.2 [2] ), focusing on its internal structure,
functional decomposition, and interaction mechanisms. The NoN collaborative framework represents the core
architectural layer enabling the coordination, exposure, and orchestration of services and resources across
multiple heterogeneous domains, including network, compute, and federated environments. The NoN
collaborative framework provides the software foundation for supporting service provisioning, inter-domain
collaboration, and intent-driven service lifecycle management within the FLECON-6G platform.

Building on the architectural principles and functional blocks introduced in D2.2 [2] , the NoN collaborative
framework is structured as a modular system, composed of a set of software components responsible for service
exposure, management and control, federation, composition, optimisation, and resource coordination. These
components collectively enable the realisation of a flexible and interoperable multi-domain environment, where
services can be dynamically composed and operated across both local and federated domains.

The purpose of this chapter is to provide a detailed description of the internal software architecture of the NoN
collaborative framework, focusing on:

e the decomposition of the framework into its main software components
e the role and responsibilities of each component within the architecture
e the interactions between components and their positioning within the NoN layers

Each component is described following a consistent structure, including its role within the framework, internal
logical architecture, supported functionalities, and procedures. At architectural level, the NoN Collaborative
Framework is structured into two main logical layers:

e The NoN Exposure Layer provides the externally visible view of the services, network services,
monitoring information and service management offered by the NoN domain.

e The NoN Management & Control Layer provides the internal logic required to compose services,
coordinate federation procedures, manage local resources and support runtime assurance across local
and federated domains.

In detail, the NoN Exposure Layer represents the interface between the internal NoN environment and external
or upper-layer consumers, providing a structured and controlled way to expose the capabilities of a NoN domain,
as depicted in Figure 5-1. The primary role is to enable the discovery and consumption of services and
management functions offered by the NoN, while abstracting the complexity of the underlying domains and
internal orchestration mechanisms. Through this layer, the NoN presents a unified, technology-agnostic view of
its capabilities, whether realised locally or across federated domains. From an architectural perspective, the
Exposure Layer acts as a mediation layer between Smart Marketplace and the internal NoN Management &
Control Layer. It receives service queries, discovery requests, and service-related interactions, and provides a
structured representation of the services that can be consumed within the NoN environment.

External Consumer
(Applications / Operaters / Platform)
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'
1
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Figure 5-1: FLECON-6G NoN Exposure Layer
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The NoN Management & Control Layer, depicted in Figure 5-2 represents the core operational layer of the NoN
Collaborative Framework, responsible for managing, coordinating, and executing services across local and
federated domains. Its primary role is to process service-related requests, coordinate service composition,
manage interactions with federated domains, and control the usage of underlying resources across
heterogeneous technological environments. This layer provides the internal logic required to translate service
requirements into concrete service instances, ensuring their activation, operation, and lifecycle management.

The NoN Management & Control Layer operates across multiple domains, including network and compute
environments, and supports both local and federated scenarios. It enables the coordination of distributed
services that may span multiple NoN domains, while maintaining a clear separation between inter-domain
interactions and local resource control. From an architectural perspective, this layer interacts with the NoN
Exposure Layer to receive service requests and provide information about available capabilities. At the same
time, it interfaces with the underlying resource environments and domain-specific control systems to realise the
requested services.

The layer comprises a set of functional components responsible for different aspects of service lifecycle
management, including dynamic composition, federation coordination, resource management, and runtime
optimisation. These components work together to enable the end-to-end operation of services within the NoN
framework.

Dynamic Composition

and LCM
Service Resource . Secure Federation .
Management A fedacanion Mgt Communication Federation Mgmt

Partner NoN Collaborative
\ Framework

Runtime Opfimisation
and SLA Assurance

Figure 5-2: FLECON-6G NoN Management and Control Layer

The following subsections describe the main components of the NoN collaborative framework. Each component
is presented according to its role within the architecture, its main logical functions and its contribution to the
overall NoN operation. Detailed interface specifications and cross-component workflows are reported in Section
5.4.

5.1 Baseline components

This section details the assets used as a starting point for developing the NoN collaborative framework, sourced
from other EU-funded projects or open-source communities. The extensions, contributions and enhancements
performed by FLECON-6G in this version mainly provide the following innovations:

e A novel interface following the GSMA OPG3 to enable the advertisement and provisioning of network
services and connectivity among peer federated DSP domains. The implementation of this has been
performed on top of the ETSI OpenOP project as described in Section 5.1.1.

3 https://www.gsma.com/solutions-and-impact/technologies/networks/operator-platform-hp/
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e Initial enhancements towards the support of composition and provisioning of multi-domain end-to-end
services seamlessly spanning across peer federated domains. Further details are provided in Sections
5.1.2, 5.2.1and 5.2.2.

5.1.1 ETSI OpenOP

As discussed in D2.2 [2] the ETSI OpenOP is an open-source initiative hosted within the ETSI SDG ecosystem,
aimed at providing a reusable operator platform for the Telco Cloud. Its relevance to FLECON-6G lies in its
support for service exposure, inter-operator federation, and the integration of heterogeneous southbound
resources across network, edge, and cloud domains. In this respect, OpenOP provides an implementation
baseline for a subset of the NoN collaborative framework functions related to services and resources exposure
and federation enablement.

ETSI OpenOP is aligned with the GSMA OPG* model, which is already identified in D2.2 [2] as the federation
reference for the design of the FLECON-6G NoN collaborative framework. In particular, the GSMA OPG defines
the federation model, including capability exposure and East/West-bound interfaces, while OpenOP provides an
implementation-oriented software baseline that materialises these principles into reusable components and
operational APls. From a software perspective, OpenOP already supports several functions relevant to the
FLECON-6G NoN management & control layer, including the Federation Manager. In particular, it provides
mechanisms for federation establishment through East/West-bound interfaces, supporting the exchange of
information and lifecycle interactions across federated operator platforms.

For these reasons, ETSI OpenOP can be used in FLECON-6G as the baseline for implementing parts of the NoN
Framework Federation Manager, in which local and federated capabilities must be advertised, discovered,
selected, and invoked across autonomous DSPs. The current ETSI OpenOP implementation and the GSMA
Operator Platform specification focus on the edge computing resources and applications. In this context,
FLECON-6G will build on OpenOP, while introducing the architectural and functional extensions required to
support the full NoN vision. The extensions to the ETSI OpenOP include mainly:

(i) broader service and resource models to enable discovery and advertisement of 6G and Non-
terrestrial network services

(ii) support for exchange of monitoring information based on subscriptions

(iii) integration with the intent-driven operational workflow of FLECON-6G.

5.1.2 Multi-domain orchestration framework

The NoN collaborative framework shall also reuse and extend assets developed by NXW for other EU-funded
projects (such as HEXA-X-Il >and INTEND®). In particular, the Dynamic Composition and LCM, and the 6G Service
& Networking Offering Exposure components shall benefit from an existing baseline. The main targeted
contributions of FLECON-6G are as follows (refer to Sec. 5.2.1 and 5.2.3 for further details):

e Dynamic Composition and LCM: The baseline shall be a multi-domain orchestrator offering a service
blueprint catalogue and lifecycle management capabilities targeting the management of services
spanning across satellite and terrestrial networks. The extensions target the update to the service
blueprint models to enable management across federated domains, and the extension to support
broader composition of services and resources.

e 6G Service & Networking Offering Exposure: The baseline leverages the TMForum-based adaptation
layer, enabling the establishment of service and product specifications (using TM Forum 633, 640 [5]
and 641 [6] specifications). The extensions enable the automated translation of the novel service
blueprints into TMF-based specifications.

4 https://www.gsma.com/solutions-and-impact/technologies/networks/operator-platform-hp/

5 https://hexa-x-ii.eu/

6 https://intendproject.eu/
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5.2 Architecture design

The architecture of the FLECON-6G NoN collaborative framework is designed to support the coordinated
exposure, composition, management and operation of distributed services and resources across multiple
heterogeneous domains, while ensuring modularity, scalability and interoperability.

5.2.1 Dynamic Composition and LCM

The Dynamic Composition and Lifecycle Management (LCM) block is responsible for the end-to-end service
composition and lifecycle management. As depicted in Figure 5-3, this component contains mainly: (i) a
catalogue of service blueprints which model the end-to-end service characteristics, referencing the underlying
service and resources from the internal and the federated domains; (ii) a lifecycle management service, which
controls the finite state machine of the end-to-end services. On the northbound side, each of these components
offers its own API. The Service Catalogue Management APl enables querying, onboarding, and management of
service blueprints, while the Service LCM APl exposes provisioning, termination, and service instance
modification APls. On the southbound, this component interfaces with the Service Resource Manager and the
Federation Manager in order to: (i) retrieve the available services (to enable the creation of the service
blueprints); (ii) request the provision, termination, and modification of instances composing the end-to-end
service according to the requested lifecycle management action. This component also includes a Dynamic service
composition block, which is responsible for the automated creation of service blueprints based on the available
underlying services.
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Service LCM API Management AP|

Service LCM NBI APIs Catalogue NBI APls
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Figure 5-3: Dynamic Composition and LCM Architecture

The initial version of this component is based on a multi-domain orchestrator (see Section 5.1.2), as detailed in
Figure 5-3, where the extensions and updates have mainly focused on the extensions to enable the multi-domain
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service composition innovation of the FLECON-6G NoN framework (current frameworks focus mostly on the
discovery and provisioning, but not on the mechanisms for the composition):

e The information and data models of the service blueprints, to enable the composition of the
heterogeneous underlying services and resources as required by the NoN framework vision.

e The drivers towards the southbound components to interface with the Service Resource Manager and
the Federation Manager.

The screenshots of the NoN Multi-domain service catalogue are shown in Figure 5-4 and Figure 5-5. As depicted
in Figure 5-4 the catalogue includes different specifications for different resources from the underlying domains,
and from the peer federated domains. Moreover, Figure 5-5 depicts the internal details of an end-to-end service
blueprint which includes a non-terrestrial (NTN) network connectivity (coming from a peer federated domain),
a 5G non-public network and an edge compute application.

(C SERVICE CATALOGUE

Upload Service Blueprint JSON file | [I] | no Fie upioases

Filter c
Name Version D Actions

Halfed ZoneA federated satellite connectivity 5.1 4a7cb651-8566-4521-8256-4blc6ab9daTh T . &

Halfed ZoneA 5G NPN connectivity 51 1715f26b-564-4948-baca-6eeTIbdeeeda L . (2

Halfed ZoneA edge Al application 5.1 01a9a66d-dc23-4ar2-9795-00266039lea2 L . &

ZoneA edge application with NPN and federated satellite connectivity 51 18553b64-8125-46a0-b9aa-3fee5237dc03 T . &,

Items per page: 10 - 1-40f4

Figure 5-4 NoN Service Blueprint Catalogue
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Service Catalogue Details

Description: Composite MDO blueprint combining the ZoneA edge application, local 5G NPN connectivity, and tederated N1 N satellite connectivity

Services Spec

Component Blueprint Name Version Domain Federation Context Service Spec

satellite NST_NTN_LOW_LATENCY_HA 1.0 SATELLITE 6a6375b9542a4493a0acco63

oint"™: "9993c8cB-bcB4-2245-45f7-ce@7b29cBade”,

"downlink_latency": "
"availability": "99,9999"

npn ZoneA 5G NPN connectivity 1.0 5G_NPN
"zoneld" neA”,
"serviceDescriptorId”: "npn-industrial-@é1"
¥
compute ZoneA Edge Al service monitoring 10 COMPUTE ,
application - “clusterId”: "55a3c@c9-2245-4af7-bcB4-ced7b29cBade”,

"zoneIld": "ZoneA",
"serviceDescriptorId”: "4a65d583-6b36-46e3-8c15-ad6bc71d4b3a"
T

Figure 5-5 NoN end-to-end Service Specification

5.2.2 Dynamic fairness for federated resource allocation

Effective federation of resources and services can be enabled through dynamic fairness and federation
mechanisms. These mechanisms can be directly implemented within FLECON-6G's architecture at various layers,
depending on the application scenario. The algorithms described in Sec. 4.4 focus on the business and end-to-
end service intent composition, while the algorithms in this section focus on pervasive composition of the
federated services and resources.

More specifically, the ongoing work examined effective federation settings in which resources and information
are pooled across different actors (e.g., infrastructure providers or verticals) and leveraged their
complementarity to improve performance and reduce service costs. The analysis identified the federation (or
collaboration) planning problem as a core technical challenge. This problem concerns how joint service requests
should be served, how the resulting costs should be shared, and how the resource contributions of the different
actors to the federated platform should be determined. The answers to these questions are hampered by a set
of unique technical challenges, including the dynamism and heterogeneity of the requests and tasks these
federations need to serve, and the unpredictability of the actual costs or performance induced by different
federation rules.

Based on this analysis, an initial technical direction was defined around dynamic fairness rules, which solve the
federation planning problem through Online Learning (OL). The work carried out so far has focused on
formulating the problem setting, ensuring that the federation assigns a fair cost to each servicing actor over the
entire system's operation, despite unknown requests and cost components. The activity also considered the
need for two-sided fairness, guaranteeing fair service for all users, and ultimately reaching a desirable two-sided
fairness equilibrium.

In addition, preliminary work was conducted on federated platforms specifically for intelligent services, where
the fair federation is realised at the level of training joint Al models. In this context, multi-task learning (MTL)
was identified as a promising paradigm, allowing a model to be jointly trained by, and for, different tasks. In this
way, not only can resources be saved, but also learning performance can be improved. Finally, fully decentralised
federation mechanisms were reviewed, in which actors exchange resources and services directly, using
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lightweight and even money-free schemes in a tit-for-tat fashion, reaching a collaborative bargaining
equilibrium.

The overall contribution during this period was therefore the definition and structure of a fairness-driven
approach to resource federation, translating the broader project objectives into concrete technical dimensions.
In all scenarios, the concrete algorithmic results and full-scale validation, which are still ongoing, will provide
transparent, interpretable, and guaranteed operation of the federated system, thereby ensuring that the actors
will be incentivised to participate. This is an approach to achieve trust and collaboration through practical
fairness measures.

5.2.3 6G Service & Network Offering Exposure

The 6G Service & Network Offering Exposure block is the part of the NoN Collaborative Framework responsible
for exposing the service and network offerings of the local NoN domain toward upper layers, as shown in Figure
5-6. Its role is to provide a structured, policy-controlled view of offerings through which external consumers can
discover, select, and invoke available services without being exposed to the domain's internal implementation
details. In this sense, the block serves as the northbound exposure point for the NoN framework, translating
internally managed capabilities into consumable service and network offerings. The initial version is based on
the implementation of service catalogues and activation mechanisms based on TM Forum TMF 633 [7] and TMF
640 [5] specifications. In detail, the TM Forum 633 [7] Service Catalog Management APl is a standardized RESTful
API specification that enables DSPs to define, manage, and share their catalog technical services. It acts as a
single point for the provider's service offerings, detailing the functional characteristics, dependencies, and life
cycles of services before they are provisioned or instantiated (decoupling the service definitions from underlying
operational systems). In this case, it shall enable the FLECON-6G Smart Marketplace to retrieve the service level
specifications of the offers provided by the DSP, and also internally to possibly determine service bundles to fulfil
complex service intents.

TMF 633 Catalogue TMF 640/641 Service
Mgmt API Management API O TMF 921 Intent LCM API
TMF 633 TMF 640 / 641 ‘ [ TMF 921 ]
I I '
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Service o9 Records
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and update
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[ Stmague J Dynamic Composition and LCM Plugin
[Polling service)

Dynamic composition and LCM Dynamic composition and LCM
LCMAPI catalogue API

Figure 5-6: NoN 6G Service & Network Offering Exposure

The architecture of this initial version is depicted in Figure 5-6. As depicted in the figure, this component is mainly
composed of three blocks:

e TMF product activation service: Provides a standardised REST API, following the TM Forum 640 [5]
specification, for managing a service catalogue, covering service candidates, service specifications, and
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service categories. It decouples the service layer from the product layer. Moreover, this component
defines a standardised REST API following the TM Forum 641 [6] specification for placing and tracking
service orders, translating product-level customer orders into concrete service-level instructions, and
managing the lifecycle of a service order.

e TMF 633 Catalogue Service: Defines a standardised REST API, following the TM Forum 633 [7] , for
managing a product catalogue, enabling DSPs to create, retrieve, update, and delete product offerings,
product specifications, and associated pricing. It supports complex product structures, including
bundling, relationships, and lifecycle states.

e Dynamic composition and LCM plugin: this block is responsible for implementing the driver and
adaptation logic enabling the provisioning and the automated translation of service blueprints into TM
Forum 640 and TM Forum 633 formatted service and product offers.

On the northbound side, this component provides the FLECON-6G Smart Marketplace with aggregated DSP
offers. Moreover, the service and product catalogues enable intent-based provisioning of services through the
Intent Manager component in the NoN Intelligence Layer. On the southbound side, as detailed earlier, this
component primarily interfaces with the Dynamic composition and LCM.

The initial version is based on the software baseline described in Sec. 5.5, with the updates required for new
information models provided by the Dynamic composition and LCM. Figure 5-7 shows a part of the TMF 633
based service specification automatically generated from the end-to-end service blueprint retrieved from the
service catalogue.

Service Component Specification Details

Name: NST_NTN_LOW_LATENCY_HA
Id: nst-ec21-001
Type:

Version: 10

Specification Characteristics

Name Value Type Description Values

domain

zoneld

servicelnterfacePoint

uplink_latency

downlink_latency

availability

string

string

string

integer

integer

number

“SATELLITE"

"ZoneA"

"9993c@c8-bcB4-2245-4af7-ceB7b29cBada”

20

20

99.9999

Figure 5-7: NoN Exposure layer service specification

5.2.4 Federation Manager

In FLECON-6G, the Federation Manager is the functional block that realises the GSMA-compliant E/W federation
plane within the NoN collaborative framework. It provides the logic for exposing local capabilities in a structured
way, requesting and consuming remote services when needed, and coordinating the lifecycle of federated

services and resources across autonomous NoN domains. In detail, the Federation Manager is the component
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through which the internal domain obtains the activation of services on external federated NoN domains and,
conversely, coordinates the activation of services requested by federated peers within the local domain. It is
therefore not limited to exchanging federation information but also mediates the operational transition from
federated requests to concrete service activation workflows. This makes the Federation Manager the main
software mediation point between the internal service environment of a NoN and the external federated NoN
ecosystem.

Within the FLECON-6G architecture, the Federation Manager is positioned at the architectural boundary
between the local NoN domain and peer federated NoN domains. It connects local service providers and
management functions with peer Federation Managers in external domains, thereby enabling service exposure,
discovery, negotiation, service activation coordination, and lifecycle management in a standards-aligned
manner. On the local side, it interfaces with the environments that provide the actual resources and services to
be exposed, including edge/cloud resources, application lifecycle functions, and operational status information.
On the federated side, it interacts with external Federation Managers to advertise local capabilities, discover
remote capabilities, and coordinate the procedures required to use them. The relationships established at this
level are transparent to the FLECON-6G Smart Marketplace, which acts as a business level aggregator of services.
In other words, the Federation Manager allows the establishment of relationships between DSPs to enable the
creation of services that go beyond the capabilities of each one of them. For example, a Mobile Network
Operator may establish a peer relationship with a Satellite Network Operator to offer end-to-end connectivity
services in remote areas, and expose this to the FLECON-6G Smart Marketplace, which shall aggregate the offers
from all the DSPs.

create federation

deploy network update federation

install instance
delete instance

onboard application

delete application subscribe

service instance
get network services

get federation
delete fedration

O

update application
view application

update instance
view instance

unsuscribe

Network Service Federation Management Application onboarding Application deployment Monitoring Subscription

Management API API API API Management AP|
| 1
Application onboarding Application deployment Monitoring Subscription
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management management Management
e Ca> ederation” 7 Applicatio > — o
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subscribe
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I [

Availability zone info
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Figure 5-8: Federation Manager Architecture

The Federation Manager is used by the Dynamic Composition and LCM to manage interactions with federated
NoN domains. In particular, it provides the federation-facing mechanisms needed to request service activation,
exchange operational information, negotiate or confirm the use of remote services, and maintain the lifecycle of
federated services. On the local side, the Federation Manager relies on the NoN service management
environment to trigger the actual activation of services inside the domain. At the current architectural stage, this
internal interaction is expected to involve the NoN Service Resource Management.
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The internal architecture of the component is depicted in Figure 5-8, highlighting the components which will be
used from the ETSI OpenOP framework, while in green we identify the components developed for this initial
version (see 5.1.1 for further details regarding the ETSI OpenOP services)

As illustrated in the figure, this initial version mainly includes a new Network Service Manager component which
is responsible for aggregating and enabling the provisioning and configuration of network connectivity (including
5G, Non-public networks and non-terrestrial connectivity). To support advanced NoN federation scenarios
involving connectivity, transport, slicing, and heterogeneous access technologies, the FLECON-6G architecture
proposes a model-driven representation of network services.

This model is proposed as a complementary extension of the GSMA East/West federation model, enabling the
exchange of richer network service abstractions while preserving compatibility with existing federation
procedures. The approach leverages GSMA GST NG.116-inspired [4] service characteristics to describe network-
oriented capabilities in a structured and interoperable manner. The objective of the model is to allow a NoN
domain to expose offered network services as consumable entities, including their technical characteristics,
supported service areas, access points, supported data networks, and availability across zones. In practice, the
proposed model is centered on the OfferedNetworkServiceData abstraction, which represents a network service
exposed by a DSP domain through the federation framework, including (refer to Annex | for the full information
model):

¢ Unique service identifier and descriptive metadata

¢ Network service performance, reliability characteristics, and coverage service areas inspired by GSMA
GST NG.116 attributes

e Service access points through which the service can be consumed, enabling the stitching of the network
connectivity

The initial version of the proposed solution also includes two different transformation functions (TF). The TF
enable the adaptation of the generic requests to the infrastructure management-specific primitives. For
example, the EdgeCloud TF allows translating edge computing requests to cloud Kubernetes-based
orchestration or other application orchestration platforms, effectively acting as the adapter between the
standardized northbound interface and the underlying container orchestration layer. The initial version includes
a Network and EdgeCloud transformation functions (TF), which enable the advertisement and provisioning of
network and edge resources using the underlying platform, namely a 3GPP-based network slice management
function providing 5G network slices, and a Kubernetes-based edge application orchestrator. In this sense, the
Network Service Manager includes the endpoint for the query and advertisement of the
OfferedNetworkServiceData and the endpoint for the provisioning of the network services supporting the
FLECON-6G network service advertisement and provisioning innovation described before. Figure 5-9Figure 5-10
and show the docker container based deployment of the NoN federation manager. In the figure, the eucnc-v7-
fm-partner (and the postgres and mongodb containers) corresponds to the ETSI OpenOP federation manager,
while the eucnc-v7-nsm-b corresponds to the Network Service Manager.

istry.nextworks.it/network-service-manager:flecon6g-dev
eucnc-v7-network-domain-tf-federated I stry.nextworks.it/network-domain-tf:flecon6g-dev 128
eucnc-v7-postgres-nsmf postgres:16 Up 3 32/tep

eucnc-v7—fm-partner rd-registry.nextworks.it/federation-manager:flecon6g-dev E 8.8.8.0:8989->8989/tcp, [::]:8989->8989/tcp
eucnc-v7-mongodb-partner mongo ays 27017/tcp

Figure 5-9: NoN Federation Manager deployment

Moreover, Figure 5-10depicts the logs of the Network Service Manager, showing that after the federation is
established the peer federated domains uses the offered-network-services endpoints to retrieve the available
network connectivity offers.
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Figure 5-10: NoN Federation Manager Network Service Manager logs

5.2.5 Secure and trusted federation extensions

The FLECON-6G platform adopts a centralised security approach based on identity and access management,
secure component interaction and data protection mechanisms.

Authentication and authorisation (authN/authZ) are handled by Keycloak, a centralised security component of
the system. Both users and services authenticate via Keycloak and obtain access tokens that include role
information. Based on this, RBAC is applied, where roles are defined in Keycloak and enforced by the receiving
components to control access to system resources. Keycloak is a widely used open-source Identity and Access
Management (IAM) solution that supports standard protocols such as OAuth 2.0 and OpenlID Connect, enabling
secure and interoperable identity management across heterogeneous environments.

It enables centralised identity management, token-based authentication, and RBAC, allowing roles and
permissions to be defined and enforced across system components. From a system perspective, FLECON-6G
components are treated as independent services that interact with each other. To secure these interactions,
services authenticate as clients in Keycloak and use the issued tokens when invoking other components. Each
component validates incoming tokens before granting access. In this way, components do not implicitly trust
each other but rely on Keycloak-issued tokens to establish trust.

Beyond providing authentication and authorisation services, the proposed approach integrates identity and
access management telemetry into the Trustworthy Al & ML Operations framework. Security-related events,
including authentication attempts, token usage, session activity, and administrative actions, are transformed
into trust indicators that enable behavioural trust assessment of users and services. This extends traditional
identity and access management beyond access control, supporting trust-aware decision-making across the
FLECON-6G ecosystem.

Data protection is considered both during transmission and storage. Communication between components is
secured using Transport Layer Security (TLS), ensuring the confidentiality of the data exchanged. At the same
time, data at rest is protected through appropriate mechanisms such as encryption and access control,
depending on the underlying platform. Data integrity is ensured through authenticated interactions, controlled
access, and monitoring of system behaviour.

Security-related events generated by the identity and access management system are made available to the
Trustworthy Al & ML Operations framework in the Intelligence Layer. These include authentication events, token
usage, session activity, and administrative actions. The framework processes this data to derive trust indicators
that support trust aware decision making within the FLECON-6G platform.

5.2.6 Service Resource Management

Service Resource Management is responsible for interfacing with the management systems for local resources
in a NoN domain across multiple technological domains, such as network and compute environments. It provides
the internal capability to model and orchestrate services and resources for end-to-end service instantiation and
lifecycle operations within the NoN Collaborative Framework.
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The Service Resource Management, depicted in Figure 5-11 is a unifying component that can handle multiple
local domains within the same NoN deployment. In this sense, it enables the coordination of heterogeneous
resource environments, allowing services to be instantiated by leveraging both network and computing
resources consistently.

Service LCM AP Inventary API

Service Resource Manager AP|

[ Unified domain management service ]

domain TF
inventory

Per Domain LCM Transformation

Plugin

Figure 5-11: Service Resource Management architecture

While the Service Resource Management operates strictly on local resources, the managed services may be
exposed to external partners through the NoN exposure and federation mechanisms. This makes it a key internal
component for supporting both local service execution and the exposure of capabilities toward federated NoN
domains.

On the northbound side, Service Resource Management is used by the Dynamic Composition and LCM functions
to enable service activation within the local domain. It provides the mechanisms needed to allocate and associate
local resources to service instances, supporting their lifecycle operations. On the southbound side, it interacts
with the different local resource domains, including network infrastructure and compute platforms, through
domain-specific control systems. This allows the component to manage heterogeneous resources while
maintaining a unified control point within the NoN domain. In the case of an APEC-enabled domain, this
component shall leverage an intent-based LCM transformation plugin. Figure 5-12 shows the logs of the specific
implementation targeting the allocation of the edge computing which transform the generic resource
instantiation request into a request to be processed by the application orchestrator.

Figure 5-12: NoN application transformation plugin logs

5.2.7 Runtime Optimisation and SLA Assurance

In the FLECON-6G architecture, the Runtime Optimisation and SLA Assurance is responsible for ensuring that
deployed services continue to operate in accordance with their defined objectives and service-level
requirements within the NoN collaborative framework. It provides the capability to monitor service behaviour,
evaluate compliance with the service objectives, and support the identification of optimisation actions during
service execution. The initial implementation leverages the Closed-loop Governance and Coordination Engine of
the NoN Intelligence Layer, which is fully documented in D4.1 [9]. Refer to Section 5.3 and D4.1 [9] for further
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details regarding the provisioning of multi-domain closed-loops enabling the automated assurance of the
service.

5.3 Network of Networks Intelligence Layer

This section provides an overview of the FLECON-6G Intelligence Layer functionality and services documented in
D2.2 [2] and further detailed in D4.1[9], in order to provide the reader a clear comprehension of the FLECON-
6G Intelligence Layer.

The Intelligence Layer is structured around an Agentic Al control framework, which integrates the Business
Intent Management Function (Business IMF) and the End-to-End (E2E) Service Intent Management Function
(Service IMF) within the FLECON-6G architecture. The E2E Service IMF then decomposes the Service Intent into
Resource Facing Service (RFS) compositions, enabling downstream service and resource orchestration across the
underlying network domains.

The Intelligence Layer further integrates a Closed-loop Governance and Coordination Engine alongside two
specialised subsystems: the NDTaaS Orchestration Framework and the Trustworthy Al & ML Operations
framework. The Closed-loop Governance and Coordination Engine automate the provisioning and coordination
of multi-layer closed loops for continuous SLA monitoring, anomaly detection, and cross-domain conflict
resolution, following ETSI ZSM closed-loop management principles. The NDTaaS Orchestration Framework acts
as the control and exposure plane for Network Digital Twins across heterogeneous domains, enabling intent pre-
evaluation, multi-domain what-if analysis, and NDT-assisted verification of candidate automation actions before
their enforcement on the live infrastructure. Complementing this, the Trustworthy Al & ML Operations
framework governs the full Al/ML lifecycle across training, deployment, inference, and drift monitoring, ensuring
that only validated and explainable models feed the cognitive closed loops and the NDT calibration pipelines.
Together, these components realise an intelligence layer that is simultaneously intent-native, Al-driven, and
trustworthy, providing the cognitive backbone required for scalable, autonomous, and SLA-compliant
management of 6G networks of networks.

5.4 Interfaces and workflows
5.4.1 Dynamic Composition and LCM

The Dynamic Composition and LCM component, described in Section 5.2.1, exposes and consumes interfaces
related to service composition and lifecycle coordination within the NoN collaborative framework. These
interfaces support the creation, update, retrieval and management of composed service configurations. Through
these interfaces, the component can receive service inputs, retrieve available local and federated service
capabilities, evaluate possible combinations of service components and derive a service composition that can be
activated through the appropriate orchestration, resource management and federation functions.

The component interacts with the Service Resource Management component for local capabilities and with the
Federation Manager for federated capabilities. It focuses on composition and lifecycle coordination, while
resource-level execution and external-domain coordination remain delegated to the appropriate NoN
components.

Table 5-1: NoN Dynamic composition and LCM initial version interfaces

Interface Description Method/URL Input Output Notes
Name
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Service Exposes the | GET /service-catalogue Optional Service Onboarding
Catalogue multl—' GET /service- query Blueprints serV|‘Cfe '
Management | domain . . parameters specifications

) catalogue/{serviceBlueprintid} o
API service via this
catalogue interface
allows DSP
admin users to
create new
service

compositions.

Service LCM Enables the | POST /service-lcm/ Service Service -
API LCM.of CET femrifines .quep.r!nt Instance
multi- . identifier &
. lcm/{servicelnstanceld} . i
domain configuration
services. parameters

5.4.2 6G Service & Network Offering Exposure

The 6G Service & Network Offering Exposure component, described in Section 5.2.3 exposes interfaces for
discovering and inspecting service and network offerings available within the DSP domain. These interfaces allow
upper-layer consumers, such as the Smart Marketplace, to retrieve a structured, policy-controlled view of the
services that the NoN collaborative framework can offer. The exposed information includes local and federated
service offerings, service areas, access points, availability information, SLA/SLO characteristics and capabilities
made available through federation mechanisms.

The component enables the hiding of internal service/resource management logic, providing an abstracted view
of offerings that upper-layer systems can use to discover and select available capabilities before service
composition and activation are triggered through the appropriate NoN management and control functions. As
detailed previously, the APIs exposed by this component follow TM Forum specifications:

e TM Forum 633 [7] API for the lifecycle management of product offerings, product specifications, and
associated pricing within the DSP domain.

e TM Forum 641 [6] for enabling product-level customer orders, translating into service-level instructions
and their lifecycle

Future versions of this component may use different specifications to enable other service-offering APIs and
interfaces.

5.4.3 Federation Manager

The Federation Manager component, described in Section 5.2.4, provides the federation-facing functions of the
local NoN domain, building on the GSMA Operator Platform APIs and the ETSI OpenOP software baseline for
federation context management and East-West interaction with peer domains. The interface specification
described in this section focuses on the FLECON-6G extensions introduced on top of this baseline. FLECON-6G
adds a Network Service Manager (NSM) module within the Federation Manager, implementing dedicated APls
for the advertisement and lifecycle management of the network services, adopting the data models described in
“Annex |: Network Service Information ” for the representation of offered network services.

The NSM interfaces enable federated NoN domains to exchange information on available network services and
connectivity capabilities, including service characteristics, service areas, access points, supported data networks,
and service availability. They support the lifecycle management of federated network services, allowing a peer
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domain to activate a selected network service, retrieve its runtime status, and terminate it when it is no longer
required. These interfaces complement the GSMA OP/OpenOP federation procedures by extending the
federation plane beyond application and edge/cloud capabilities towards network service exposure and

activation.

Table 5-2: Federation Manager initial version interfaces

Interface Description Method/URL Input Output Notes
Name
Federated Interface used GET Federation List of activable | Internal NoN
Service internally by the | /federation/serv | context federated Components Facing
Lifecycle other NoN ices identifier, services, APIs that allows to
Manage- components to POST target federated coordinate a service
ment request lifecycle . service service instance | that must be realised
) /federation/serv | ° - .
operations for ices identifier, records and in a federated
services realised selected lifecycle domain. The
through peer GET partner/zone | operation Federation Manager
NoN domains, /federation/serv | information status. handles partner
including ices/{federatedS | and service selection and
discovery of erviceld} activation federation-facing
activable DELETE parameters. interaction with the
services, /federation/serv selected peer
activation,. ices/{federatedS FeQeration Manager,
status retrieval erviceld} while the peer
and termination domain remains
of federated responsible for
services. internal activation via
domain orchestrator.
Offered Retrieves GET Federation Offered E/W GSMA
Network network /{federationCon | context network service | Enhancement APIs
Services services offered | textld}/offered- | identifier descriptions, used to discover
Discovery by a peer NoN network- and optional | including service | network services
domain within a | services query filters, | characteristics, exposed by a
federation such as service areas, federated domain.
context, service access points, The exchanged
including service identifier, supported data | information follows
characteristics, service type, | networks and the offered network
service areas, service area, | availability service data model
access points, data network | information. described in Annex I.
supported data name or
networks and availability
availability. constraints.
Federated Enables lifecycle | POST Federation Network service | E/W GSMA
Network operations for /{federationCon | context activation Enhancement APIs
Service network textld}/network | identifier, response, used to coordinate a
services realised | -service/lcm selected federated network service that
through peer offered network service | must be realised in a
NoN domains, network record and federated domain.
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/{federationCon
textld}/network

service/lcm/{fed
eratedServiceld}

including GET service lifecycle
activation, /{federationCon | identifier, operation
status retrieval textld}/network | target zone status.
and termination | - information

of federated service/lcm/{fed | and network

network eratedServiceld} | service

services. DELETE activation
parameters.

The Federation
Manager handles the
federation-facing
interaction with the
selected peer
Federation Manager,
while the peer
domain remains
responsible for
internal activation via
its domain
orchestrator.

5.4.4 Service Resource Management

The Service Resource Management component, described in Section 5.2.6, exposes and consumes interfaces
related to the management of services and resources within the local NoN domain. These interfaces support
local service retrieval, resource availability discovery, service-resource mapping, resource allocation, resource
state management and interaction with domain-specific resource management systems through dedicated

adapters.

In federated scenarios, the Service Resource Management component remains responsible only for the local
domain. It can provide local capability information to the Federation Manager for controlled federation
exposure, while capabilities offered by external domains are accessed through the Federation Manager rather
than through direct remote resource control.

Table 5-3: NoN Service Resource Management initial version interfaces

Interface Description Method/URL Input Output Notes
Name

Service Coordinates the POST /managed- Service Service For locally

LCM API lifecycle of services services instance Instance | provided services,
managed through the GET /managed- requests Records | the Service
NoN framework, . Resource
. . . services
including available, Management
activation, status GET /managed- component
retrieval and services/{serviceld} interacts with
termination, DELETE /managed- local .
regardless of whether services/{serviceld} orchestration and
the required services resource control
are provided locally. functions.

Inventory | Enables the retrieval GET /service- Optional filter List of

AP| of underlying service catalogue parameters service
and resource (service type, | descriptors
descriptors using a etc)
common format

© FLECON-6G, 2025

Page | 55




——T
D3.1 Frameworks for collaborative and distributed 6G network of networks (initial version) T LECON-6G

5.4.5 Workflows

This section describes the main system workflows inside the NoN collaborative framework. The workflows are
defined according to operational objectives, such as federated capability discovery, intent handling, service
composition, and service activation. Each workflow describes the objective, the participating components, the
main interaction logic, and the expected outcome.

The workflows are described at a logical level, identifying the main software interactions required to understand
how the NoN collaborative framework supports end-to-end service lifecycle management across local and
federated domains.

5.4.5.1 Federated Service Discovery and Advertisement Workflow

This workflow, depicted in Figure 5-13, describes how services are advertised, discovered and made available
across federated NoN domains. It represents the preliminary phase that enables a local NoN domain to become
aware of offered services by peer domains and, conversely, to expose selected local services to authorised
federation partners. As depicted in the figure, the NoN implementation subscribes to the federation
establishment workflow proposed by GSMA OPG [8] .

The discovery and advertisement workflow shall then start when the Federation Manager establishes or uses an
existing federation context with a peer Federation Manager. Once the federation relationship is available, the
local Federation Manager can advertise services obtained from the Service Resource Management component
and from the Partners Federation Manager. The information includes service descriptions, availability, service
areas, access conditions, and high-level service characteristics. In particular, the figure depicts an advertisement
for network services (see Annex | for a full specification of the model).

On the discovery side, the Dynamic Composition and LCM component may request federated services when a
service composition requires, or can benefit from, a service available in external NoN domains. The Federation
Manager translates this need into a federated service discovery request towards one or more peer Federation
Managers. The peer domains return candidate services according to the applicable exposure policies and
federation context. The Federation Manager filters and normalizes the information received before making it
available to the internal NoN components involved in service composition and provisioning.

The expected outcome of this workflow is an updated and controlled view of the federated services that can be
used by the local NoN domain for service composition and provisioning.
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Figure 5-13: Federated Service Discovery and Advertisement Workflow
5.4.5.2 E2E Service Provisioning and Activation Workflow

This workflow, depicted in Figure 5-14 describes how a service request or intent is processed by the NoN
Intelligence Layer and then realised through the NoN collaborative framework as an active composed service
spanning local and, when required, federated domains.

The workflow starts when a service request or intent is received from an upper-layer system (e.g. the Smart
Marketplace). The NoN Intelligence Layer processes the received input, performs the required interpretation,
feasibility assessment, and decision-making, and produces a structured service input. This input describes the
service to be realised, the target scope, the relevant service requirements, the applicable constraints, and
whether local, federated, or combined services are expected to be used.

The service input is then provided to the Dynamic Composition and LCM component. At this stage, the objective
is to translate the service input into a set of structured service descriptors. The Dynamic Composition and LCM
components identify the service elements that must be included in the composition, the dependencies among
them, and the local or federated services required to realise them, based on the service blueprints. When local
services are involved, the Dynamic Composition and LCM component retrieves the relevant local service
information from the Service Resource Management. On the other hand, when federated services are involved,
it interacts with the Federation Manager to retrieve or confirm the corresponding federated capability
references exposed by peer NoN domains.

The resulting lifecycle management actions are forwarded to the Service Resource Management and the
Federation Manager components, which coordinate the provisioning and configuration of the required services.
For the local part of the service, the Service Resource Management component interacts with the underlying
local orchestration and resource control functions to activate the required service components and resources.
While, For the federated part of the service, the Federation Manager component interacts with the peer
Federation Manager. The Federation Manager translates the need for federated service provisioning into the
appropriate federation-facing request and sends it to the selected peer Federation Manager. The peer domain
processes the request in accordance with its internal procedures and returns the activation result, including the
relevant service reference and lifecycle status.
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The Dynamic Composition and LCM components update the lifecycle state of the composed service based on
activation results received from the Service Resource Management and Federation Manager components. The
expected outcome of this workflow is an active composed service instance, with local and federated parts
consistently activated and visible through the NoN operational interfaces.
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5.4.5.3 Federated Service Provisioning and Activation Workflow

This workflow is depicted in Figure 5-15 and describes how the federated service is provisioned and activated
through the interaction between the Dynamic Composition and LCM component, the local Federation Manager
and the selected peer Federation Manager. This workflow expands on the internal steps followed in the peer
DSP domain upon receipt of a service request detailed in the previous section. The depicted workflow uses a
network service as an example, but the same logic applies to other service types.

The workflow starts when the Dynamic Composition and LCM component determines that one service element
of the composed service must be realised through federated partners. Based on the service produced by the
Dynamic Composition and LCM component, it provides the Federation Manager with the federated activation
request, including the required service identifier, target service scope, and activation constraints (for example,
target zone and service-level requirements).

The local Federation Manager processes this federated activation input and resolves the appropriate federation
context and peer domain target. It translates the request into the federation-facing activation operation and
sends it to the selected peer Federation Manager. The peer Federation Manager receives the activation request
and executes the required internal procedures in its own domain (including interaction with domain-specific
lifecycle/orchestration functions). Once the federated service instance is accepted and activated according to
peer-domain procedures, the peer Federation Manager returns the activation result to the originating
Federation Manager, including the federated service reference and lifecycle status.

The local Federation Manager maps the received result into the local federated service lifecycle representation
and notifies the Dynamic Composition and LCM component. The Dynamic Composition and LCM components

© FLECON-6G, 2025 Page |58




——T
D3.1 Frameworks for collaborative and distributed 6G network of networks (initial version) T LECON-6G

then update the lifecycle state of the federated part of the composed service and correlate it with the overall
composed service instance lifecycle.

The expected outcome of this workflow is a federated service instance successfully activated in the selected peer
domain, with lifecycle status and service reference consistently propagated back to the originating NoN domain
through Federation Manager interfaces.
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Figure 5-15: Federated Service Provisioning Workflow

5.5 NoN framework development roadmap

This section reports the initial version of the FLECON-6G NoN collaborative framework. This covers the main
functional capabilities derived from the architectural features described in D2.2 [2] , including service and
network capability exposure, federated capability discovery and advertisement, dynamic service composition,
federation management, service lifecycle coordination, and local resource management across heterogeneous
domains.

The interfaces and workflows described in the previous subsections, therefore, represent the first
implementation consolidation of the NoN collaborative framework. They follow the logical REST/API interactions
between the NoN Exposure Layer, the Dynamic Composition and LCM component, the Federation Manager and
the Service Resource Management component.

For this version, the main service exposure, discovery, federation, composition and lifecycle management
capabilities are covered. Monitoring-related capabilities are introduced at the interface and workflow levels
where needed to preserve overall architectural consistency, but their full implementation, validation, and
integration with runtime assurance mechanisms are planned for the next software version. This includes the
complete handling of monitoring data, telemetry subscriptions, runtime performance indicators, SLA/SLO
evaluation, and their integration with the Runtime Optimisation and SLA Assurance functions, as well as the
Intelligence Layer. Future D3.2 deliverable will extend this baseline with complete monitoring- and assurance-
oriented functionality, including the integration of dynamic allocations and the secure establishment of
federations.
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6 FLECON-6G Accelerated Programmable Data Plane

This section introduces the Accelerated Programmable Edge Computing (APEC) framework, the central
component of FLECON-6G data-plane offloading. The primary functionality of APEC is to accelerate networking
function processing by pushing data computation closer to the data, avoiding cumbersome, time-consuming
standard processing, and potentially pushing computation directly into the network fabric to leverage hardware
specialisation.

Realising this vision introduces significant research challenges, as modern programmable network devices
impose strict execution constraints, and there is an inherent mismatch between the hardware that performs
low-level packet processing and the applications that require complex high-level computations.

By exposing an advanced semantic programming abstraction, APEC combines the flexibility of standard CPU
cores with the extreme performance and offloading capabilities of programmable hardware (such as SmartNICs,
DPUs, and FPGAs). This aspect enables the transparent deployment of application-specific processing primitives
directly into the fast data path, ensuring ultra-low latency, line-rate throughput, and significant energy savings.

Furthermore, the FLECON-6G APEC also envisions integrating deterministic networking capabilities. In this
context, the PREOF-DetNet service is used to extend deterministic guarantees to the forwarding plane by
enforcing explicit route predefinition, resource reservation, and packet-level reliability mechanisms such as
Packet Replication, Elimination, and Ordering Functions (PREOF). However, guaranteeing deterministic
behaviour is not sufficient on its own; it is also necessary to verify that the intended service properties are
effectively delivered by the data plane. To this end, In-band Network Telemetry (INT) provides a complementary
mechanism for collecting and reporting network-level metrics directly from the forwarding path, enabling
real-time visibility into packet traversal and per-hop behaviour. This combination allows APEC not only to enforce
deterministic networking policies but also to observe, validate, and troubleshoot their operation within the data
plane.

6.1 Baseline components
6.1.1 State of the Art and FLECON-6G innovation

Throughput, latency and energy targets of 6G services increasingly exceed what general-purpose CPUs can
deliver on their own, pushing part of the service and networking logic into the data plane through In-Network
Computing (INC) [32] . On the hardware side, programmable devices such as FPGA- and ASIC-based SmartNICs
and Data Processing Units (e.g., the NVIDIA BlueField family, programmable via DOCA) can execute networking
functions at line rate close to the traffic [33] ,[34] ; on the software side, kernel-bypass frameworks (DPDK,
netmap, AF_XDP) and in-kernel eBPF/XDP [35] achieve high-performance processing on commodity servers. A
parallel line of work has proposed domain-specific languages and compilers (most prominently P4 and its cross-
platform and composition extensions [36] [37] ) to make these targets programmable.

These approaches, however, remain fragmented: switching-ASIC solutions target the network core under strict
per-packet constraints, most SmartNIC and software stacks are tied to a single class of hardware, and existing
languages rarely span heterogeneous targets. As a result, deploying a network function across the diverse
accelerators found at the 6G edge (FPGA/ASIC SmartNICs, DPUs, in-kernel and kernel-bypass software) still
requires largely platform-specific development.

This is the gap that FLECON-6G addresses, and where it goes beyond the state of the art with the APEC
framework. APEC provides interoperability through its own structure and the interfaces it models: a high-level
semantic programming abstraction and a platform-agnostic compiler with multiple backends let a network
function be expressed once, and the modelled interfaces map it consistently onto whichever software or
hardware accelerator a given node provides, using established components such as DPDK, eBPF/XDP, P4 and
DOCA as building blocks. Two properties make this effective. First, expressing network functions in a memory-
safe, high-level language removes by construction entire classes of memory errors that are especially dangerous
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in the privileged, performance-critical paths of the data plane (kernel, eBPF and on-NIC code), where such bugs
turn directly into crashes or security vulnerabilities. Second, the abstraction and its interfaces decouple what a
function does from where it runs, so the same program runs across heterogeneous accelerators without being
rewritten. This edge-oriented, heterogeneity-aware and interoperable-by-design acceleration model is the
baseline elaborated in the software architecture design that follows.

In addition, FLECON-6G also extends the set of admissible execution targets beyond the host-attached
accelerators considered by prior work, by addressing a programmable Smart SFP module (FlexSFP) [38] , an
FPGA-based SFP+ transceiver that places processing inside the pluggable optical interface itself. This moves
computation to the outermost point of the data path, before packets reach the host, and allows in-network
processing to be introduced into existing deployments by replacing a transceiver rather than the surrounding
networking equipment.

6.1.2 Network slicing and deterministic networking

One of the services available through the Network Function Library (NFL) repository is PREOF-DetNet, which is
implemented leveraging programmable Tofino switches in combination with DPDK-based” server infrastructures.
PREOF-DetNet consists of deploying a Layer 3 deterministic network based on the IETF-driven Deterministic
Networking (DetNet) architecture. DetNet fulfils the diverse requirements of applications through mechanisms
such as explicit route predefinition, resource reservation, and service protection. Among the latter, Packet
Replication, Elimination, and Ordering Functions (PREOF) stand out as a key technique aimed at enhancing
network reliability. This service is specifically designed for use cases with stringent network performance
requirements, including ultra-low latency, bounded jitter, high availability, near-zero packet loss, and strict
packet ordering guarantees. Under these conditions, PREOF-DetNet ensures deterministic forwarding and
consistent data delivery across the network.

For these reasons, PREOF-DetNet can be leveraged within the FLECON-6G as the foundation of the Accelerated
Programmable Edge Computing (APEC) platform. The current implementation consists of deploying a DetNet-
over-MPLS network to which PREOF mechanisms are applied. In this context, PREOF-DetNet currently lacks a
mechanism to extract network-level metrics to verify compliance with the required performance guarantees.
Ongoing work in the framework of FLECON-6G focuses on extending the architecture to incorporate In-band
Network Telemetry (INT) to enable real-time metric collection and reporting directly from the data plane.

6.2 APEC Framework architecture design

The high-level architecture of the APEC Framework, depicted in Figure 6-1 as originally defined in D2.2[2] ,
including its three main components: (i) a semantically programmable abstraction interface that communicates
with high-level applications; (ii) a middle layer responsible for mapping high-level semantics into kernel-space or
user-space implementations; and (iii) a hardware offloading layer comprising SmartNICs equipped with
acceleration capabilities for on-demand high performance and efficiency.

APEC is an acceleration framework with a flexible architecture that supports deploying core network functions.
It offers network developers a programming platform that balances the expressiveness of high-level languages
with the performance benefits of offloading. To achieve this, APEC exposes advanced semantic programming
abstractions based on application-specific processing primitives that can be executed directly in the network's
fast data path, depending on the system's resource availability. It combines the flexible CPU cores with the
hardware offloading capabilities of programmable NICs by implementing tailored communication mechanisms
to handle processing cooperation between the host and hardware processors.

To support this flexibility and programmability, the APEC framework is organised into multiple layers that
progressively refine high-level abstractions down to the final implementation.

7 https://www.dpdk.org/
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Figure 6-1: APEC architecture

Semantic Programmable Abstraction Interface

The APEC framework must ensure seamless, easy interaction between application endpoints and physical
network interfaces. It is essential to expose the programming abstractions and application-level primitives that
modern stacks offer. However, the assumptions in target systems can differ slightly from classical software and
kernel-based implementations. For instance, a network composed of smart devices can increase, decrease, or
otherwise affect overall latency, since part of the computation is no longer performed by the main CPUs but is
offloaded to these devices. Orthogonally, kernel bypassing versus kernel offloading, or accelerating a specific
task in an FPGA-based SmartNIC compared to a data processing unit, can differ in terms of performance and
programmability. The main challenge of this interface is to abstract the underlying assumptions, avoiding
completely refactoring any high-level application that needs to interact with the network to address these
challenges.

Semantic Programmable Layer

This layer implements the application-specific primitives and computation abstractions exposed by the upper
Semantic Programmable Abstraction Interface. These primitives are designed to be instantiated in user space or
offloaded to either the operating system kernel or dedicated hardware accelerators commonly available in
programmable SmartNICs. They encapsulate the semantics of typical application-level operations, such as
filtering, aggregation, or transformation of a packet stream, but can be extended to general-purpose
applications. In this way, this layer can deliver low-latency, efficient execution of offloaded functionality in
heterogeneous systems.

The programming model at this stage relies on high-level programming languages that support modern
paradigms such as dataflow and stream processing, which naturally map to concurrent execution models. These
paradigms facilitate workload parallelisation across multiple host CPU cores when convenient, while also
assigning the processing logic for transparent offloading to SmartNICs or DPUs. This layer serves as the semantic
bridge between the high-level application interface and low-level execution (whether hardware-offloaded or
not), enabling portability and performance without explicitly requiring management of low-level details.

Fast 1/0O Layer

The APEC framework defines three incremental acceleration levels to support various deployment scenarios and
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exploit available hardware capabilities. The Fast I/O layer is the first stage of acceleration. It focuses on high-
speed packet retrieval from the network by leveraging widely adopted frameworks such as DPDK, AF_XDP, and
netmap. These frameworks are commonly adopted in high-performance networking applications and have
demonstrated the ability to sustain line-rate traffic across multiple cores, achieving throughput improvements
of one or more orders of magnitude over traditional approaches. By decoupling packet ingress/egress from
kernel networking stacks and leveraging polling-based mechanisms on dedicated cores, the Fast I/O layer
minimises latency and jitter while providing fine-grained control over network queues and CPU resource
allocation.

In-Kernel Processing Layer

In addition to kernel-bypass, APEC includes acceleration mechanisms that can be implemented directly within
the Linux kernel via eBPF-based offloading. Processing primitives can be injected and executed as early as
possible in the packet path in the software stack, specifically at the XDP (eXpress Data Path) hook, immediately
after the network driver receives a packet. This early execution minimises processing latency and avoids
unnecessary traversal of the networking stack inside the kernel. The eBPF layer can be integrated with Fast I/O
layer frameworks to offload lightweight processing tasks, such as filtering, classification, or flow annotation,
when these functionalities are not available or cannot be deployed directly on the hardware.

Hardware Offloading Layer

The lowest level of acceleration in the APEC stack targets programmable networking hardware, with a particular
focus on SmartNICs. Portions of the application logic are offloaded to the data plane, enabling in-network
execution close to the physical interfaces to maximise performance and reduce latency. This layer enables
acceleration through dedicated compiler backends for hardware-software co-design or through approaches such
as eBPF hardware offloading. Accelerators at this layer minimise data movement because they are directly
attached to the network, drastically reducing end-host CPU load and enabling application-specific computation
to occur directly within the hardware network pipeline.
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Figure 6-2: The APEC Framework and its Components

6.2.1 Semantic Programmable Abstraction Interface

This component serves as the main interface between the data-plane acceleration framework and high-level
applications. The APEC Developer utilises this exposed interface to specify which parts of the application logic
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should be accelerated. This component is responsible for abstracting away low-level complexity details from the
developer, significantly simplifying the development process.

Masking the low-level complexity of heterogeneous execution platforms such as FPGAs, DPUs, and the Linux
kernel eliminates the need to completely refactor high-level applications when interacting with advanced
network devices. Using annotations and APIs, multiple types of information can be provided to refine the
acceleration process further:

e Data Refinement: The APEC Developer identifies specific data subsets required for the final application
by decorating the code to provide additional information to subsequent components in the acceleration
process.

e Application-Specific Primitives: the interface exposes primitives that encapsulate the semantics of typical
application-layer operations, such as filtering, aggregation, or transformation of packet streams.

e Abstraction of Network Constraints: the interface abstracts new In-Network Computing (INC)
assumptions, enabling smart devices to modify packets or affect overall latency, allowing developers to
manage these dynamics without handling low-level packet manipulation.

e Semantic Coordination: In the context of advanced services such as Extended Reality (XR), the interface
allows the declaration of synchronisation constraints and Quality of Service (QoS) policies based on
stream semantics, which are then propagated and enforced directly in the data plane.

This component represents the semantic bridge between the application interface and low-level components,
ensuring high performance and portability without requiring explicit management of hardware-specific details.

An example of a NAT NF code is provided in Figure 6-3, illustrating how an APEC developer may leverage the
semantic programmable abstraction interface.

static wvoid nfiapp(struct rtefmbuf *m) |
hdr *iph

struct rte udp hdr *udp (struct rte udp hdr *) (iph + 1);

uint32_t 14 ((uint32_t)udp->src_port << 16) | udp->dst port;

uint32 t idx rte jhash 3words(iph->src_addr, iph->dst_addr,
14 * iph->next proto id, 0)

(NF_NAT POOL - 1) ;

iph->src_addr g_ext ip[idx];
udp->src_port g _ext port[idx];

Figure 6-3: APEC Example NAT function

6.2.2 Platform-agnostic Compiler

The Platform-Agnostic Compiler is the central component of the APEC framework, decoupling the application
logic from underlying software and hardware constraints. It processes the high-level primitives and semantic
annotations defined by the previous component to create an intermediate representation of the offloading task
that is independent of the specific target device.
e logic Extraction: The compiler analyses high-level dataflow or stream-processing models to identify
performance-critical modules, such as video decoding or packet parsing, suitable for acceleration.
e Verification and Safety: Before proceeding to software and hardware mapping, the compiler ensures
that the defined operations comply with the execution constraints of programmable networking
environments, such as stateful operation limits or arithmetic complexity constraints.
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e Semantic Mapping: It translates user-defined intent, such as flow-level synchronisation or filtering, into
a set of intermediate operations that the backend component can interpret.
e Resource Management: By maintaining a global view of the system, the compiler can plan for fallback
mechanisms, ensuring that logic can be executed in software (e.g., in-kernel, kernel-bypass, or pure
software) if hardware resources are saturated or unavailable.

Figure 6-4 depicts the execution of the compiler which generates the binaries associated with NF.
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Figure 6-4: APEC Platform-agnostic compiler

6.2.3 Unified Hardware Acceleration Backend / Offloading Layer

The Unified Hardware Acceleration Backends serve as specialised translation engines that convert the platform-
independent intermediate representations into target-specific implementations. This component manages the
final stage of the offloading process, ensuring that the application logic is optimised for the edge APEC nodes'
system architecture.
e Target-Specific Synthesis: The backend component includes dedicated compilers for hardware-software
tailoring, generating optimised bytecode for eBPF/XDP hooks or hardware description logic for FPGA-
based SmartNICs.
e Multi-Platform Support: To accommodate the wide range of usable networking accelerators, this
component supports a variety of accelerator programming models, from the massive parallelism of RISC-
V data-path accelerators to the high-throughput pipelines of ASIC-based DPUs, enabling different
acceleration depending on the capability of APEC nodes.
e Optimised Data Path Integration: The backend enables offloaded tasks to be tightly integrated into the
high-speed data path, minimising data movement and reducing host CPU load.
e Seamless Offloading Execution: By managing low-level hardware and software details, this component
enables the transparent execution of complex networking functions at line rate, low latency, and
reduces energy requirements.

Figure 6-5 and Figure 6-6 depict the deployment of the NAT NF illustrated before, and a packet capture
showcasing the effect on packet headers.

% sudo ./rs/target/debug

NF starting on 1 worke

NF running on worker @

Figure 6-5: APEC NF deployment through Unified Hardware Acceleration Backend
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Figure 6-6: UDP Packet capture after APEC NF processing

6.2.4 APEC Intent Translator

The APEC Intent Translator serves as the main entry point for the APEC deployment, translating high-level human
requirements originated in the NoN collaborative framework into machine-executable policies. Its primary role
is to process submitted APEC User intents that represent high-level performance goals for specific Network
Functions (NFs) requiring acceleration, effectively abstracting away underlying network topology and hardware-
specific details to ensure correctness before deployment.

e Requirement Translation: It converts qualitative goals into quantitative constraints and technical
parameters that the Centralised Deployer module can utilise for resource allocation.

e Semantic Refinement: Leveraging the annotations provided through the programmable interface, the
APEC Intent Translator refines the scope of the acceleration, identifying exactly which traffic flows or
processing functions are subject to the user's request.

Once an intent is validated, the Deployer coordinates the distribution of compiled acceleration logic and filtering
policies to the target nodes, ensuring that offloading tasks are synchronised and compliant with global network
management policies.

6.2.5 Centralised Deployer

The Centralised Deployer is responsible for deploying the APEC framework. It receives as inputs the translated
APEC User intents processed by the APEC Intent Translator. Its primary objective is to map high-level
requirements into concrete operational configurations across the distributed networking infrastructure. The
Centralised Deployer performs a feasibility check on the submitted intents against the current APEC node status.
It identifies and resolves potential conflicts between overlapping policies, ensuring that new acceleration tasks
do not negatively affect existing service-level agreements (SLAs).

To ensure a seamless workflow, these NFs must be previously implemented by the developer using the Semantic
Programmable Abstraction Interface and stored within the NF Library before the deployment intent is
submitted. To perform optimised resource placement and configuration, the Centralised Deployer maintains a
comprehensive, real-time view of available resources across all managed nodes.

This includes:
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e Hardware Availability: Presence and type of acceleration targets, such as FPGAs or BlueField-3 DPUs.
e System Metrics: Current CPU load and memory pressure.
e Software Capabilities: Support for specific kernel hooks (e.g., eBPF/XDP) or kernel-bypass frameworks
(e.g., DPDK&/nethuns®).
Once an intent is validated against the available resources, the Centralised Deployer coordinates the distribution
of the compiled acceleration logic and filtering policies to the target nodes. This approach ensures that all
offloading tasks are synchronised, consistent, and fully compliant with global network management policies.

6.2.6 APEC Agents

Each node within the deployment infrastructure hosts a dedicated Local Agent (or APEC Agent). These agents
serve as a point of connection between the central orchestration logic and the physical/virtual execution
environments of a single APEC node. The agent receives deployment directives from the Centralised Deployer
and interacts directly with the NFL to load the generated code for the specific NF to accelerate. It continuously
monitors the local node’s usage, including network and hardware resources and traffic dynamics, enabling the
agent to trigger local fallback mechanisms when local conditions change (e.g., hardware resource exhaustion).

The agent provides real-time updates and performance metrics back to the Centralised Deployer, creating
feedback loops that allow the system to verify whether the initial user intent is being met and to adjust the
deployment if necessary.

6.2.7 Deep slicing and deterministic networking

As introduced in Section 6.1.1 of this document, the PREOF-DetNet service provides deterministic Layer 3
network behaviour. The current challenge is verifying whether the deterministic intent specified by the APEC
user is effectively enforced in the data plane. In this context, In-band Network Telemetry (INT) enables the
collection and reporting of network metrics directly from the data plane, without requiring control plane
intervention.

As illustrated in Figure 6-7, packets traversing multiple network nodes can accumulate per-hop switch-level
information, which can subsequently be monitored and analysed. INT delivers fine-grained, real-time visibility
into network conditions as packets propagate through the infrastructure, enabling operators to efficiently
detect, analyse, and diagnose network events.

8 https://www.dpdk.org/
% https://github.com/larthia/nethuns
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Figure 6-7: In-band telemetry

6.3 Interfaces and Workflows

The Accelerated Programmable Edge Computing (APEC) framework exposes two distinct sets of functional
capabilities, tailored to support different operational scenarios: the Developer Scenario and the User Scenario.

Developer Scenario: APEC exposes a semantic abstraction that allows developers to write network programs
using high-level representations. This capability abstracts the underlying hardware heterogeneity, seamlessly
separating the high-level logic from the target-specific implementations. Through a Platform-Agnostic Compiler
and specific backends, APEC supports multiple acceleration strategies, including user-space acceleration (e.g.,
DPDK), kernel-level offloading (e.g., eBPF/XDP), and specialised hardware offloading via SmartNICs/DPUs (e.g.,
DOCA for NVIDIA BlueField) or FPGAs. The resulting compiled artifacts and their metadata are then stored in a
dedicated Network Function Library (NFL).

User (Orchestration) Scenario: From an orchestration perspective, APEC provides the upper control layers (e.g.,
the Network of Networks Collaborative Framework) with the capability to request network function acceleration
through high-level intents. As an example, the NoN Framework given the service isolation expectations
determines to enforce an ACL on a tenant's traffic. It issues an APEC Resource Intent specifying the ACL function,
target nodes, and the actual filtering rules. The APEC Intent Translator forwards this to the Centralised Deployer,
which retrieves the matching artifact from the NFL and pushes it to the selected APEC Agent(s), which install the
rule (e.g., via eBPF/XDP or hardware offload) and report deployment status back.

A Centralised Deployer is responsible for receiving these intents, discovering matching implementations in the
NFL, querying candidate nodes for capabilities and resource availability, and ultimately orchestrating the
deployment and configuration of the selected accelerators across the distributed infrastructure.

6.3.1 Northbound Interfaces

The Northbound Interfaces govern the interactions between APEC and the upper layers, mainly serving
developers and the orchestration control plane. They are categorized into two primary interfaces:

Semantic Programmable Abstraction Interface: This API is utilised by developers to submit their network
programs. It provides a semantic abstraction specifically designed to describe both the network task to be
offloaded and the desired target acceleration approach.
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Figure 6-8: APEC Application Onboarding and Intent Provisioning Workflow

APEC Orchestration / Intent API: This interface allows the APEC Service Consumer (e.g., the NoN Control Layer)
to interact with the APEC Centralised Deployer. The communication is driven by the Submitintent message,
which specifies the requested high-level network service and triggers the deployment workflow. To successfully
compose and deploy the modules, the intent must provide the following key inputs to the Centralised Deployer:

e Application description: A high-level description of the network function, used to find matching artifacts
in the NFL.

e Acceleration requirements: Information specifying the desired offloading constraints, such as whether
to use FPGA hardware offloading or software-only processing.

e List of nodes: The specific candidate network nodes involved in the service deployment.

e Configurations of tables: The operational parameters (e.g., forwarding tables) necessary to properly
configure the network functions upon deployment.

6.3.2 Southbound Interfaces

The Southbound Interfaces govern the communication between the APEC orchestration control plane and the
distributed physical or virtualised infrastructure. Specifically, this interface connects the Centralised Deployer
with the local Agents residing on the available APEC nodes.

This interface is crucial for distributing, installing, and configuring the specific hardware or software Network
Function (NF) implementations into the underlying execution layers (Fast I/O Layer, In-Kernel Processing Layer,
and Hardware Offloading Layer). The communication across the Southbound Interface involves the following key
interactions and messages:
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6.3.3

APEC - Southbound Interfaces
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Figure 6-9: APEC Deployment Workflow

Capability Discovery: The Centralised Deployer interrogates the candidate nodes to discover their
specific hardware and software acceleration capabilities. The nodes reply with the acceleration types
they support (e.g., FPGA SmartNICs, DPUs like NVIDIA BlueField, or eBPF/DPDK software support).
Resource Availability: Before making a deployment decision, the Deployer queries the nodes to assess
their current resource availability (e.g., CPU, memory, hardware accelerator capacity).

Accelerator Deployment and Configuration: Once the optimal execution plan is calculated, the Deployer
uses this interface to instruct the selected local Agents to deploy the specific network function artifacts.
This includes pushing the compiled artifacts (e.g., eBPF bytecode, DPDK binaries, or FPGA firmware)
retrieved from the Network Function Library (NFL), along with the necessary runtime parameters and
table configurations (configTable).

Status Reporting: The local Agents report back to the Centralised Deployer regarding the outcome of
the deployment and configuration process, indicating whether the accelerator was successfully
instantiated or if a failure occurred.

Internal Interfaces

The Internal Interfaces manage the interactions within the APEC development toolchain and its internal
repository, ensuring a seamless lifecycle from the compilation of the network functions to their discovery.

Compiler Interface: This interface connects the Platform-Agnostic Compiler (PAC) with the various platform-
specific Backends (e.g., eBPF, DPDK, FPGA). When a high-level network program is submitted, the PAC parses it
and lowers its abstraction level. It then uses this interface to emit an Intermediate Representation (IR) and
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specific compile requests to the target backend. This interface is strictly designed to enforce the separation
between high-level semantic abstractions and low-level, target-specific implementations.

APEC - Internal Interfaces

Platform-Agnostic . Centralized
Compiler (PAC) NEE“L?,ZI:VFH;E;OH Deployer

Platform-specific
Backend
(eBPF, DPDK, FPGA)

: Compiler Interface :

|
|
| Parse + lower abstraction |
|
|

| Emit IR + compile request -l

0 tl

Enforces separation between high-level
abstractions and target-specific implementations.
T

: :: NFL Interface - Artifact Storage (Developer) :

| |
| Store compiled NF artifact + metadata
r >

- :NFL Interface - Artifact Discovery (User) f

' _ Query matching NFs [ tasks !

|
I Candidate NFs + supported accel types |
>

Figure 6-10: APEC Internal Provisioning Workflow

Network Function Library (NFL) Interface: This interface manages read and write operations to the NFL, which
acts as the central repository for acceleration artifacts. It serves two main purposes based on the operational
scenarios:

Artifact Storage (Developer Scenario): After compilation, the platform-specific backends use this
interface to store the compiled Network Function artifacts along with their associated descriptive
metadata into the NFL.

Artifact Discovery (User Scenario): During the deployment phase, the Centralised Deployer interacts with
the NFL by sending a query. The NFL searches its repository and replies with a list of matching candidates,
providing the specific NFs and their supported acceleration types.

6.3.4 Data Exchange Formats and Protocols

The data exchange formats across the APEC framework vary significantly depending on the interface and the
layer involved, ranging from high-level abstractions to low-level hardware instructions:

Northbound (Intent & API) Formats: The communication via the Northbound APIs relies on structured
formats (such as JSON or YAML) to encapsulate the user's requests and network programs. The
SubmitIntent payload explicitly includes formatted data blocks such as the appDescription,
candidateNodes, requirements, and the operational configTable.
Southbound and Repository Artifacts: The artifacts stored within the NFL and subsequently pushed down
to the local agents via the Southbound interfaces consist of highly specialised, compiled binaries and
configurations. These include:
o eBPF bytecode for the In-Kernel Processing Layer
o DPDK modules/binaries for the Fast I/O Layer
o Hardware configurations or firmware for FPGA SmartNICs and DPUs in the Hardware Offloading
Layer.
o Along with the executable artifacts, the Southbound interface also carries the deployment plans
and the runtime configTable required by the agents to properly initialize the NFs
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6.4 Accelerated Programmable Data Plane Development Roadmap

In this first version, the primary focus is on demonstrating the APEC Developer workflow. This involves validating
a representative set of programming abstractions through user-space acceleration (e.g., DPDK) and initial
hardware-acceleration environments, primarily using an NVIDIA BlueField-3 DPU and prototype FPGA setups.
This baseline allows verifying the fundamental compiler capabilities and the general platform-agnostic approach.

The future software release will scale this architecture by expanding both the compiler-understandable
offloading insights and the range of supported acceleration platforms. This expansion aims to strengthen the
APEC programming stack and to validate the methodology against a broader set of computationally intensive
networking functions.

Once a consistent set of networking functions is established in the NFL, the focus will shift toward the APEC User
workflow. This subsequent step is planned to introduce the core orchestration and automation components,
including a local resource scraper to provide node-capability visibility to the Centralised Deployer and
deployment shells or skeletons to streamline the offloading of compiled functions to individual APEC nodes. The
integration of the APEC Intent Translator functionality is also targeted for this final version phase, completing
the end-to-end intent-driven acceleration pipeline.
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7 Initial Components Integration Methodology

FLECON-6G relies on the TMF921 standard [10] , which standardises the interaction contract between the
FLECON-6G NoN collaborative framework (introduced in Section 5) with the Smart Marketplace (introduced in
Section 4 ) and the APEC (Section 6). Each of these components operates as an independent layer, residing on
the Business, Service, and Resource layers, with terminal goals and domain-specific requirements they must
meet and optimise for. Intent is used to communicate and manage these requirements in the various layers of
our layered approach to intent management, as per the TM Forum Autonomous Networks architecturel®,
Accordingly, each architectural component implements IMF endpoints to facilitate the end-to-end integration of
the FLECON-6G architecture. Therefore, this section presents the general design of the IMF and its associated
interfaces, along with an initial overview of the intent-exposure mechanisms and APl endpoint definitions across
the Smart Marketplace, NoN Collaborative Framework, and Accelerated Programmable Data Plane components.
The scope of this section is limited to the initial cross-layer integration view required for D3.1. It identifies the
common intent-management contract, the preliminary IMF structure, and the main interface categories that
support integration across the Smart Marketplace, NoN Collaborative Framework, and APEC. Detailed
implementation aspects of the individual components remain in their respective sections, while later integration
and validation work will further refine deployment, testing, and runtime operation.

This initial integration view also reflects the delivery scope of T3.4, which brings together the developments of
T3.1, T3.2, and T3.3. In particular, the integration methodology focuses on: (i) intent-driven interaction between
the Smart Marketplace and the NoN Collaborative Framework; (ii) exposure and discovery of heterogeneous
resources and services across federated domains; (iii) support for re-optimisation when fulfilment conditions
change; and (iv) the integration path towards programmable data-plane capabilities provided by APEC when in-
network offload or hardware/software co-design is required.

7.1 FLECON-6G Intent Management Function

The FLECON-6G Intent Management Function (IMF) is based on the TMF921 Intent Management Entity
specifications, which are part of the Intent Handling Framework introduced in the 6G-INTENSE architecture. The
intent handling framework coordinates the lifecycle of intents, including intent refinement, translation,
validation, negotiation, and assurance. Accordingly, each architectural component implements IMF endpoints to
facilitate the end-to-end integration of the FLECON-6G architecture. Therefore, this section presents the general
design of the IMF and its associated interfaces, along with an initial overview of the intent-exposure mechanisms
and API endpoint definitions across the Smart Marketplace, NoN Collaborative Framework, and Accelerated
Programmable Data Plane components.

7.1.1 FLECON-6G IMF design

The FLECON-6G IMF extends intent-driven management towards federated and heterogeneous multi-domain
environments, offering the following components:

e TMF921 API Endpoints
e Intent Lifecycle Manager
e Closed-loop Governance and Coordination Engine

At this stage of the deliverable, these blocks are described at the interface and functional level (see Figure 7-1)
while a detailed list of the APl endpoints is defined (see section 7.1.2). The final version of this deliverable (D3.2)
will further define how intent objects, reports, assurance information, and corrective actions are exchanged

10 https://www.ericsson.com/en/reports-and-papers/ericsson-technology-review/articles/autonomous-networks-multi-

layer-intent-based
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between domains, and will report on the detailed design of the FLECON-6G NoN, Smart Marketplace, and APEC
IMFs.

Preliminary Intent Management Function (IMF) Design

Intent Management Function (IMF)

Closed-loop Governance and Coordination Engine 'NDTaaS-asslsled evaluation may support Y
Assurance - Trustworthiness Evaluation ————— what-if analysis, feasibility assessment,
Corrective Action Coordination and validation of candidate actions.

Admissible actions / adaptation decision/fulflment state / assurance context

Intent Lifecycle Manager
Intake - Refinement - Validation
Decompoasition - State Tracking

Intent state and repo%rmalised intent object

TMF921 API Endpoints
Intent / Intent Report / Intent Specification N
Event Subscription / Notification Listener Intent Handlér

Feasibility / compliance / feedback “\Derived intent / requirements

(Downstream Domain)
Submit / update intent \Reports / status / notifications
Intent Owner

(Upstream Domain)

Figure 7-1: Preliminary IMF Design
7.1.2 TMF 921 Endpoints

The FLECON-6G IMF implements the TMF921 endpoints that specify the communication between intent owners
and intent handlers. Communication between IMFs includes emitting intents, reporting intent compliance status,
modifying requirements, removing intents, requesting proposals, providing feedback, and checking feasibility.
Each FLECON-6G autonomous domain implements a northbound TMF921 endpoint to receive, negotiate, and
report on intents received from upstream intent owners. It also exposes a southbound TMF921 endpoint for
submitting intents to downstream intent handlers and collecting their reports, feedback, and compliance status.

The following endpoint categories correspond to TMF921-facing interactions between intent owners and intent
handlers. They should be distinguished from internal Business IMF software blocks, such as semantic extraction,
clarification logic, validation, and TMF921 emission, which are implementation-specific functions used to process
the intent before or after TMF921 exchange.

Table 7-1: TMF921 Endpoints

TMF921 .
T Purpose APl operations
Supports the lifecycle management of
intents handled by the IMF. On the
northbound side, it enables upstream
Intent AP systems to submit, retrieve, update, or POST /intent, GET /intent, GET /intent/{id}, PATCH

remove intents. On the southbound /intent/{id}, DELETE /intent/{id}
side, the IMF uses the same APl model
to submit or update derived intents
toward downstream intent handlers.
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Provides lifecycle, fulfilment, compliance,
and status information for managed

Intent
Specification

capabilities of the IMF or downstream

Intent Report inter?ts. It allows intgnt owners 'to GFT '/intent/{i'ntentld}/inten'tReport, GET
e monitor whether an intent is being |/intent/{intentld}/intentReport/{id}, DELETE
satisfied and whether corrective, | /intent/{intentld}/intentReport/{id}

negotiation, or adaptation actions are

required.

Exposes the supported intent types,

constraints, schemas, and expression | POST /intentSpecification, GET

/intentSpecification, GET /intentSpecification/{id},

downstream intent events and needs to
receive status or report updates
asynchronously.

AP handler. It supports capability discovery, | PATCH /intentSpecification/{id}, DELETE
validation, and alignment before or |/intentSpecification/{id}
during intent submission.
Allow external systems to subscribe to
Event TMF921 e.zvent notifications relat.ed to
Subscription mter?t.s, '|ntent repor'fs, ClleR i POST /hub, DELETE /hub/{id}
AP specifications. This enables
asynchronous monitoring without
continuous polling.
Receives TMF921 event notifications via | POST /listener/intentCreateEvent, POST
push from another TMF921-compliant | /listener/intentStatusChangeEvent, POST
o system. For the IMF, listener endpoints | /listener/intentDeleteEvent, POST
Notification . . )
Listener AP| are relevant when the IMF subscribes to | /listener/intentReportCreateEvent, POST

/listener/intentReportAttributeValueChangeEvent,
POST /listener/intentSpecificationCreateEvent,
etc.

7.2 Cross-layer Interaction Through Intent Interfaces

The TMF921 API endpoints serve as a bidirectional Intent Management API between Intent Owners and Intent
Handlers. In layered architectures, the same component may receive an upstream intent through TMF921 and
then emit a decomposed downstream intent through another TMF921 interface. This unlocks E2E service
management via intent-native lifecycle management, decomposition, and translation workflows, where each
intent handler processes intents ingested from the owner and outputs intent reports, status, feedback, and
negotiation responses. This cross-layer interaction can be viewed as a delegation chain of Business, Service and
Resource intents in the respective Operational layers, as summarised in the following table.

Table 7-2: Intent Abstraction and Operational Layers

Operational Managing Intent Purpose
layer component abstraction
Business Smart Business Intent Handler for tenant/vertical requests (they
Operations Marketplace Intent request digital services)
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Service NoN Framework | Service Intent | Intent Handler for Marketplace service intents
Operations (decomposes to domain-scoped resource intent)
Resource APEC Resource Intent Handler for domain-scoped (network) resource
Operations Intent intents

At each layer, an intent owner delegates a requirement to an intent handler, which may either fulfil it within its
own domain or decompose it into a downstream intent for another domain. This approach forms the foundation
for the end-to-end integration of the FLECON-6G main architectural components, achieved by implementing IMF
API endpoints across the Smart Marketplace, NoN Collaborative Framework, and Accelerated Programmable

Data Plane components.

Figure 7-2: Cross-layer Integration Through TMF 921 endpoints

© FLECON-6G, 2025

Business Layer
Smart Marketplace

IMF

TMF921 API Endpoints
Intent Lifecycle Manager
Closed-loop Governance

TMFS21 Service Inten
reports / events

TMF921 reports

t
\slalus | feedback

i

Service La
NoN Collaborative Framework

IMF

TMF921 API Endpoints
Intent Lifecycle Manager

Closed-loop Governance

®

TMF921 Resource Intent | TMF921 reports
reports / events status / feedback

Resource Lay
APEC

IMF [ Intent Interface
TMF921 API Endpoints
Resource Intent Handling

Page | 77




——T
D3.1 Frameworks for collaborative and distributed 6G network of networks (initial version) T LECON-6G

8 Conclusions

This deliverable has reported the deployment of the initial version of the FLECON-6G frameworks developed
within WP3, building on the software architecture defined in D2.2 and progressing towards the first concrete
software realisation of the platform. The work presented in D3.1 consolidates the initial baselines, internal
architectures deployment, interfaces, workflows, and integration principles of the three main architectural layers
of FLECON-6G: the Smart Marketplace, the NoN Collaborative Framework, and the APEC framework.

At the Smart Marketplace layer, this defines the initial implementation of the business-facing entry point through
which verticals, tenants, service providers, marketplace operators, and administrators interact with the FLECON-
6G platform. The current version establishes the Marketplace Portal as the frontend layer and supports initial
RBAC mechanisms. It also introduces the Negotiation Framework as the backend layer responsible for service
catalogue exposure, provider registration, intent normalisation, federated partner discovery, service
composition, feasibility estimation, winner determination, renegotiation support, and the management of
contracts, subscriptions, billing interfaces, SLA/compliance information, and service experience data. In this
initial version, the Smart Marketplace provides the software foundation for intent-driven service discovery,
negotiation, and procurement across heterogeneous domains of NaaS, NDTaaS, Alaas, cloud, telco, and edge
providers. This document also presents the initial implementation direction for NDTaaS Marketplace support,
based on exposing NDT as service offerings through catalogue-based descriptions, including the supported
domain, applicable NDT functions, KPlIs, fidelity level, and access conditions.

At the NoN collaborative framework layer, it has documented the initial operational backbone for cross-domain
federation, enabling the advertisement and provisioning of network and computing capabilities across federated
DSP. The framework builds on the ETSI OpenOP software baseline and aligns with the GSMA Operator Platform
approach, enabling federated DSPs to advertise, discover, compose, and provision heterogeneous resources
across administrative and technological domains. It includes the 6G Service & Network Offering Exposure
component, Dynamic Composition and LCM, Federation Manager, Service Resource Management, Runtime
Optimisation and SLA Assurance, and the initial positioning of the NoN Intelligence Layer.

In this version, the NoN Exposure Layer provides the externally visible service and network offering catalogue,
while the Dynamic Composition and LCM component provides the basis for blueprint catalogue management
and LCM of composed services. The Federation Manager represents the East/West federation plane and
supports federation context management, capability advertising, and coordination of the federated service
lifecycle. The Service Resource Management component provides the local coordination point for resource and
service activation, while the Federation Manager is involved when federated service elements need to be
coordinated across partner domains. The deliverable also introduces the initial design directions for secure and
trusted federation based on Keycloak, as well as the research direction for dynamic fairness in federated resource
allocation.

A specific contribution of D3.1 at the NoN layer is the initial model-driven extension for network service exposure
in federated scenarios. The document defines a structured representation of offered network services, including
technical characteristics such as availability, throughput, latency, jitter, resilience level, service areas, and access
points, aligned with the GSMA NG.116 perspective. This provides the basis for advertising and discovering
network service capabilities across federation partners. In D3.2, this layer will evolve from the current initial
federation, composition, exposure, and lifecycle-management baseline to a more complete implementation of
monitoring, assurance, runtime optimisation, and closed-loop support, in line with the monitoring and SLA-
oriented functions already positioned in the architecture.

At the NoN Intelligence and intent-management level, D3.1 provides the initial integration view for cross-layer
intent handling. The document positions TMF921 as the common intent-management APl model supporting
intent submission, reporting, specification discovery, event subscription, and notification handling. The cross-
layer interaction is represented as a delegation chain in which a tenant or vertical submits a business intent to
the Smart Marketplace, the Marketplace derives a service intent towards the NoN Collaborative Framework, and
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the NoN layer can further derive resource intents towards APEC or resource-domain components. This provides
the initial basis for intent-native LCM, decomposition, reporting, feedback, and negotiation across the FLECON-
6G layers.

At the APEC layer, the initial implementation direction is toward programmable, accelerated data-plane support.
This layer addresses the infrastructure programmability requirements of FLECON-6G by combining a semantic
programmable abstraction interface, a platform-agnostic compiler, a unified hardware acceleration
backend/offloading layer, an APEC Intent Translator, a Centralised Deployer, and deployment agents. The
current version focuses on separating network function logic from the underlying software and hardware
constraints, enabling high-level primitives and semantic annotations to be translated into a target-agnostic
intermediate representation. The framework is designed to support heterogeneous acceleration targets,
including SmartNICs, FPGAs, DPUs, and eBPF/XDP-based mechanisms, while also considering deterministic
networking and KPl measurement aspects.

In D3.2, the APEC layer will progress from the current compiler, abstraction, offloading, and workflow baseline
to tighter integration with the intent-driven management chain and with the resource-level operations triggered
by the upper layers. This will support the broader FLECON-6G objective of connecting business- and service-level
requirements with programmable infrastructure capabilities, enabling resource intents and deployment
workflows to be validated in the project’s representative PoC scenarios.

The next D3.2 shall follow a similar structure, with the extended functionality targeted for each layer as
established in the roadmap section and it will provide the code of the final software release. Moreover, D3.2
shall also report on the integration activities between the components targeting the integration and
validation/performance evaluation of the components following the methodology described in Section 7, to
assess and validate the overall functionality of the framework.
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Annex |I: Network Service Information Model

To support advanced NoN federation scenarios involving connectivity, transport, slicing, and heterogeneous
access technologies, the FLECON-6G architecture proposes a model-driven representation of network services.
This model is proposed as an extension of the GSMA East/West federation models, enabling the exchange of
network service abstractions while preserving compatibility with existing federation procedures. The approach
leverages GSMA NG.116-inspired [4] service characteristics to describe network-oriented capabilities in a
structured and interoperable manner.

The objective of the model is to allow a NoN domain to expose offered network services as consumable entities,
including their technical characteristics, supported service areas, access points, supported data networks, and
availability across zones.

The main information elements are summarized below:

o OfferedNetworkServiceData: Represents an individual network service offering, including service
metadata, service characteristics, service areas, access points, supported data networks, and zone-level
availability.

e ServiceCharacteristics: Captures the technical properties of the network service, including availability,
throughput, latency, jitter, deterministic communication support, group communication support,
supported device velocity, UE density, and resilience level.

e ServiceArea: Represents the geographical or logical area where the service is available. Different area
types can be used to distinguish coverage areas, fixed access areas, interconnection areas, and transport
coverage areas.

e ServiceAccessPoint: Represents how the service can be accessed or interconnected, including service
interface points, exchange points, access identifiers, connection technologies, connection domains, and
data network names.

e SupportedDataNetwork: Represents the data networks supported by the offered service.

¢ ServiceAvailabilityByZone: Associates the offered network service with the zones where it is available.

The ServiceCharacteristics class captures the key technical attributes of a network service offered. These
attributes are inspired by NG.116 service descriptors and include:

e availability percentage

¢ maximum downlink and uplink throughput
e delay tolerance

e latency and jitter objectives

e deterministic communication support

e group communication support

e supported device velocity

e UE density

¢ resilience level

The use of structured value types, such as ThroughputValue, TimeValue, VelocityValue, and UeDensityValue,
enables the representation of measurable parameters together with their units.

Enumerations such as SupportLevel, GroupCommunicationSupport, and ResilienceLevel provide a controlled
vocabulary for describing qualitative service properties.

The model separates the concept of service availability area from the concept of service access point.

The ServiceArea abstraction describes where the service is available. Its type is defined through the
ServiceAreaType enumeration, which allows the model to distinguish between:

® Coverage area
o fixed access area
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e interconnect area
* transport coverage area

The ServiceAccessPoint abstraction describes how the service can be consumed or interconnected. It supports
different access point types, including:

e service interface point
e exchange point
* access identifier

In addition, each access point can specify the ConnectionTechnology used to access the service, such as 5G, Wi-
Fi, satellite, fixed access, Ethernet, or optical connectivity. The ConnectionDomain enumeration further clarifies
whether the service refers to terrestrial access, terrestrial transport, satellite access, satellite transport, or
interconnection scenarios.

The relationships between the main entities are illustrated in Figure Annex-0-1.
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