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1 Executive Summary 

This deliverable (D4.1) presents the initial outcome of Work Package 4 (WP4). It provides the first integrated 
implementation of the FLECON-6G Native AI framework, enabling end-to-end Digital Twin (DT)-assisted, zero-
touch network automation across multi-domain 6G environments. The deliverable consolidates early-stage 
designs, prototypes, and validations of key AI and system components, aligned with the reference architecture 
defined in D2.2 [1] . The work directly contributes to project objectives by focusing on the development of 
efficient, Native and Trustworthy AI algorithms for intent-driven multi-stakeholder networks, ensuring 
generalisability and uncertainty awareness. In parallel, it supports the design and integration of a multi-layer 
Network Digital Twin (NDT) framework within a Zero-Touch 6G network architecture.  

WP4 is driven by four main objectives: (i) to develop Native and Trustworthy AI algorithms for automated 
decision-making, (ii) to design and implement a multi-layer Network Digital Twin (NDT) framework, (iii) to enable 
multi-domain orchestration of NDTs, and (iv) to integrate these components into a unified end-to-end DT-
assisted automation framework. In this context, D4.1 serves as the initial milestone, bringing together the 
contributions of all WP4 tasks into a coherent system-level perspective. 

At the core of this work lies the FLECON-6G Intelligence Layer within the FLECON-6G Network of Networks (NoN) 
collaborative Framework, which provides the intelligence services supporting the FLECON-6G network 
automation, through the enablement and offering of NDTaaS and AIaaS services, as mentioned in D2.2[1] . 
Internally, the Intelligence Layer is organised into three core components. First, the Agentic AI Control 
Framework, which provides the decision-making logic for agent-based operation, including the selection and 
composition of service-level intents. Second, the Network Digital Twins Framework, which enables the 
evaluation of management and control actions through the automated provisioning and execution of multi-
domain digital twins in support of closed-loop processes. Third, the Trustworthy AI & ML Operations layer, which 
ensures reliable and transparent AIaaS-driven workflows for resource selection, orchestration, and optimisation 
within the overall framework. 

From the Agentic AI and Trustworthy AI perspective, this deliverable introduces LLM-driven Foundation Models 
for intent-driven automation, enabling semantic understanding, structured translation, and reasoning over 
business and service intents. It incorporates critique-guided reasoning, intent validation, and conflict resolution 
to ensure feasible and SLA-aware outputs. These capabilities are complemented by a cognitive closed-loop 
framework, which provides governance and coordination of multi-layer loops, supports DRL-based optimisation 
for adaptive decision-making, and ensures SLA-aware assurance through continuous monitoring and reasoning. 
The closed-loop governance and coordination system operates in conjunction with the NDTaaS framework for 
what-if analysis and decision validation, and with the Trustworthiness Evaluation Framework (TEF) for 
continuous validation of AI decisions. In addition, the framework leverages AI-as-a-Service (AIaaS), supported by 
MLOps and model catalogues, to enable scalable and reusable AI capabilities. To ensure reliability, the 
framework embeds Trustworthy AI techniques, including uncertainty quantification, calibration, and 
explainability. 

From the Network Digital Twin perspective, the deliverable defines a multi-domain Network Digital Twin (NDT) 
framework, covering NTN, RAN, and transport networks, with support for multiple abstraction layers (network, 
slice, and service). The proposed framework is guided by a strong standardisation-driven vision, ensuring 
alignment with emerging industry practices. In particular, it considers 3GPP SA5 management aspects, as well as 
ETSI ZSM principles for service-based management, closed-loop automation, and lifecycle management. This 
enables the definition of interoperable interfaces (e.g., NBI/SBI) and supports the transition towards NDT-as-a-
Service (NDTaaS) operation. Building on the proposed NDT framework, this deliverable further presents the NDT-
as-a-Service orchestration framework to enable the coordinated management and operations of NDTs in a 
scalable and flexible way across multi-domain and multi-layer 6G environment. Acting as an integration layer, it 
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exposes NDT capabilities as reusable services, facilitating their use in intent-driven management and network 
optimisation. 

Finally, the deliverable presents the initial planning of the end-to-end integration of Native AI models, closed-
loop control mechanisms, and NDT frameworks, enabling coordinated decision-making, cross-domain 
optimisation, and automated network operations. Overall, D4.1 builds upon the reference architecture defined 
in D2.2 [1]  and provides the initial prototyping and implementation of its key components within the FLECON-
6G Intelligence Layer. It demonstrates the feasibility of integrating LLM-based reasoning, cognitive closed-loop 
intelligence, and multi-layer Network Digital Twins to enable AI-native, DT-assisted network automation in multi-
domain 6G environments. As an initial deliverable, the work focuses on early-stage development, prototyping, 
and partial integration of the proposed components. Further developmentsτincluding enhanced AI models, 
advanced closed-loop optimisation, and extended NDT/NDTaaS capabilitiesτwill be refined, extended, and 
validated in subsequent deliverables (e.g., D4.2), with an emphasis on full system integration, scalability, and 
large-scale demonstration towards Zero-Touch 6G network operations. 
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2 Introduction 

The evolution towards 6G networks demands a transition from traditional rule-based management approaches 
to AI-native and intent-driven architectures capable of operating across heterogeneous, distributed, and multi-
domain environments. In this context, the FLECON-6G project aims to design an end-to-end framework 
combining LLM-driven Foundation Models for intent understanding, planning, and decomposition with AI-driven 
algorithms for distributed network control, orchestration, and resource provisioning. 

 

 

Figure 2.1: High-Level view of the Native AI driven E2E NDT network automation (Marked by Red Colour) 

Based on the architecture defined in D2.2[1]  as illustrated in Figure 2.1, this deliverable (D4.1) presents the 
initial prototyping and integration of a Native AI framework within the FLECON-6G Network of Networks (NoN) 
collaborative framework. Building upon the high-level architecture, Figure 2.2 provides a detailed view of the 
Intelligence Layer, highlighted by the red box in Figure 2.1. The Intelligence Layer is decomposed into three main 
functional frameworks: the Agentic AI Control Framework, the NDT-aaS Orchestration Framework, and the 
Trustworthy AI & ML Operations framework, which collectively enable AI-native intent management, intelligent 
orchestration of Network Digital Twins (NDTs), and trustworthy cognitive closed-loop automation. To illustrate 
the task wise activities within WP4, the different coloured dashed boundaries in Figure 2.2 identify the functional 
components developed under each task. The detailed mapping between the activities presented in this 
deliverable and the corresponding WP4 tasks, is provided in the following Table 1 . 

Within this overall architecture, Task 4.1 (T 4.1) focuses on the Agentic AI Control Framework to enable LLM-
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driven Intent Management and Planning across the Business and End-to-End (E2E) Service layers, highlighted by 
the green dashed boundary in Figure 2.2. In this context, the framework incorporates a Business Plane Chatbot 
and Native AI Planning framework for transforming natural language inputs into validated Business Intents, a 
critique-guided inference-time reasoning approach for Service Intent decomposition into RFS compositions, and 
an Intent Conflict Detection and Resolution framework for scalable and reliable Business Intent validation within 
the Business IMF. 

 

 

Figure 2.2: Detailed View of the Intelligence Layer with Task-wise Mapping (Highlighted Red Colour in Figure 2.1) 

Furthermore, as part of the Trustworthy AI and ML Operation framework of the intelligence layer, highlighted 
by blue dashed box in Figure 2.2 under T 4.1, the FLECON-6G architecture enables autonomous monitoring, 
analysis, decision-making, and execution through AI-driven closed-loop governance and coordination 
mechanisms across federated cloud-edge environments. Here, the monitoring stage retrieves federated 
monitoring data from FLECON-6G resource domains, while the analysis stage integrates with the FLECON-6G 
AIaaS and NoN frameworks for AI-driven analysis across federated environments. The decision stage supports 
alternative decision functions and integrates with the FLECON-6G NDT framework for simulation-assisted 
optimal decision selection. Finally, the execution stage enables automated enforcement of actions on federated 
resources through the FLECON-6G NoN framework. Within this closed-loop paradigm, the reported DRL-based 
approaches support adaptive optimisation of SLA assurance, latency reduction, and resource efficiency, while 
LLM-based reasoning mechanisms enable intent-aware SLA analysis and interpretable decision-making for 
trustworthy zero-touch automation. To ensure reliable and trustworthy AI-driven operation, the framework also 
incorporates uncertainty estimation, calibration, explainability, model validation, and the Trustworthiness 
Evaluation Framework (TEF). 
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Besides that, the NDT-as-a-Service (NDTaaS) Orchestration Framework, part of the FLECON-6G Intelligence Layer, 
highlighted by yellow dashed box in Figure 2.2, provides a unified environment for validating AI-driven 
orchestration decisions before their deployment in operational networks. Its functionality spans the 
developments carried out in Task 4.2 (T 4.2) and Task 4.3 (T 4.3). By leveraging multi-layer Network Digital Twins 
(NDTs), it enables real-time monitoring, prediction, what-if analysis, and validation across the Transport, RAN, 
CN, and NTN domains, supporting Digital Twin-assisted closed-loop automation through the automated 
provisioning and orchestration of multi-domain digital twins. So, to address these distinct characteristics and 
operational requirements of different network domains, this framework incorporates domain-specific NDTs. 
Specifically, the Multi-Layer IP over Transport NDT supports transport network analysis and what-if evaluation, 
the OpenAirInterface (OAI)-based RAN and Core Network (CN) NDT enables end-to-end 5G RAN/CN emulation 
and orchestration validation, and the Industrial NTN NDT based on the COSNO framework provides real-time 
representation and validation of satellite network behaviour and orchestration decisions. Together, these 
complementary NDTs enable domain-specific simulation, prediction, and validation, allowing orchestration 
decisions to be evaluated before deployment while supporting AI-assisted closed-loop automation across 
heterogeneous 6G networks. In addition, this framework aligns with 3GPP SA5 and ETSI ZSM principles for 
service-based closed-loop automation and NDT lifecycle management, providing a foundation for alignment with 
emerging industry specifications and future contributions to relevant standardisation bodies.  

In addition, preliminary integration activities towards end-to-end DT-assisted Native AI network automation are 
also introduced within the FLECON-6G architecture. Building upon the Native AI and Trustworthy AI mechanisms 
together with the DT frameworks and orchestration functionalities, the proposed integration targets 
interoperable and trustworthy multi-domain 6G automation. In this context, the initial integration perspectives 
between the Agentic AI Framework, Intent Chatbot, Trustworthy AI functionalities, NoN collaborative 
framework, and NTN-oriented NDT environments are presented, focusing on interaction workflows and 
architectural integration concepts within the FLECON-6G ecosystem. 

2.1 Mapping FLECON-6G Outputs 

This section presents the FLECON-6GΨǎ Grand Agreement (GA) commitments, as extracted from the formal 
deliverable and task description, in respect to their outputs and work to be performed.  

Table 1: Adherence to FLECON-сDΩǎ D! 5ŜƭƛǾŜǊŀōƭŜ ϧ ¢ŀǎƪǎ 5ŜǎŎǊƛǇǘƛƻƴǎ 

FLECON-6G GA 
Component Title 

FLECON-6G GA 
Component Outline 

Respective Document 
Chapter(s) 

Justification 

TASKS 

Task 4.1:  

Native and 
Trustworthy AI 
algorithms for 
zero-touch 
decision 
automation 

Deliver Native AI for 
agentic intent 
workflows Trustworthy 
AI, TEF, and cognitive 
closed-loop  
optimisation. 

Section 3 (Native and 
Trustworthy AI 
Prototype) 

Enables zero-touch, intent-driven 
network automation by combining 
LLM-based reasoning, closed-loop 
optimisation, and Trustworthy AI, 
ensuring scalable, adaptive, and 
reliable decision-making in multi-
domain 6G networks 

Subtask 4.1.1:  

LLM-driven 
Intent 

Deliver LLM-Driven 
Intent ingestion, 
Decomposition and 
Planning 

Section 3.1 (LLM-
Driven Intent 
Management and 

LLM-based models provide robust 
semantic understanding, structured 
intent translation, and reasoning 
capabilities, enabling scalable and SLA-
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Management and 
Planning 

Planning (Initial 
Design) 

aware intent management beyond the 
limitations of traditional rule-based 
approaches. 

Subtask 4.1.2: 

Cognitive Closed-
Loop Automation 

AI-Driven Closed-Loop 
Governance and 
Optimisation 

Section 3.2 (Cognitive 
Closed-Loop 
Governance and 
Coordination) 

Enables autonomous, adaptive 
network optimisation through AI-
driven closed loops and DRL-based 
decision-making. 

Subtask 4.1.3: 

Trustworthy AI & 
Evaluation 

Deliver Trustworthy AI 
techniques and 
Trustworthiness 
Evaluation Framework 
(TEF). 

Section 3.3  
(Trustworthy AI 
Mechanisms) 

Ensures reliable, transparent, and 
robust AI decisions through 
uncertainty estimation, calibration, 
explainability, and TEF-based 
evaluation. 

Task 4.2:  

Network Digital 
Twins framework 

Multi-domain NDT 
framework with 
standard interfaces for 
KPI exchange, 
feedback, and 
optimisation across 
networks 

Section 4 (Network 
Digital Twins 
framework & 
Orchestration of Mult-
layer NDTs for Multi-
Domain Scenarios) 

Focuses on the design and 
implementation of the NDT 
framework, including standardisation 
alignment, architectural design, 
interfaces, prototype implementation, 
and domain-specific digital twins to 
support intelligent and DT-assisted 
network management. 

Subtask 4.2.1:  

Standardisation 
of NDT 

Alignment with 3GPP 
SA5 management 
aspects and ETSI 
operational 
automation 
frameworks 

Section 4.1  
(Standardisation and 
Vision of Network 
Digital Twin) 

Presents the vision and 
standardisation alignment of Network 
Digital Twins, focusing on 3GPP SA5 
and ETSI frameworks for interoperable 
DT-assisted network automation 

Task 4.3: Multi-
layer Network 
Digital Twins 
orchestration for 
multi-domain 
scenarios 

NDT-as-a-Service 
orchestration for multi-
domain digital twins. 

Section 4 (Network 
Digital Twins 
framework & 
Orchestration of Mult-
layer NDTs for Multi-
Domain Scenarios) 

Focuses on the orchestration and 
coordination of multi-layer NDTs 
across heterogeneous and federated 
domains through NDTaaS-based 
orchestration mechanisms, enabling 
scalable, interoperable, and zero-
touch DT-assisted network and service 
automation. 

Subtask 4.3.1:  

NDT-as-a-Service 
Orchestration & 
Integration 

Design of the 
orchestration 
framework for multi-
domain, multi-layer 
NDTs. 

Section 4.2 (NDT 
Framework), Section 
4.3 (NDTaaS 
Orchestration 
Framework) 

Present the NDTaaS orchestration 
framework and its integration with 
zero-touch network and service 
management, focusing on functional 
architecture, interfaces, workflows, 
and DT-assisted automation across 
multi-domain environments. 
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Task 4.4: Native 
AI integration for 
end-to-end DT 
assisted network 
automation 

Deliver the initial 
Native AI Integration 
Activities for End-to-
End DT-Assisted 
Network Automation. 

Section 5 (Preliminary 
Native AI Integration 
Activities for End-to-
End DT-Assisted 
Network Automation) 

Presents the preliminary integration 
activities toward end-to-end DT-
assisted network automation, focusing 
on the interoperability between the 
Agentic AI framework, intent-driven 
interaction mechanisms, cognitive 
closed-loop governance, and the 
NDTaaS orchestration framework to 
enable coordinated, intelligent, and 
automated multi-domain network 
operations. 

DELIVERABLE 

D4.1: NDT architecture prototyping for scalable, Native AI driven zero-touch network automation (initial 
version) 

Initial releases of software and AI algorithmic models integrated into a Native AI framework for E2E DT assisted 
network automation. 

 

2.2 Deliverable Overview and Report Structure 

This deliverable presents the initial implementation of the FLECON-6G Native AI framework for end-to-end 
Digital Twin (DT)-assisted network automation, covering the design, development, and early validation of key AI 
models and system components. The report is structured according to the defined tasks in WP4 as follows: 

¶ Executive Summary (Section 1): Provides the high-level overview of the objectives, key contributions and 
outcomes of the deliverable.  

¶ Introduction (Section 2): Presents the initial Native AI framework for DT-assisted network automation, 
addressing Trustworthy AI and NDT integration, and laying the foundation for scalable, AI-driven 
network automation. 

¶ Native and Trustworthy AI framework (Section 3): Presents the design and initial implementation of an 
AI-native, intent-driven automation framework integrating LLM-based reasoning, cognitive closed-loop 
optimisation, and Trustworthy AI mechanisms.  

¶ NDT Framework and Orchestration (Section 4): Presents the standardisation and vision of NDTs aligned 
with 3GPP SA5 and ETSI, followed by the design of the NDT framework, including interfaces, 
implementations, and domain-specific digital twins. It further introduces the NDT-as-a-Service (NDTaaS) 
orchestration framework, enabling multi-domain orchestration, integration, and management of 
network digital twins. 

¶ Preliminary Integration (Section 5): Presents the preliminary integration of the FLECON-6G Agentic AI 
framework, focusing on the interaction between the Chatbot and the Business and Service IMFs for 
intent-driven processing and coordination. It also defines the initial integration between the Cognitive 
Closed-loop Governance and Coordination Framework and the NDTaaS Orchestration Framework, 
establishing the foundation for NDT-assisted cognitive closed loops and trustworthy AI-driven 
automation. 

¶ Conclusions (Section 6): Summarises the main contributions and highlights future directions and next 
steps for the project.  
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3 Native and Trustworthy AI  

This section presents the design and initial implementation of the Native and Trustworthy AI framework, 
enabling intent-driven, AI-native automation for multi-domain networks. The focus is on developing an end-to-
end agentic workflow that supports business intent interaction, intelligent decomposition, AI-driven planning, 
and autonomous optimisation, while ensuring reliability and trustworthiness. The proposed approach integrates 
LLM-driven reasoning, cognitive closed-loop control, and Trustworthy AI mechanisms to realise scalable and 
interpretable network intelligence. In particular, it leverages telecom-specific data to enable structured intent 
translation and decision-making, while incorporating validation and conflict resolution mechanisms to ensure 
consistency of business intents. In parallel, AI-driven closed loops are designed to continuously monitor, analyse, 
and optimise network behaviour. To guarantee robustness, the framework embeds uncertainty quantification, 
calibration, explainability, and trust evaluation techniques. This section is organised into three main parts. First, 
LLM-Driven Intent Management and Planning (Section 3.1 ) introduce the business-level chatbot, critique-guided 
reasoning for service intent decomposition into RFS, and intent conflict detection and resolution. Second, 
Cognitive Closed-Loop Governance and Coordination (Section 3.2) present the closed-loop framework and DRL-
based optimisation strategies. Finally, Trustworthy AI Mechanisms (Section 3.3) covers uncertainty estimation, 
calibration, explainability, model validation, and the Trustworthiness Evaluation Framework (TEF). 

3.1 LLM-Driven Intent Management and Planning  

This section introduces the initial design of LLM-driven intent management and planning, forming the entry point 
of the Native AI workflow. The objective is to enable seamless interaction with business users, accurate 
interpretation of high-level intents, and their transformation into structured, machine-actionable 
representations suitable for downstream orchestration. To achieve this, Foundation Models based on LLMs are 
leveraged to perform intent understanding, decomposition, and reasoning using telecom-specific knowledge. 
The design emphasises generating well-formed and structured outputs (e.g., service intents and RFS-level 
representations) to ensure consistency and reduce ambiguity or hallucinations. In addition, reasoning 
capabilities are enhanced through critique-guided inference mechanisms, enabling iterative refinement of intent 
decomposition. Furthermore, mechanisms for intent validation, conflict detection, and resolution are 
incorporated to handle multi-tenant and multi-stakeholder scenarios, ensuring that business intents remain 
feasible and aligned with network constraints. Overall, this section lays the foundation for intelligent, reliable, 
and scalable intent-driven automation within the proposed Native AI framework. 

3.1.1 Business plane chatbot and Native AI planning  

The objective of this section is to present the initial version of the Business Intent Chatbot and Native AI planning 
framework within the FLECON-6G Intelligence Layer. 

3.1.1.1 Overview 

This section describes the role of Native AI planning in supporting conflict-aware remediation, where learning-
based decision support is checked by deterministic validation mechanisms and policy rules. Current state-of-the-
art [2] [3]  is extended. Specifically, in these recent works, it was shown that natural-language intent interfaces 
require explicit trust mechanisms, including validation, clarification, transparency, and safeguards against 
ambiguous or unsafe intent interpretation. In parallel, LLM-agent-based intent control has demonstrated 
autonomous remediation capabilities but still requires policy-aware constraints and deterministic checks before 
actions are applied. 

3.1.1.2 Proposed Remediation Approach 

This subsection presents the functionality of the Business Intent Chatbot and the Native AI Planning Framework 
under the Agentic AI Control Framework within the FLECON-6G Intelligence Layer (Shown in Figure 2.1). The 
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Business Intent Chatbot represents the entry point of the FLECON-6G intent pipeline. A client submits a natural-
language business request to the Intent Service, which forwards it to the Business Intent Management Function 
(Business IMF), also acting as the Intent Engine. At this stage, the objective of the Business IMF is not to directly 
generate a service intent or a resource intent, but to understand the business request and produce a validated 
Business Intent suitable for downstream processing. 

  

Figure 3.1: High-level Business Intent Function pipeline 

The pipeline, illustrated in Figure 3.1, starts with a TMF intent document. The client specifies the required service 
through a TMF-compliant intent document, describing requirements such as connectivity between two locations, 
the required bandwidth, a time window, and a priority level. The Intent Service acknowledges the request and 
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assigns an intent identifier. The IMF then performs semantic extraction and classification, identifying the relevant 
fields, classifying the request, and checking whether the information is complete enough to continue. 

If the request is ambiguous or incomplete, the system enters a conversational clarification stage. The Business 
IMF asks targeted questions, the client provides the missing information, and the intent is re-extracted and re-
classified using the updated context. This interaction ensures that the resulting Business Intent is sufficiently 
complete and semantically aligned with the user request before it is passed to validation. 

After the semantic extraction and clarification stage, the intent is passed through deterministic validation. This 
validation step acts as the hard gate of the pipeline. The Business IMF checks schema requirements, policy rules, 
allowed parameter ranges, endpoint validity, timing constraints, and possible conflicts with other active Business 
Intents. If validation fails, the intent is rejected with explicit reasons and diagnostics. If validation succeeds, the 
output is a validated Business Intent, ready for TMF921 emission towards the TMF921 Consumer, domain layer, 
or orchestrator. 

The research focus extends this validation stage with Native AI planning for remediation, as illustrated in Figure 
3.2. In a realistic Intent-Based Networking environment, several validated Business Intents may be active at the 
same time. These intents may share network, compute, or transport resources, while expressing different 
business objectives. For example, one Business Intent may have critical priority and strict latency requirements, 
while another may require high bandwidth for a longer transfer. When degradation or conflict appears, a 
remediation action may improve one Business Intent while temporarily affecting another. This makes 
remediation more complex than a direct fault-to-action mapping. 

The proposed approach keeps deterministic validation as the main decision source. The validation layer first 
determines which remediation actions are admissible under the current business intent context, policy 
constraints, resource state, and conflict conditions. Q-learning is then applied only within this validated action 
set. Therefore, the learning mechanism does not replace validation and does not decide which actions are safe. 
Its role is to select the most suitable admissible action based on learned long-term value. 

We use tabular Q-learning for remediation selection in the Intent processing pipeline. This is a pragmatic 
decision. The operational state in our setting is small and discrete, and the set of remediation actions is likewise 
limited and abstract, so the full state-action space can be enumerated directly. In this regime, a tabular method 
is not only sufficient but well suited: it converges reliably and behaves predictably, whereas a deep 
reinforcement learning approach would bring training instability and reduced interpretability without any real 
gain in representational power. 

What matters more than the choice of learner is where it sits in the pipeline. The Q-learning policy never decides 
what is permissible. Admissibility is determined entirely by the deterministic validation layer, which produces 
the set of policy- and constraint-compliant remediation candidates; the learned policy then chooses among those 
candidates only, and its choice is still subject to a final deterministic check before anything is applied. Because 
of this, the autonomous component cannot violate schema, policy, or safety constraints by construction. Each 
selection is also traceable: we record the value ranking over admissible actions, a counterfactual comparison 
against the alternatives, and an explain-only certificate describing why the action was chosen. 

These properties τtransparency, reproducibility under fixed seeds, and provable convergenceτ are precisely 
what intent-driven 6G operation requires, where automated decisions must remain explainable and auditable 
rather than opaque. The design is also not a dead end. The selector is a replaceable module behind a fixed safety 
contract, so if a future deployment needs a larger state representation, the learning backend can be swapped 
without disturbing the validation or certification layers. Finally, the approach earns its place empirically: on the 
same seeded, incident-calibrated scenarios, the learned policy outperforms both static and expert-defined 
heuristics, demonstrating that adaptive selection adds measurable value while remaining fully within the 
deterministic safety envelope. 
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Figure 3.2: Remediation RL intelligence module 

This design is important because the best remediation action is not always immediately obvious. Some actions 
may have delayed effects. Scaling capacity may introduce an immediate cost but improve satisfaction after 
several control intervals. Rerouting may quickly restore one critical Business Intent but increase congestion for 
another lower-priority intent. Throttling a lower-priority intent may be undesirable locally, but it may preserve 
the overall priority-weighted satisfaction of the active Business Intent set. These cases motivate the use of Native 
AI planning as a decision-support mechanism within the validated remediation space. 

3.1.1.3 Expected results and future work 

The expected research outcome is an Intent Conflict Remediation Environment. This environment will model 
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multiple validated Business Intents, shared resources, delayed remediation effects, and cross-intent side effects. 
The reward function will focus on long-term Business Intent satisfaction rather than only infrastructure health. 
It may include violation duration, number of affected intents, priority-weighted recovery, action cost, policy 
violations, harmful side effects, escalation rate, and final TMF921 emission outcome. 

The evaluation will compare constrained Q-learning against static priority heuristics, greedy immediate-reward 
selection, random admissible action selection, and unconstrained Q-learning. The objective is not simply to 
demonstrate that learning always outperforms heuristics. A more realistic hypothesis is that heuristics can 
perform efficiently for simple one-step conflicts, while constrained Q-learning becomes more useful when 
remediation requires delayed, sequential, and context-dependent decisions across competing Business Intents. 

In this way, the Business Intent Chatbot and Native AI planning layer remain aligned with the overall FLECON-6G 
intent pipeline. Natural-language requests are transformed into validated Business Intents, deterministic 
validation preserves safety and policy compliance, and Q-learning supports conflict-aware remediation only 
within the admissible decision space. The detailed implementation, algorithmic specification, and 
comprehensive evaluation of the proposed remediation environment will be further refined and reported in 
upcoming project deliverables. 

3.1.2 Critique-Guided Inference-Time Reasoning for Service intent decomposition into RFS 

3.1.2.1 Overview 

The evolution of intent-driven 6G networks, aligned with TMF921, requires intelligent mechanisms to transform 
high-level service requirements into realisable service configurations. In this context, the E2E Service Layer Intent 
Management Function (IMF) plays a critical role by translating validated Service Intents, received from the 
Business Layer, into structured Resource-Facing Service (RFS) compositions [4] [5] .  However, the transformation 
from Service Intent to RFS composition is inherently complex due to several challenges. First, service Intents 
often contain implicit requirements, where not all necessary service capabilities are explicitly specified. Second, 
multiple valid RFS compositions may exist for a given intent, making the mapping non-deterministic. Third, 
traditional rule-based or template-driven approaches lack flexibility and struggle to adapt to heterogeneous 
service types and dynamic SLA constraints in 6G environments [5] . Recent advances in large language models 
(LLMs) have demonstrated strong capabilities in semantic understanding and reasoning, making them promising 
candidates for intent interpretation and service composition tasks [8] . Nevertheless, LLM-based generation is 
inherently probabilistic, leading to variability in outputs across repeated executions, which raises concerns 
regarding reliability and consistency in operational systems [8] .  

To address these limitations, this work introduces a reasoning-driven approach for Service Intent to RFS 
composition within the Resource Negotiation Agent of the E2E Service Layer IMF, aligned with TMF921. The 
proposed approach leverages LLM-based semantic reasoning together with critique-guided refinement and 
structured evaluation mechanisms to support flexible and SLA-aware service composition generation. 
Furthermore, this approach is designed to operate at inference time and incorporates statistical validation 
considerations for analysing the reliability and consistency of generated RFS compositions within intent-driven 
6G service orchestration workflows. 

3.1.2.2  Proposed approach 

The proposed approach focuses on transforming Service Intents into SLA-aware Resource-Facing Service (RFS) 
compositions through reasoning-driven inference within the Resource Negotiation Agent of the E2E Service Layer 
IMF, as illustrated in Figure 3.3. Typical RFSs may include network slice services, edge computing services, 
transport connectivity services and QoS enforcement functions. For example, an intent requesting "XR streaming 
with latency below 10 ms" may be translated into an RFS composition comprising a URLLC network slice, edge 
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computing resources, and QoS policies, which can then be orchestrated by the underlying network management 
framework. 

Given a Service Intent I, the objective is to derive an RFS composition R that satisfies the specified SLA constraints. 
The mapping from I to R is treated as a semantic and probabilistic inference problem, because the system must 
understand the meaning of high-level intents and infer suitable service compositions, while multiple valid 
outputs may exist due to the probabilistic nature of LLM-based reasoning. The goal is to identify an RFS 
composition that maximises a defined quality function based on SLA compliance, completeness, and structural 
validity. 

 

Figure 3.3:  Workflow of the Inference-Time Critique-Guided Reasoning for RFS Composition in the E2E service layer 

The workflow will be initiated after receiving a validated Service intent I from the Business layer, along with a 
predefined RFS catalogue C. At this stage, the Resource Negotiation Agent is responsible for interpreting the 
service intent and deriving a structured RFS composition, R, that captures the required service-level capabilities. 

Instead of relying on predefined templates or rule-based mappings, the proposed approach formulates a novel 
method to formulate this transformation as a semantic reasoning problem. A reasoning-capable large language 
model (LLM) (DeepSeek R1 [9] or Magistral [10] ), accessed via API, is used to interpret intent semanticsτ
including service requirements, SLA constraints, and implicit conditionsτand generate an initial RFS composition 
in a structured format. 

Ὑ ᴺὪ  Ὅ               ρ 

where, Ὢ represents the pretrained LLM with fixed parameters. 

As shown in the Figure 3.3 this initial output is then iteratively refined through a critique-guided process, inspired 
by Critique-GRPO [11] . In this process, the generated RFS compositions are progressively improved using natural 
language critique feedback Q(t) and quantitative evaluation scores S(t). At each iteration t, the current RFS 

composition  Ὑ  is evaluated using a critique module that identifies missing components, SLA mismatches, and 
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structural inconsistencies, expressed as natural language feedback ὗ . The critique feedback further assists the 
scoring module in generating the evaluation score S(t).      

So, in parallel, a set of quantitative evaluation metrics is computed, including SLA compliance, completeness with 
respect to required service capabilities, and structural validity against the RFS catalogue. These are combined 
into a weighted evaluation function to compute the overall evaluation score, S(t): 

 Ὓ  ‌Ὓ  Ὑ ȟὍ ‍Ὓ Ὑ ȟὍȟὅ ‎Ὓ Ὑ ȟὅ (2) 

where, S(t) Ҧ hǾŜǊŀƭƭ ǉǳŀƭƛǘȅ ǎŎƻǊŜ ƻŦ ǘƘŜ ƎŜƴŜǊŀǘŜŘ wC{ ŎƻƳǇƻǎƛǘƛƻƴ, SSLA Ҧ {[! ŎƻƳǇƭƛŀƴŎŜ ǎŎƻǊŜ, Scomp Ҧ 
Completeness score (required service capabilities covered), Svalid Ҧ {ǘǊǳŎǘǳǊŀƭ ǾŀƭƛŘƛǘȅ ǎŎƻǊŜ όŎƻƴǎƛǎǘŜƴŎȅ ǿƛǘƘ 
RFS catalogue) and h ΣʲΣʴ Ҧ ²ŜƛƎƘǘƛƴƎ ŦŀŎǘƻǊǎ ŎƻƴǘǊƻƭƭƛƴƎ ƛƳǇƻǊǘŀƴŎŜ ƻŦ ŜŀŎƘ ƳŜǘǊƛŎ. 

The critique and evaluation signals are then fed back to the LLM, which generates an improved RFS composition: 

Ὑ ᴺὪ  ὍȟὙ ȟὗ ȟὛ                 σ 

This process is repeated for a fixed number of iterations T, enabling progressive refinement of the output. The 
final result is a refined RFS composition: 

 Ὑᶻ  Ὑ   

which better aligns with the original Service Intent in terms of both semantic correctness and SLA satisfaction. 

Here, the transformation from Service Intent (I) to RFS composition (R) is modelled as a probabilistic inference 
process, where repeated executions of LLM-based reasoning may produce different candidate outputs. To 
analyse this behaviour, a statistical validation approach will be introduced, focusing on correctness with respect 
to reference mappings, degree of SLA compliance, and consistency across repeated runs. This enables 
quantitative assessment of the robustness and reliability of LLM-based reasoning within the Resource 
Negotiation Agent. 

The proposed approach operates entirely at inference time. Its contribution lies in combining LLM-based 
semantic reasoning with critique-guided refinement and statistical evaluation, providing a practical and 
extensible method for intent-driven service composition at the E2E Service Layer. Within the context of the 
FLECON-6G NoN-Intelligence Layer architecture, as defined in Deliverable D2.2 [1]  (Section 4.3.1.3), the 
proposed approach is positioned as a functional component of the Resource Negotiation Agent within the Intent 
Management Function (IMF) at the E2E Service Layer, as illustrated in Figure 3.3. 

3.1.2.3 Expected Results 

As an initial outcome, a critique-guided inference-time reasoning approach for transforming Service Intent to 
RFS composition has been introduced within the Resource Negotiation Agent of the E2E Service Layer IMF. The 
current activities focus on the definition of the overall reasoning workflow, its integration perspective within the 
FLECON-6G NoN-Intelligence Layer architecture, and the initial design of the statistical validation methodology 
for analysing reliability and consistency of generated RFS compositions. The detailed implementation, 
algorithmic specification, and comprehensive performance evaluation will be further presented in the upcoming 
deliverable D4.2. 

3.1.3 Intent conflict detection and resolution approach for validating business intents 

3.1.3.1 Overview 

Networks are becoming harder to manage. More devices, more services, more stakeholders and someone must 
ensure that all elements operate together seamlessly. Intent-Based Networking (IBN) is a response to this 
problem: instead of configuring the network manually, users express what they want at a high level, and the 
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system figures out how to make it happen. FLECON-6G is based on this idea for 6G networks, where the diversity 
of services and users makes manual management practically impossible. The work of [12]  was the first to handle, 
at the same time, conflicts in both space and time, treating each intent as a rectangle in a 2D plane. We used 
this framework as our starting point, but three problems remained open for the project's context. The resolution 
loop has a parameter called MAX_ATTEMPTS that was set by hand without a clear rule; the framework only 
worked on two dimensions, and as more dimensions are added, finding a valid resolution gets harder. This 
document describes these problems and their suggested solution.  

This work [12]  treats each intent as a rectangle in a two-dimensional plane. There is one axis for endpoint space 
and one axis for time. Two intents conflict if their rectangles overlap. This work was a real step forward but 
can be upgraded for the project. Below, two problems are presented that could lead to this innovation. Firstly, 
real network intents carry more than two conflict attributes. Bandwidth alone can cause an independent conflict 
in the network. QoS class, latency requirements, and administrative domain will each introduce their own 
conflicts. This is the limit of the current framework. Secondly, with the increase in dimensions, finding a valid 
resolution gets exponentially harder. The algorithmic loop from this work, which works fine with two dimensions, 
will not scale to five or six without a smarter search strategy. The project needs a conflict engine that is both 
multi-dimensional and fast enough for real-time use.  

To address these limitations, the proposed approach leverages the existing two-dimensional conflict detection 
and resolution algorithms from [12]  while extending the framework toward multi-dimensional intent conflict 
management. In particular, this work introduces bandwidth as an additional conflict dimension beyond the 
original space and time dimensions. The objective is to support more realistic intent representations for 6G 
environments, where conflicts may arise from heterogeneous service requirements and shared resource 
constraints. Furthermore, the framework is designed as a scalable foundation that can later incorporate 
additional dimensions, such as latency and QoS-related constraints, while enabling more efficient conflict 
resolution strategies for real-time network automation. 

3.1.3.2 Proposed Approach  

The proposed approach leverages the two-dimensional conflict detection and resolution mechanisms introduced 
in [12] , where intents are represented as geometric regions across space and time dimensions. The main 
innovation consists of extending this model with a third conflict dimension corresponding to bandwidth 
requirements. Unlike spatial or temporal conflicts, bandwidth conflicts may occur even when two intents do not 
overlap in either space or time. Such situations arise when multiple intents target the same network resource 
while requesting incompatible or contradictory bandwidth allocations. Therefore, the proposed framework 
introduces resource-level conflict evaluation in addition to geometric overlap analysis. 

Within the FLECON-6G architecture, the proposed approach is positioned as a conflict validation module within 
the Business Layer Intent Management Function (IMF) of the NoN-Intelligence Layer, as illustrated Figure 3.4. 
In this Figure 3.4, the Business IMF submits the intents to the Validator. The Validator performs a conflict 
detection check across the registered intents. If conflicts are detected, they are forwarded to the Conflict 
Resolution Module, which represents the core contribution of this work. The Conflict Resolution Module analyses 
the space, time, and bandwidth dimensions and applies the priority and importance weights of the conflicting 
intents. Subsequently, if the conflict set is small, resolution is achieved through a branch-and-bound approach. 
If the conflict set is large, a heuristic search strategy is employed. 
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Figure 3.4: Proposed Conflict Resolution approach in the Business IMF  

3.1.3.3 Expected Results  

In this initial proposal, the initial design and integration of a multi-dimensional intent conflict management 
framework within the FLECON-6G architecture is presented, supporting conflict detection and resolution across 
space, time, and bandwidth dimensions. The framework is intended to enhance the Business Layer Intent 
Management Function (IMF) by enabling more scalable and reliable intent validation for AI-native and intent-
driven 6G network management. In addition, the work establishes the basis for extending the framework toward 
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additional conflict dimensions, such as latency and QoS-related constraints, while incorporating intent priority 
and importance weighting mechanisms for more flexible conflict resolution. In future deliverables, the proposed 
approach will further investigate three main extensions. First, the framework will be expanded to support 
additional conflict dimensions beyond bandwidth, following the same semantic conflict analysis methodology. 
Second, intent priority and importance weighting mechanisms will be incorporated, enabling the conflict 
resolution process to favour more critical intents when contradictory requirements arise. Third, since the 
introduction of additional dimensions increases the complexity of the resolution process, scalable search 
strategies will be explored. In particular, the framework will combine deterministic branch-and-bound 
techniques for small conflict sets with heuristic-based approaches for larger and more complex scenarios. These 
extensions aim to provide a more accurate, scalable, and efficient conflict resolution framework for intent 
management in AI-native 6G networks. Detailed implementation aspects, algorithmic refinements, and 
comprehensive evaluation results will be presented in the upcoming project deliverable D4.2.  

3.2 Cognitive Closed-Loop Governance and Coordination  

6G networks are set to become highly complex, multi-domain ecosystems incorporating a wide range of cutting-
edge technologies, including Non-Terrestrial Networks (NTN), Non-Public Networks (NPN), which enable 
dedicated, isolated connectivity for specific verticals and industrial environments. These networks will support 
highly dynamic and heterogeneous virtualised infrastructures, seamlessly providing services spanning from the 
extreme edge to the core, each with varying computational capabilities and resources. In order to address the 
required management and optimisation complexity imposed by this novel heterogeneous 6G infrastructure, 
novel management and orchestration architectures leverage the concept of closed-loops [13] [14] [15]  , which 
provide AI-based proactive and automated service and resource re-configuration targeting the enforcement of 
the specific SLAs and the optimisation of the usage of the underlying virtualised infrastructure.  

The closed-loop paradigm approach, enabling automated management and optimisation, is built upon four 
sequential and interdependent stages: monitoring, analysis, decision, and execution (similar terminology is used 
in different standards, but the overall concept is equivalent). The cycle begins with the continuous monitoring of 
relevant metrics and KPIs across the managed infrastructure. The collected data feeds into the analysis stage, 
where AI/ML techniques are applied to generate insights into the behaviour and current and future state of the 
target network entities. These insights drive the decision stage, where corrective actions, re-optimisation 
strategies, or re-planning directives are determined in response to detected anomalies, performance 
degradation or optimisation opportunities. Finally, the execution stage enforces the decided actions by issuing 
re-configuration or re-allocation commands to the underlying infrastructure. 

In this paradigm, closed-loops are designed to enforce a set of specific goals on top of the managed 
infrastructure. When multiple closed loops operate simultaneously, their individual decisions and executions 
may conflict, overlap, or interfere with one another. Closed-loop coordination is the set of mechanisms and 
principles designed to govern the interactions between concurrent CLs, ensuring that their collective behaviour 
remains consistent, efficient, and aligned with global service objectives. 

In FLECON-6G, the Intelligence Layer aims to provide services for the automated deployment of multi-layer 
closed-loops which enable the automated management of the network and compute services. This service shall 
be tightly integrated with the FLECON-6G NDTaaS framework for the automated assessment of closed-loop 
decisions through multi-layer NDT jobs, and with the trustworthiness evaluation framework (TEF) for the 
measurement and validation of the analysis and decision models. In detail, the research challenges in terms of 
closed-loop management and coordination are as follows: 

¶ Integration of NDT: Network Digital Twins (NDTs) play a crucial role in closed-loop operation and 
coordination by providing a shared, virtual representation of the virtualised infrastructure state. Before 
any closed-loop enforces an action, the proposed change can be simulated within the NDT environment 
to assess its impact before execution affects the managed services and infrastructure. This is also 
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relevant for the closed-loop coordination, allowing the anticipatory detection of potential conflicts, and 
supporting the resolution of conflictive closed-loop decisions through NDT simulations.   

¶ Definition of closed-loop coordination principles and related services: Current standards provide initial 
guidelines and insights for the closed-loop coordination. The objective in FLECON-6G is to formalise the 
information models, services and operational workflows to realise the coordination among different 
closed-loops.    

¶ Realisation of deep reinforcement learning-based closed-loops that enable enhanced adaptation to the 
dynamics of the cloud-edge service dynamics.  

¶ Development of LLM-based closed-loop reasoning for autonomous interpretation of service SLAs, 
translation into optimisation objectives, and explanation of automated closed-loop decisions.   

3.2.1 Closed-loop governance & coordination Framework  

In FLECON-6G, the aim is to design and develop extensions on top of the closed-loop governance framework 
developed in HEXA-X-II [16] . The cornerstone of this framework is the modelling and development of closed-
loop as a set of interconnected stages, namely the monitoring, analysis, decision, and execution stages. Each of 
these stages implements its own internal logic, acting as a fully independent software application or AI/ML 
algorithm which exchanges information with the other stages of the loop to determine and enforce automated 
proactive and reactive re-configuration and orchestration decisions. Following this concept, the closed-loop 
functions are formally described through function descriptors which describe the scope, the configuration 
parameters, the supported actions and link to the AI/ML models and application orchestration descriptors. These 
closed-loop functions may be chained together through closed-loop descriptors which also enable the 
description of the closed-loop high-level goals, reaction category (e.g. short term, long term, etc), the type of 
managed entities supported, etc.  

The closed-loop governance framework developed in HEXA-X-II, is mainly composed of the following 
components: 

¶ Closed-loop descriptors catalogue: Supports the onboarding, management and querying of closed-loop 
functions and descriptors. In practice, this catalogue contains the list of closed-loops which can be 
automatically provisioned as part of the management and orchestration procedures. 

¶ Closed-loop Lifecycle Manager (LCM): Enables the automated provisioning and management of the 
closed-loop based on the available catalogue of closed-loop descriptors. In this sense, this component 
supports the closed-loop lifecycle management APIs, interacting mainly with: (i) the underlying 
virtualised compute infrastructure for the application components associated with the closed-loop 
functions; (ii) the AI framework for the automated provisioning and management of the AI/ML 
algorithms required by the functions.  Moreover, this component contains a Runtime Manager service 
which is responsible for managing the closed-loop events at runtime. 

The high-level software architecture of the closed-loop governance framework is depicted in Figure 3.5, 
highlighting in yellow the components affected by the extensions envisioned in FLECON-6G. 



D4.1 NDT architecture prototyping for scalable, native AI driven zero touch network automation (initial version) 

 

© FLECON-6G, 2026  Page | 31  

 

 

Figure 3.5: Closed-loop governance high-level software architecture 

3.2.1.1 NDT-based closed-loop decision assessment  

As described previously, one of the targeted contributions in FLECON-6G is to enable the automated assessment 
of the closed-loop remediation action through NDTs. In this sense, the proposed change can be validated within 
the NDT environment to assess its potential impact on managed services and infrastructure prior to actual 
enforcement. The realisation of this extension in this initial version resulted in: (i) extensions to the closed-loop 
descriptor information model; (ii) Design and development of new closed-loop runtime services; (iii) updates to 
the closed-loop operational workflows.  The extensions to the closed-loop descriptor information model aim at 
enabling the definition of the NDT Jobs which may be used during the closed-loop operation. The information 
model of the closed-loop descriptors is illustrated in Figure 3.6, highlighting in green the new information 
elements.  As depicted in the figure, closed-loop descriptors include a list of NDT Job specifications, which contain 
the: (i) A name, containing a human-readable name associated with the NDT Job; (ii) the ndtFunctionScope and 
ndtCapability, which allows to determine a runtime the NDT function based on the ones available in the NDT 
Orchestration framework; (iii) The ndtFunctionID, to reference a specific function instance. The meaning of these 
parameters is further detailed in Section 4, which is aligned with the terminology proposed by ETSI and 3GPP in 
[17] and [18] . 
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Figure 3.6: Closed-loop descriptor enhanced information model 

The NDT Job information associated with the closed-loop descriptor is used during the closed-loop instance 
operation. In particular, the decision stage of the closed-loop may request evaluation of a set of possible 
decisions to account for possible untargeted side effects, and to assess the best option among the different 
candidates. The operational workflow inside the Closed-loop Service Lifecycle manager is depicted in Figure 3.7. 

 

Figure 3.7: Closed-loop decision assessment through NDT workflow 

As depicted in Figure 3.7, the workflow is mainly triggered by the closed-loop decision functions, which notify 
the Closed-loop governance framework about a set of possible decisions (effectively asking for assessment). The 
Runtime Manager component determines the NDT Job specification based on the information provided in the 
associated closed-loop descriptor (and possibly through internal policies), and forwards the request towards the 
NDT Job Service, which determines the specific NDT function (if not already established through the NDT Job 
reference), and triggers the request towards the NDT Orchestrator. Once the NDT Orchestrator notifies the 
outcome of the NDT Job through a report, the final decision is computed at the Runtime manager and forwarded 
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towards the closed-loop decision and execution functions.  We refer to Section. 4 for further details regarding 
the APIs and internal operations enabling the execution of NDT Jobs.  

3.2.2 Deep Reinforcement Learning (DRL)-Based Closed-Loop Optimisation  

3.2.2.1 Overview 

To address the increasing complexity of resource management and service orchestration in dynamic 6G 
environments, DRL has been widely used and leveraged as a key enabler for closed-loop optimisation. In volatile 
cloud-edge infrastructures, traditional rule-based approaches struggle to adapt to fluctuating workloads and 
strict SLA requirements. In this context, DRL offers an adaptive alternative, enabling systems to continuously 
learn and refine decision-making policies based on real-time feedback from the network environment [19] . 
Within the closed-loop paradigm, DRL provides a suitable approach for implementing the monitoring-analysis-
decision-execution cycle. DRL-based methods can continuously adapt to changing workload patterns, resource 
availability, and network dynamics. This adaptability is essential in cloud-edge ecosystems, where service 
demands are volatile, and infrastructure conditions are heterogeneous and often unpredictable. DRL-based 
control loops can optimise long-term system objectives, such as minimising SLA violations, reducing latency and 
improving resource efficiency, without relying on manual tuning or rule-based policies. As such, DRL is a key 
enabler for zero-touch orchestration. 

3.2.2.2 Proposed Approach 

The proposed approach is grounded in an elastic, learning-driven orchestration framework for cloud-edge 
environments, where resource allocation and service placement are jointly optimised under dynamic workload 
conditions. Elasticity is defined as the ability of a system to automatically adjust its allocated resources in 
response to workload fluctuations, while maintaining SLA compliance and avoiding resource contention[20] . 
This is captured through an elasticity interval, which bounds the feasible resource allocation levels required to 
ensure performance without over-provisioning. Instead of explicitly defining workload-to-resource mapping 
functions, the proposed framework implicitly learns this relationship through interaction with the environment. 
The DRL agent observes workload-dependent states and optimises its decisions based on reward signals tied to 
SLA compliance, resource utilisation efficiency and adherence to elasticity constraints, enabling adaptive 
behaviour that responds to workload variations over time. Specifically, the DRL formulation is applied through a 
Markov Decision Process (MDP), which provides a structured way to model the interaction between the 
orchestration agent and the environment. In this formulation, the state represents the current operational 
context of the system, including workload-related information, node-level resource utilisation, resource 
availability, and latency-aware indicators that capture proximity and communication conditions between nodes. 
The action represents an orchestration decision, such as selecting an appropriate target node for service 
placement and determining the corresponding level of service instance allocation. The reward provides feedback 
to the agent after each decision and reflects the quality of the selected action. It is designed to promote SLA-
compliant, resource-efficient and stable orchestration behaviour, while penalising decisions that may lead to SLA 
violations, inefficient resource usage, unnecessary rescheduling or frequent service reconfiguration. 

To further enhance decision-making, the approach incorporates spatiotemporal information into the learning 
process. Elastic scheduling decisions are not only workload-dependent but also sensitive to factors such as node-
level contention and inter-node latency. These aspects are integrated into the system state, enabling context-
aware policy learning. The workflow, as depicted in Figure 3.8, illustrates how the proposed approach 
continuously observes workload rate, node resource utilisation, intra-cluster latency and resource constraints. 
This state is encoded into a spatiotemporal representation and subsequently passed to the scheduling agent, 
which decides service placement and instance allocation across nodes. Finally. the reward signals regarding 
environment feedback are fed to the agent, closing the loop. The system is modelled as a cloud-native 
microservices architecture deployed over a multi-node infrastructure, represented as a graph where nodes 
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correspond to compute resources and edges capture inter-node communication. The DRL-based scheduling 
agent continuously observes a global system state that combines node-level resource utilisation with latency 
information derived from inter-node communication patterns. Specifically, the state at each timestep is 
comprised of a composite feature vector which combines normalised node-level CPU and memory utilisation 
across all compute nodes with a Transformer-derived spatiotemporal latency embedding, allowing the agent to 
observe both resource status and network conditions among the clusters while supporting efficient decision-
making. Based on this state, the agent performs elastic scheduling by jointly determining service placement and 
the number of instances to allocate per node. These decisions consider workload demand, resource availability 
and network conditions, ensuring that service-level objectives (SLOs) are met while avoiding inefficient resource 
usage. By coupling placement and allocation into a single decision process, the proposed approach enables 
efficient, proximity-aware and SLA-compliant orchestration in highly dynamic and distributed environments.  

 

Figure 3.8: High-level workflow of the DRL scheduling. 

3.2.2.3 Results 

The performance of the proposed DRL-based closed-loop optimisation framework is evaluated in a Kubernetes-
based cloud-edge testbed under realistic and dynamic workload conditions. The experimental testbed is 
deployed on a multi-node Kubernetes cluster, where each node represents a compute host within the cloud-
edge continuum and is configured to emulate realistic network-layer latency conditions. This setup enables the 
framework to capture the magnitude and temporal variation of latency-specific behaviour across distributed 
nodes. To monitor inter-node communication performance, a lightweight probe container is deployed on each 
node and periodically collects latency measurements, which are then aggregated and stored in a centralised file 
server for subsequent processing by the agent. Workload variability is introduced by periodically generating 
external HTTP requests toward the deployed services. In parallel, a continuous background traffic layer is 
maintained at the transport layer to emulate persistent network activity and capture the effects of regular 
communication overhead. The evaluation considers heterogeneous multi-node environments where 
containerised microservices are scheduled across distributed infrastructure. Workload patterns are designed to 
capture burstiness, temporal variability and resource heterogeneity. The DRL agent performs joint scheduling 
and placement decisions based on real-time system state, incorporating both resource utilisation and inter-node 
latency information. To assess the effectiveness of the proposed approach, it is compared against established RL 
baselines, including DQN, A3C and PPO, all operating under the same system configuration. The evaluation 
focuses on key performance indicators relevant to closed-loop optimisation, including SLA compliance, system 
stability and decision efficiency. In this context, the SLA Satisfaction Rate (SSR) is defined as the percentage of 
decisions that meet the predefined SLA constraints, providing a high-level measure of service reliability. SLA 
constraints are primarily defined in terms of latency and service responsiveness, while resource efficiency is 
treated as an optimisation objective. Figure 3.9 depicts that the proposed approach achieves an SLA Satisfaction 
Rate (SSR) of 93.1%, outperforming PPO (89.1%), A3C (79.8%) and DQN (75.6%), while reducing the SLA violation 
rate to 6.9%. This indicates that the DRL-based agent is able to consistently maintain SLA-compliant operation 
under dynamic workload conditions, effectively adapting to changes in demand and resource availability. The 
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ƛƳǇǊƻǾŜƳŜƴǘ ƛƴ {[! ǇŜǊŦƻǊƳŀƴŎŜ ǊŜŦƭŜŎǘǎ ǘƘŜ ŀƎŜƴǘΩǎ ŀōƛƭƛǘȅ ǘƻ ƳŀƪŜ ƳƻǊŜ ƛƴŦƻǊƳŜŘ ŀƴŘ ŎƻƴǘŜȄǘ-aware 
decisions, taking into account both resource constraints and network conditions, while remaining proximity-
aware in service placement. 

 

Figure 3.9: SLA satisfaction rate across RL baselines 

3.2.3 SLA Reasoning and closed-loop Assurance 

3.2.3.1 Overview 

To address the increasing complexity of SLA assurance in dynamic B5G environments, traditional monitoring and 
fault detection mechanisms are no longer sufficient to guarantee reliable service delivery. In modern cloud-
native infrastructures, network behaviour must be continuously evaluated not only at the resource level but also 
in relation to high-level service intents that define expected outcomes. However, most existing approaches rely 
on reactive detection and rule-based analysis, which struggle to interpret behavioural deviations and their 
impact on SLA compliance in heterogeneous and rapidly evolving systems. 

In this context, machine learning and large language model (LLM)-based reasoning provide a more adaptive and 
intelligent alternative, enabling systems to analyse network behaviour and generate context-aware explanations 
for SLA violations[21] . By combining unsupervised behaviour modelling with semantic reasoning, the system can 
move beyond simple anomaly detection towards understanding whether observed behaviour aligns with the 
intended service objectives. This capability is particularly important in zero-touch environments, where 
autonomous systems must interpret, diagnose and respond to SLA deviations without human intervention. 

Within the closed-loop paradigm, the proposed approach extends the monitoringςanalysisςdecisionςexecution 
cycle by incorporating an additional reasoning layer that links low-level observations to high-level intent 
realisation[22] . Instead of relying solely on statistical detection, the system evaluates behavioural deviations 
through multiple generated explanations and assesses their semantic consistency. This enables the framework 
to provide not only detection of SLA violations but also interpretable and confidence-aware insights, supporting 
more reliable and trustworthy decision-making. 

3.2.3.2 Proposed approach 

The proposed approach is grounded in a learning-driven framework for SLA assurance in cloud-native B5G 
environments, where the objective is not only to detect deviations from expected behaviour but also to interpret 
their impact on service-level objectives. In contrast to traditional monitoring systems, which focus primarily on 
low-level anomaly detection, the proposed framework integrates both statistical modelling and semantic 
reasoning to provide a more comprehensive understanding of SLA compliance. This enables the system to move 
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beyond reactive detection and support proactive, interpretable and trust-aware decision-making in dynamic 
network environments. 

As depicted in Figure 3.10, the core of the approach lies in an unsupervised behaviour modelling mechanism 
based on an autoencoder architecture, which learns the normal patterns of SLA-compliant network traffic. 
Deviations from this learned representation are identified through reconstruction error and interpreted as 
potential SLA violations. Rather than relying on predefined rules or labelled data, the system captures the 
underlying structure of compliant behaviour and detects inconsistencies as out-of-distribution events. This 
allows the framework to generalise across diverse traffic conditions and identify both known and unknown types 
of SLA violations, which is particularly important in heterogeneous and evolving B5G environments. To enhance 
interpretability, the detected deviations are further processed through a large language model (LLM)-based 
reasoning module, which generates natural language explanations describing the potential causes and 
implications of the observed behaviour. These explanations are mapped to specific SLA dimensions, such as 
latency, availability and reliability, enabling a direct link between low-level observations and high-level service 
impact. In order to ensure the reliability of these explanations, the framework introduces a self-consistency 
mechanism that evaluates the semantic similarity among multiple generated responses. This mechanism acts as 
a proxy for interpretive confidence, allowing the system to distinguish between stable, well-supported 
explanations and ambiguous or uncertain ones. 

 

Figure 3.10: System model of the SLA-reasoning closed loop. 

As a result, the proposed approach enables a more conservative and trust-aware closed-loop operation, where 
decisions are not solely based on anomaly detection but also on the consistency and reliability of the underlying 
explanations. By prioritising semantically coherent and high-confidence interpretations, the system reduces the 
risk of false alarms and avoids unnecessary or unstable corrective actions, which are particularly important in 
zero-touch environments, where automated decisions must be both accurate and explainable. Specifically, the 
approach operates through a sequential detectionςexplanationςvalidation pipeline. First, SLA-compliant traffic 
is used to train an autoencoder, so that the model learns the normal feature representation of intent-aligned 
network behaviour. During inference, each new flow is reconstructed by the autoencoder and its reconstruction 
error is computed using the mean squared error (MSE). Flows whose reconstruction loss exceeds the optimised 
threshold, which is selected through a sweep over reconstruction-error values, are recorded as potential SLA 
violations. Consequently, each detected abnormal flow is translated into a structured prompt containing relevant 
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traffic features, such as duration, packet statistics, flags, flow rate, etc. The LLM then generates multiple zero-
shot explanations for the same deviation, allowing the system to infer whether the behaviour is related to 
multiple SLA dimensions such as latency, throughput, availability, reliability, fairness, confidentiality and 
compliance. Overall, the integration of unsupervised detection with LLM-based reasoning provides a scalable 
and adaptive solution for SLA-aware monitoring and decision support in next-generation network 
infrastructures. 

3.2.3.3 Results 

The performance of the proposed framework is evaluated in a realistic network setting, focusing on its ability to 
detect SLA violations and provide interpretable, semantically consistent explanations aligned with service-level 
objectives. The evaluation considers heterogeneous traffic conditions and assesses both the accuracy of anomaly 
detection and the reliability of the generated explanations. In this context, SLA constraints are defined across 
multiple dimensions, including latency, availability, throughput, reliability and stability, reflecting the 
requirements of diverse B5G services. As illustrated in Figure 3.11, the empirical distribution of reconstruction 
errors shows a clear separation between compliant and non-compliant flows, enabling robust detection even 
under unsupervised conditions. This confirms that the model effectively captures the underlying structure of 
SLA-compliant behaviour and reliably identifies deviations. Beyond detection performance, the evaluation 
highlights the importance of interpretability and semantic consistency in SLA assurance. The LLM-based 
reasoning module generates multiple explanations for each detected deviation, which are evaluated using a self-
consistency mechanism based on cosine similarity. As shown in Figure 3.12 both self-consistency and SLA 
ŎƻǾŜǊŀƎŜ ǇŜŀƪ ŀǘ ŀ ǎŀƳǇƭƛƴƎ ǘŜƳǇŜǊŀǘǳǊŜ ƻŦ ŀǇǇǊƻȄƛƳŀǘŜƭȅ ¢ Ғ лΦтΣ ƛƴŘƛŎŀǘƛƴƎ ŀƴ ƻǇǘƛƳŀƭ ǘǊŀŘŜ-off between 
interpretive diversity and reasoning stability. This result demonstrates that the system can balance variability in 
generated explanations with semantic coherence, ensuring that outputs remain both informative and reliable. 

As a result, the proposed approach exhibits a more conservative and reliability-oriented behaviour, where 
decisions are not based solely on detected anomalies but also on the consistency of the generated explanations. 
By prioritising semantically coherent outputs, the system avoids reacting to ambiguous or low-confidence 
deviations, reducing the likelihood of false alarms and unnecessary corrective actions. This leads to more stable 
and trustworthy closed-loop operation, which is particularly important in zero-touch environments where 
automated decisions must be both accurate and explainable. Overall, the results demonstrate that the proposed 
approach provides an effective and scalable solution for SLA-aware monitoring, combining high detection 
accuracy with interpretable reasoning and confidence-aware decision support, ultimately improving service 
reliability and trust in automated network management systems. 

     

Figure 3.11: Reconstruction error of SLA deviations 
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Figure 3.12: LLM self-consistency and SLA coverage. 

3.3 Trustworthy AI Mechanisms  

The objective of this section is to illustrate novel techniques that will advance pre-emptive {[!ǎΩ assurance in a 
joint (ensemble) manner, and under the uncertainty entailed by AI operations of 6G networks. To this end, the 
proposed framework will be able to insert into the trustworthy AI/ML operations framework one of the 
subsystems shaping the intelligence layer of FLECON-6G. More specifically, the overall framework will enable the 
functional mechanisms to deploy, orchestrate, and expose AI/ML models across 6G domains, while supporting 
trustworthy operations for the automation, assurance, and optimisation abilities realised by cognitive closed-
loop coordination framework and by service & network digital twin orchestration framework. This specific sub-
ŦǊŀƳŜǿƻǊƪΩǎ objective will be to monitor and assess the lifecycle management of the services accessible 
by all rest architectural layers, while maintaining an alignment with the uncertainty-awareness principles posed 
by the incorporation of AI models, and especially deep learning models. This framework will be presented via a 
case study, and its end goal will be to ensure SLA compliance.  

3.3.1 Uncertainty Quantification, Calibration, and SLA compliance  

3.3.1.1 Overview & Innovation 

The FLECON-6G architecture envisions future 6G networks as AI-native systems where intelligence is embedded 
throughout the network lifecycle management process. Within the FLECON-6G Intelligence Layer, functions such 
as AI-as-a-Service (AIaaS), Network Digital Twin (NDT) orchestration, service composition and fulfilment, 
cognitive closed-loop coordination, and trustworthy AI and ML operations cooperate to enable autonomous 
service provisioning, optimisation, assurance, and orchestration across heterogeneous network domains. In this 
context, AI models become fundamental decision-making components supporting resource allocation, service 
deployment, lifecycle management, SLA assurance, and automated network operation  [23] [24] [25] . 

Despite the increasing adoption of AI-native management frameworks, most existing AI-driven orchestration 
mechanisms rely on deterministic predictions and optimisation outputs. Such approaches provide limited 
information regarding the confidence associated with AI decisions, even though orchestration actions may affect 
safety-critical, business-critical, and mission-critical services. Consequently, inaccurate or overconfident 
predictions may propagate through closed-loop management systems, resulting in inefficient resource 
utilisation, degraded service quality, or SLA violations. Trustworthy AI has therefore emerged as a key 
requirement for future AI-native 6G systems, extending beyond traditional concerns such as privacy preservation 
and cybersecurity to encompass explainability and uncertainty-awareness additionally [25] . 

Since most modern AI solutions are implemented through deep learning (DL) models, uncertainty quantification 
(UQ) has become a fundamental component of trustworthy AI. Although deep neural networks have achieved 
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remarkable success across numerous application domains, they remain susceptible to unexpected, incorrect, 
and frequently overconfident predictions. Such behaviour is particularly problematic in AI-native 6G 
environments, where a single erroneous prediction may propagate through orchestration and automation loops. 
The uncertainty associated with DL models originates primarily from two sources: aleatoric uncertainty, which 
stems from the inherent variability of data, and epistemic uncertainty, which arises from limited observations, 
model misspecification, or distributional shifts. UQ provides mechanisms for estimating these uncertainties and 
quantifying the confidence associated with model predictions [26] . 

Current UQ approaches can be broadly categorised into Bayesian and frequentist probabilistic deep learning 
methods. Bayesian approaches, such as Monte Carlo Dropout (MCD), estimate predictive uncertainty through 
repeated stochastic inference and are capable of addressing both aleatoric and epistemic uncertainty [27] 
Frequentist approaches, including Evidential Deep Learning (EDL) and maximum likelihood estimation (MLE)-
based probabilistic deep learning models, directly learn the parameters of predictive distributions during training 
and offer uncertainty-aware predictions with minimal inference overhead [28] . Recent studies further advocate 
the integration of post-hoc uncertainty refinement techniques, such as model calibration and conformal 
inference, to improve the reliability and trustworthiness of probabilistic predictions [29] and [30] . 

Despite the significant progress achieved in uncertainty-aware prediction, considerably less attention has been 
devoted to incorporating uncertainty information into service assurance and orchestration workflows. Existing 
SLA management solutions predominantly rely on deterministic forecasts, threshold-based monitoring 
mechanisms, or reactive mitigation strategies, preventing orchestration entities from reasoning about the 
probability of future SLA violations. This limitation becomes increasingly important in AI-native and zero-touch 
management architectures, where trustworthy AI outputs are expected to drive cognitive closed-loop 
coordination, service composition and fulfilment mechanisms, and automated lifecycle management processes 
[31] .To address these limitations, this work proposes an uncertainty-aware SLA assurance framework designed 
as a complementary function of the FLECON-6G Intelligence Layer. The proposed framework combines 
probabilistic deep learning, uncertainty quantification, and ensemble SLA evaluation mechanisms to support 
trustworthy and proactive service assurance. Multivariate probabilistic forecasting models are employed to 
predict the future evolution of multiple service-level indicators (SLIs) while simultaneously estimating prediction 
uncertainty. These uncertainty-aware forecasts are subsequently transformed into probabilistic SLA violation 
estimates that can be consumed by cognitive closed-loop coordination functions and service orchestration 
mechanisms to support risk-aware decision making. 

Compared to the state of the art, the proposed framework introduces the following enhancements: 

¶ Integration with the FLECON-6G Intelligence Layer as a native trustworthy AI service. 

¶ Probabilistic multivariate forecasting of operational metrics across multiple service domains. 

¶ Uncertainty-aware and ensemble SLA evaluation mechanisms capable of handling complex SLA 
definitions involving multiple SLIs. 

¶ Risk-aware support for cognitive closed-loop orchestration through probabilistic SLA violation 
estimation. 

¶ Alignment with AIaaS and NDT paradigms, enabling uncertainty-aware intelligence to be exposed as a 
reusable management service. 

3.3.1.2 Proposed Solution Description 

6G networks are expected to automate the lifecycle management of network services, following the principles 
of Zero-Touch Networks (ZTN) and Zero-Touch Service Management (ZSM)[25] . According to state-of-the-art 
approaches [31] ZSM architectures incorporate data collection and monitoring components to gather resource 
utilisation and energy-related metrics. Furthermore, predictive analytics modules are employed to analyse 
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historical data, including CPU/GPU utilization, memory consumption, storage usage, traffic load, and energy 
consumption, in order to forecast future service demands [32] . Among the deep learning (DL) models commonly 
adopted for time-series forecasting, Long Short-Term Memory (LSTM) networks have demonstrated sufficient 
flexibility, efficiency, and effectiveness for modelling temporal dependencies and predicting future system 
behaviour. In the proposed framework, LSTM is employed in a multivariate forecasting setting, enabling the 
simultaneous prediction of multiple time series. Furthermore, its capabilities are extended to quantify predictive 
uncertainty, transforming the conventional deterministic model into a probabilistic forecasting framework. To 
the best of our knowledge, this constitutes one of the first attempts to develop an uncertainty-aware 
multivariate DL framework for 6G service lifecycle management, capable of jointly forecasting critical 
orchestration metrics and supporting ensemble SLA evaluation. 

.  

Figure 3.13: Pipeline of our uncertainty-aware framework, from time series modelling to SLA compliance estimation.  

The pipeline of our proposed framework is illustrated in Figure 3.13. On the left side, the pillar corresponds to 
the modelling phase. For experimental reasons, LSTM will run deterministically (DET), adjusted with the Gaussian 
layer (the method that we will call άDŀǳǎǎƛŀƴ !ŘƧǳǎǘƳŜƴǘέ - GAD), and along with Monte Carlo dropout (MCD). 
The deterministic (DET) and probabilistic forecasting approaches will be compared through the evaluation stage 
of the framework, represented by the right pillar. This pillar is responsible for modelling SLA violation rules and 
estimating the corresponding probabilities of violation. More specifically, we propose a novel framework that 
establishes a rigorous relationship between time-series forecasting outputs and SLA assurance mechanisms. 
Unlike previous work [29]  the proposed approach remains proactive through the use of forecasting while 
simultaneously incorporating uncertainty-awareness into the decision-making process. Furthermore, the 
framework considers multiple time series concurrently, capturing diverse operational aspects of a 6G 
orchestrator rather than focusing solely on traffic load. These metrics are mapped to SLA definitions through a 
set of well-defined constraints and inequalities, enabling the systematic estimation of SLA compliance. Finally, 
the proposed methodology supports ensemble SLA evaluation, whereby multiple operational metrics can jointly 
determine the status of a single SLA. All estimations and decision-making processes are performed within a 
probabilistic framework, enabling risk-aware service assurance and orchestration. 

3.3.1.2.1 Probabilistic Multivariate Time Series Forecasting  

Probabilistic time-series forecasting extends conventional forecasting by enabling deep learning (DL) models to 
predict future values together with the associated uncertainty. In addition to the central prediction (mean), the 
model estimates a dispersion metric (standard deviation), providing a probabilistic description of future 
observations. While traditional statistical forecasting methods, such as ARIMA, inherently provide prediction 
intervals, conventional DL models produce only point estimates and therefore require adaptation to support 
uncertainty-aware forecasting. To address this limitation, our methodology converts a deterministic LSTM into a 
probabilistic DL model through the Gaussian Adjustment approach. Specifically, a Gaussian probabilistic output 
layer is appended to the network, comprising two outputs that estimate the mean and standard deviation of the 
forecasted value. This approach, commonly referred to as Gaussian Maximum Likelihood Estimation, has 
recently been applied to traffic forecasting problems in 6G networks [29]  and follows a rationale similar to 
Evidential Deep Learning for classification tasks. Since only a lightweight probabilistic output layer is added, the 
computational complexity remains largely unaffected while enabling uncertainty-aware forecasting capabilities. 
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In our framework, forecasting is performed in a multivariate setting [33]  where multiple time series are jointly 
processed and predicted for the next time step. Accordingly, the LSTM architecture is adapted to accept multiple 
input time series and produce a multivariate Gaussian output, characterised by a vector of means and standard 
deviations. The model is implemented in Python using Keras-TensorFlow, while the multivariate Gaussian layer 
is realised through TensorFlow Probability. The network consists of two hidden LSTM layers with 64 and 32 units, 
respectively, followed by a probabilistic output layer with 2m outputs, where m denotes the number of 
forecasted time series. A dropout rate of 20% is applied between layers, ReLU activations are used throughout 
the hidden layers, while the output layer employs linear activations for the means and SoftPlus activations for 
the standard deviations to ensure positivity. Training is performed using the Adam optimiser (learning rate 
0.001), a batch size of 1, a maximum of 100 epochs, and early stopping, while the objective function corresponds 
to the negative log-likelihood of the multivariate Gaussian output. Since the predictive distribution is learned 
directly during training, neither training nor inference requires sampling, resulting in computational complexity 
comparable to the deterministic model. 
Monte Carlo Dropout (MCD) is adopted as the baseline uncertainty quantification approach. In this case, the 
LSTM is trained deterministically using dropout layers and, during inference, dropout remains active to generate 
k=100 stochastic forward passes. The resulting prediction distribution provides estimates of the mean and 
standard deviation but incurs an inference overhead proportional to k, making it considerably slower than the 
proposed probabilistic approach. 
The multivariate time series dataset is temporally divided into training, validation, and test subsets following a 
60%-20%-20% split. All time series are individually min-max normalised to the [0,1] range using statistics derived 
exclusively from the training set to avoid data leakage. Forecasting is performed using a rolling-window 
procedure with a historical window of w=10 time steps and a prediction horizon of h=1. Model performance is 
evaluated through the Mean Absolute Percentage Error (MAPE) and the Mean Absolute Scaled Error (MASE), 
with particular emphasis on MASE due to the presence of zero-valued observations in the original data. 

3.3.1.2.2 tǊƻōŀōƛƭƛǎǘƛŎ 9ƴǎŜƳōƭŜ 9ǎǘƛƳŀǘƛƻƴ ƻŦ {[!ǎΩ ±ƛƻƭŀǘƛƻƴǎ 

Existing research on SLA violation management in 6G networks predominantly focuses on reactive approaches, 
including methods based on deep reinforcement learning[34] .In contrast, proactive solutions remain relatively 
limited and often either lack a rigorous formulation of SLA compliance or do not explicitly model SLAs at all. 
Among the few exceptions, the approach proposed in [35] .In contrast, proactive solutions remain relatively 
limited and often either lack a rigorous formulation of SLA compliance or do not explicitly model SLAs at all. 
Among the few exceptions, the approach proposed in [35] introduces a formal SLA definition framework and 
estimates SLA compliance through a multiclass classification process. Nevertheless, it relies on a comparatively 
dated network dataset and does not incorporate uncertainty-aware forecasting capabilities. Motivated by these 
limitations, our work adopts and extends the nomenclature introduced in [35] regarding Service Level 
Agreements (SLAs), Service Level Objectives (SLOs), and Service Level Indicators (SLIs). 

An SLA represents a formal agreement between a service provider and a customer, defining the expected quality 
of service to be delivered. SLA compliance is quantified through one or more SLOs, which specify target values, 
ranges, or thresholds that must be satisfied. These objectives are, in turn, evaluated through SLIs, namely 
measurable and quantitative indicators derived from underlying system metrics. Consequently, SLIs constitute 
the fundamental monitoring variables, SLOs define the acceptable operating conditions of these variables, and 
SLAs represent the higher-level service guarantees established based on them. To illustrate these concepts, let 
us consider the memory utilisation of a system as an example. 

Ὓὒὃ ȡ The memory of GPU used must not exceed 85% of total memory of GPU (=96GB). 

Ὓὒὕ ȡ ὫὴόͅάὩάέὶώόͅίὩὨᾫὦ ὸὥὶὫὩὸ ὸὬὶὩίὬέὰὨ πȢψυzωφȢ 

ὛὒὍ ȡ ὫὴόͅάὩάέὶώόͅίὩὨᾫὦȢ 
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The inequality symbol of an SLO can be either < or > or even both. The breach of an SLA implies an explicit 
consequence, often of financial nature, while SLOs and SLIs are typically measurable indices that define the policy 
of tolerance with measurable service characteristics in a network. Regarding formulation, let us focus first on 
deterministic runs. This can be performed either in the actual time series (and specifically its test set) or the 

forecasted time series with method DET. Let xⱫ, t = 1, ..., T, denote the actual value of a monitored metric at 

time t, and let xⱳ denote the corresponding deterministic forecast. Given an SLA threshold ʴΣ a violation occurs 
whenever the monitored metric exceeds or falls below the acceptable limit, depending on the definition of the 

corresponding SLI. To simplify the analysis, we define the binary SLA violation indicator: I  = 1, if the SLA is violated 

at time t and I  = 0, otherwise, where the violation condition corresponds either to: 

Ȅ  җ ʴ όǳǇǇŜǊ-bound violation) 

or 

Ȅ  Җ ʴ όƭƻǿŜǊ-bound violation), 

depending on the considered SLA. Using this indicator, the total number of SLA violations over the evaluation 
horizon is calculated as: 

Nviol = ʅ Ѡѕⱨ L 

while the percentage of SLA violations is given by: 

Pviol = 100 · Nviol / T 

The same formulation is applied to both the actual observations and the deterministic forecasts, allowing direct 
comparison between observed and predicted SLA violations. 

²ƘŜƴ ŀƴ {[! ƛǎ ŘŜŦƛƴŜŘ ǳǎƛƴƎ ŎƻƳōƛƴŀǘƛƻƴǎ ƻŦ ǘƛƳŜ ǎŜǊƛŜǎΣ ǳǎƛƴƎ ƭƻƎƛŎŀƭ ƻǇŜǊŀǘƻǊǎ ƭƛƪŜ άhwέ ŀƴŘ ά!b5έΣ ǘƘŜƛǊ 
ŀǇǇƭƛŎŀǘƛƻƴ ǘƻ ǘƘŜ ŀōƻǾŜ ōƛƴŀǊȅ ǾŀǊƛŀōƭŜǎ ƛǎ ǘǊƛǾƛŀƭΦ CƛƴŀƭƭȅΣ ǘǊƛǾƛŀƭ ƛǎ ƭƛƪŜǿƛǎŜ ǘƘŜ ŎƻƳǇǳǘŀǘƛƻƴ ƻŦ άhwέ ŀƴŘ ά!b5έ 
gates among multiple SLAs; for ŜȄŀƳǇƭŜΣ ǘƻ ŎƻƳǇǳǘŜ ƛŦ ά!b¸έ ƻŦ ǘƘŜ {[!ǎ ƛǎ ǾƛƻƭŀǘŜŘΣ ŀ ǎŜǉǳŜƴŎŜ ƻŦ ƭƻƎƛŎŀƭ 
ƻǇŜǊŀǘƛƻƴǎ ƻŦ άhwέ ƛǎ ŀǇǇƭƛŜŘΦ 

 

Figure 3.14: Probability calculations for a single SLA violation scenario, under both SLO types of < and > threshold .ɹ 

Let us now focus on probabilistic runs. This can be performed either with GAD run or MCD run. We will refer to 

any time series point value in the test set as ὼȟὸ ρȟȣȟὝ (a forecasted GAD value) and ὼ ȟὸ ρȟȣȟὝ (a 
forecasted value with MCD). Notice that in probabilistic runs, we are also given a standard deviation (SD) of 
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Ὣά

ȟ and with the use of trivial statistics we can compute a lower and an upper bound, under a certain level 

of confidence (90%, 95%, 99%). A probabilistic SLA violation is evaluated now, not via a binary outcome, but via 
a probability of violation in [0, 1], according to the equations of Figure 3.14. Using historical data (mean ˃ and SD 
)̀ of the training set, a Gaussian distribution assumption, and the predefined thresholds of the SLOs, any 

programming language like Python (via SciPy) can estimate all required probabilities. Note also, that the 
scenarios of ὖὶὛὒὃ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ being 0 or 1 are particular subcases of the computations illustrated: this 
is yielded if  ɹ does not fall in the given confidence interval. Hereby, Π Ὓὒὃ ὺὭέὰὥὸὭέὲί

В ὖὶὛὒὃ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ and Ϸ Ὓὒὃ ὺὭέὰὥὸὭέὲίρππz
В     

. If an SLA is defined 

ǿƛǘƘ ŎƻƳōƛƴŀǘƛƻƴǎ ƻŦ ǘƛƳŜ ǎŜǊƛŜǎ Ǿƛŀ ƭƻƎƛŎŀƭ ƎŀǘŜǎ ƭƛƪŜ άhwέ ŀƴŘ ά!b5έΣ ǘƘŜƛǊ ŀǇǇƭƛŎŀǘƛƻƴ ǘƻ ǘƘŜ ǇǊƻōŀōƛƭƛǘƛŜǎ 
Ŧƻƭƭƻǿ ǎƛƳǇƭŜ ǇǊƻōŀōƛƭƛǘȅ ŎƘŀƛƴ ǊǳƭŜǎΦ !ƴ ά!b5έ ƎŀǘŜ ǎƛƳǇƭȅ ǊŜǉǳƛǊŜǎ ŀ ƳǳƭǘƛǇƭƛŎŀǘƛƻƴ ƻŦ ǇǊƻōŀōƛƭƛǘƛŜǎΦ άhwέ ƎŀǘŜ 
requires ǘƘŜ ǊǳƭŜ ƻŦ άм Ƴƛƴǳǎ ƴƻƴŜ ƻŦ ǘƘŜ ǎŎŜƴŀǊƛƻǎ όƻŦ {[! Ǿƛƻƭŀǘƛƻƴǎύ ƻŎŎǳǊǎέΦ LΦŜΦΣ ǘƻ ŎŀƭŎǳƭŀǘŜ ƛŦ ά!b¸έ ƻŦ ǘƘŜ 
{[!ǎ ƛǎ ǾƛƻƭŀǘŜŘΣ ŀ ǎŜǉǳŜƴŎŜ ƻŦ ƭƻƎƛŎŀƭ ƻǇŜǊŀǘƛƻƴǎ ƻŦ άhwέ ƛǎ ŜƳǇƭƻȅŜŘΣ ƭƛƪŜ ƛƴ ǘƘŜ ŦƻƭƭƻǿƛƴƎ ŜǉǳŀǘƛƻƴΦ 

ὖὶὃὔὣ Ὓὒὃ ÉÓ ÖὭέὰὥὸὩὨ ÁÔ Ô ρ ρ ὖὶὛὒὃ ÉÓ ὺὭέὰὥὸὩὨ ÁÔ ÔȢ 

3.3.1.2.3 Dataset and Experimental Setup 

The novel techniques that will advance pre-ŜƳǇǘƛǾŜ {[!ǎΩ ŀǎǎǳǊŀƴŎŜ ƛƴ ŀ Ƨƻƛƴǘ όŜƴǎŜƳōƭŜύ ǿŀȅΣ ŀƴŘ ǳƴŘŜǊ ǘƘŜ 
uncertainty entailed from AI operations of 6G networks, will be presented and evaluated with the use of a novel 
case study. In what follows, a B5G dataset [36]  from Alibaba clusters is about to be considered as the outcome 
of monitoring and taking over all the lifecycle management of the services accessible by 3 architectural layers of 
a network. In this scenario, an orchestrator will oversee forecasting all monitored metrics temporally, and 
warning for the probability of SLA violations, with respect to any of the metrics and any of the 3 layers.  

3.3.1.2.3.1 The Utilised B5G Dataset and its Time Series 

GenTD26 data illustrate a comprehensive top-down view of a large-scale Generative AI serving system, capturing 
performance metrics across 3 architectural layers: the application layer (user needs, pipeline latency), the 
middleware layer (gateway queues, schedulers, pipeline running), and the infrastructure layer (container 
resources, GPU and memory usage). To protect privacy, the raw data are anonymised with techniques like 
timestamp shifting, metric scaling, and identifier hashing, while distribution characteristics and correlations of 
the time series in the dataset are carefully preserved (essentially for research). This case study expresses a 6G 
ƻǊŎƘŜǎǘǊŀǘƻǊ ǘƘŀǘ Ƴǳǎǘ ŀǎǎǳǊŜ {[!ǎ ŦƻǊ άDŜƴ!Lέ ǿƻǊƪƭƻŀŘǎ ǊǳƴƴƛƴƎ ƛƴ ŀ YǳōŜǊƴŜǘŜǎ-based cloud ecosystem. In 
practice, the dataset captures a 6G network serving workloads (LLMs inference, image generation, etc.) with 
specific attributes: GPU-accelerated inference with high computational density, dynamic model updates (base 
models, LoRA, ControlNet) without service disruption, multi-tenant need handling via queuing at second layer, 
pipeline-ōŀǎŜŘ Ǌǳƴ όǇǊŜǇǊƻŎŜǎǎƛƴƎ Ҧ ƳƻŘŜƭ ƛƴŦŜǊŜƴŎŜ Ҧ ǇƻǎǘǇǊƻŎŜǎǎƛƴƎύΦ Table 3.1 lists the set of the employed 
time series. Each of the time series can be either original (raw in the dataset) or computed (from 2 original time 
series). Its aggregation among containers can have been held via either mean or max. The temporal resolution 
of any time series is per minute; all of the time series are temporally parallel, and they span 24 hours. 

Table 3.1: List of the employed time series of data GenTD26, along with their descriptions and their characteristics. 

TIME Series ID: NAME LYER TYPE DESCRIPTION AGGRE-
GATION 

TS01: pod_gpu_duty_cycle Infrastructure Original Container-level 
GPU utilization 
monitoring 

Mean 
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TS02: queue_response_time Middleware Original Monitoring 
request 
queuing time 

Mean 

TS03: pipeline_inference_time Application Original Complete 
inference 
pipeline 
response time, 

including model 
loading and 
inference 

Mean 

TS04: pod_gpu_memory_used_bytes Infrastructure Original GPU memory 
usage 
monitoring 

Max 

TS05: 
pipeline_inference_time_/_model_predict_
time 

Application Compute
d 

Comparing 
pure model 
inference time 
to total pipeline 
time 

Mean 

TS06: pod_memory_util Infrastructure Original Container-level 
memory usage 
monitoring 

Mean 

TS07: qps Middleware Original Anonymised 
sampling data 
of system 
request 

volume, 
including 
generative 
requests and 
API 

requests 

Mean 

TS08: base_model_update_latency Middleware Original Base model 
loading latency, 
typically occurs 

Before pipeline 
loading, main 
component of 

cold start 

Max 

TS09: lora_update_latency Middleware Original Time taken to 
load LoRA 
weights from 
storage 

Max 
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to GPU memory 

TS10: controlnet_latency Middleware Original Time taken to 
load ControlNet 
weights 

Max 

TS11: 
model_predict_time_/_pod_gpu_duty_cycl
e 

Application / 

Infrastructure 

Compute
d 

Measuring 
inference 
efficiency as 
work per GPU 
utilization 

Mean 

TS12: 
model_predict_time_*_pod_gpu_duty_cycl
e 

Application / 

Infrastructure 

Compute
d 

Measuring the 
product of 
latency and 
utilisation 

(probable 
inefficient 
execution 
under load) 

Mean 

TS13: pipeline_update_latency Middleware Original Complete 
inference 
pipeline (Base 
model - LoRA 

- ControlNet) 
loading/switchi
ng latency 

Max 

3.3.1.2.3.2 SLA, SLO, and SLI Formulation, and Experimental Parameters 

As detailed before each time series in Table 3.1 forms an SLI. According to the previously described probability 
computations and the experimentally determined parameters (target thresholds), one may construct the 
following types of SLAs and SLOs for comprehensive experimentation on the considered dataset, and the 
orchestrator must ensure. 

¶ Minimal viable (or tier of) SLAs set (SLAs 1-оύ Ҧ {ŜǊǾƛŎŜ ƭƛǾŜƴŜǎǎ ōŜŎƻƳŜǎ ǘƘŜ ŦƛǊǎǘ ƴŜŜŘΦ 

o SLA 1: GPU Saturation Guard. It aims to ensure that no GPU pod becomes gravely overloaded. A 

breach indicates the orchestrator must scale out. An SLI involved is TS01, and the subsequent SLO is 

pod_gpu_duty_cycle < 12%. Therefore, it simply holds that ὖὶὛὒὃρ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ

ὖὶὴέᾨὫὴόͅὨόὸώᾧώὧὰὩρςϷ ὥὸ ὸ. The orchestrator action will be to scale out GPU pods, 

migrate LoRA adapters, etc. 

o SLA 2: Queue Responsiveness Guard. It guarantees that the gateway processes all requests quickly. 

A breach indicates that requests wait too long before being forwarded. An SLI involved is TS02, and 

the corresponding SLO is queue_response_time < 275 ms. Thus, ὖὶὛὒὃς Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ

ὖὶήόὩόὩὶͅὩίὴέὲίὩὸͅὭάὩςχυ ὥὸ ὸ. Orchestrator adds gateway replicas, adjusts worker 

threads, scales inference pods. 

o SLA 3: End-to-End Responsiveness. A mean end-to-end inference time must stay below a threshold. 

A breach indicates user-perceived slowdown. An SLI involved is TS03, and the yielded SLO is 

pipeline_inference_time < 28000 ms. Consequently, ὖὶὛὒὃσ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ
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ὖὶὴὭὴὩὰὭὲὩᾭὲὪὩὶὩὲὧὩὸͅὭάὩςψπππ ὥὸ ὸ and so, the orchestrator can optimise batching or 

route requests to less-loaded nodes. 

¶ Intermediate (tier of) SLAs set (SLAs 4-сύ Ҧ ¦ǎŜǊ ŜȄǇŜǊƛŜƴŎŜ ŀǊǊƛǾŜǎ ǎŜŎƻƴŘ ƛƴ ǎŜǉǳŜƴŎŜΦ 

o SLA 4: GPU Memory Pressure. ! άDŜƴ!Lέ ƳƻŘŜƭ ŎǊŀǎƘŜǎ ǿƘŜƴ Dt¦ ƳŜƳƻǊȅ Ǌǳƴǎ ƻǳǘΦ ! ōǊŜŀŎƘ 

occurs if GPU memory usage exceeds the safe threshold. An SLI used is TS04, and the yielded SLO is 

pod_gpu_memory_used_bytes < 72% of total GPU. ὖὶὛὒὃτ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ

ὖὶὴέᾨὫὴόͅάὩάέὶώόͅίὩὨᾦώὸὩίχςϷzὋ ὥὸ ὸ. An orchestrator offloads LoRA adapters, 

restarts pods, scales to additional GPUs, etc. 

o SLA 5: Model Execution vs. Queueing Balance. It compares pure model inference time to total 

pipeline time. A breach hits if overhead exceeds a ratio of the model time. An SLI used is the 

computed time series TS05, as a ratio of 2 raw time series. The SLO is defined: 

pipeline_inference_time_/_model_predict_time < 0.80. Thus, ὖὶὛὒὃυ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ

ὖὶὴὭὴὩὰὭὲὩᾭὲὪὩὶὩὲὧὩὸͅὭάὩȾͅͅάέὨὩὰῂὶὩὨὭὧὸὸͅὭάὩπȢψπ ὥὸ ὸ. So, the solutions are to scale 

the gateway, tune queue parameters, and check for preprocessing jams.  

o SLA 6: Container Memory with GPU Context. CPU pressure, combined with high GPU activity, 

indicates a pod under heavy load that may be evicted. The SLIs employed are TS06 and TS01. Our 

first ensemble SLO is pod_memory_util < 49% OR pod_gpu_duty_cycle < 12%. Therefore, it follows 

that ὖὶὛὒὃφ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ ὖὶὴέᾨάὩάέὶώόͅὸὭὰτωϷ ὥὸ ὸᶻ

ὖὶὴέᾨὫὴόͅὨόὸώᾧώὧὰὩρςϷ ὥὸ ὸ. The orchestrator is able to proactively adjust RAM limits, 

scale out, and migrate to nodes with more RAM. 

¶ Maximal / advanced (tier of) SLAs set (SLAs 7-9) Ҧ CƛƴŀƭƭȅΣ optimisation arrives as third. 

o SLA 7: Gateway Saturation. The gateway becomes saturated when qps approaches its capacity and 

the queue response time remains high, resulting in the ensemble SLA. The SLIs incorporated are TS07 

and TS02. The combined SLO is qps < 21% of total capacity OR queue_response_time < 230 ms. This 

yields ὖὶὛὒὃχ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ ὖὶήὴίςρϷzὅ ὥὸ ὸ ὖzὶήόὩόὩὶͅὩίὴέὲίὩὸͅὭάὩ

ςσπ ὥὸ ὸ. Orchestrator proactively adds gateway replicas, rates limit low-priority requests, scales 

inference pods, etc. 

o SLA 8: Model Update Window Guarantee. When updating models, all pillars must be completed 

within their windows. A breach occurs if any update latency exceeds threshold. The SLIs of this 

ensemble SLA are TS08, TS09, and TS10. This SLO is set when combining 

base_model_update_latency < 42000 AND lora_update_latency < 9000 AND controlnet_latency < 

15000 ms. Thus, ὖὶὛὒὃψ Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ ρ ρ ὴ ᶻρ ὴ ᶻρ ὴ , given ὴ

ὖὶὦὥίὩᾴέὨὩὰόͅὴὨὥὸὩᾲὥὸὩὲὧώτςπππ, ὴ ὖὶὰέὶὥόͅὴὨὥὸὩᾲὥὸὩὲὧώωπππ, and ὴ

ὖὶὧέὲὸὶέὰὲὩὸᾲὥὸὩὲὧώρυπππ. One may pre-load models, optimise storage, and use blue-

green deployment. 

o SLA 9: Energy-Aware Work Consolidation (6G Sustainability), is the most complex SLA, measuring 

inference efficiency as work per GPU utilisation. Any breach occurs when efficiency is low and the 

GPU duty is low (wasteful idle power), or when the product of latency and utilisation is too high 

(inefficient execution under load), or when frequent pipeline updates hurt efficiency. The SLIs 

combined are TS11, TS01, TS12, and TS13. The SLO is (model_predict_time_/_pod_gpu_duty_cycle 

> 3000 OR pod_gpu_duty_cycle > 2%) AND model_predict_time_*_pod_gpu_duty_cycle < 600000 

AND pipeline_update_latency < 60000 ms. ὖὶὛὒὃω Ὥί ὺὭέὰὥὸὩὨ ὥὸ ὸ ρ ρ ὴ ὴz ᶻ

ρ ὴ ᶻρ ὴ , as we define ὴ ὖὶάέὨὩὰῂὶὩὨὭὧὸὸͅὭάὩȾͅͅὴέᾨὫὴόͅὨόὸώᾧώὧὰὩ

σπππ, ὴ ὖὶὴέᾨὫὴόͅὨόὸώᾧώὧὰὩςϷ, also we have ὴ ὖὶάέὨὩὰῂὶὩὨὭὧὸὸͅὭάὩͺz

ῂέᾨὫὴόͅὨόὸώᾧώὧὰὩφπππππ, and finally ὴ ὖὶὴὭὴὩὰὭὲὩόͅὴὨὥὸὩᾲὥὸὩὲὧώφππππ. The 
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orchestrator proactively consolidates workloads onto fewer GPUs, powers down the idle nodes, 

batches updates, etc. 

3.3.1.3 Results and Validation 

This section validates the proposed framework for proactive SLA assurance under uncertainty through 
quantitative performance evaluation and critical analysis of the obtained results. The assessment investigates 
both the forecasting capabilities of the proposed probabilistic multivariate deep learning models and their 
effectiveness in predicting SLA violations across multiple network and service metrics. Comparisons with 
deterministic approaches are provided to demonstrate the benefits of uncertainty-aware forecasting for 
trustworthy AI-driven network management. In addition, the section discusses the strengths and limitations of 
the proposed solution. It identifies future research directions, including advanced uncertainty quantification 
techniques and further validation in realistic 6G operational environments. 

3.3.1.3.1 Performance Numerical Analysis 

In performance analysis, we will focus on comparing DET and GAD modes of the multivariate LSTM, using the 
ORI mode (whenever applicable) as the golden standard, i.e., the actual time series. The first comparison 
concerns the time-series forecasting ability of the models employed. This means that we do not yet confront 
SLAs. To this end, we employ MAPE (%) and MASE metrics to estimate accuracy. Notice that in cases when the 
test set of any time series contains zero-valued points, we exclude them from MAPE computation (*pseudo-
MAPE). 

Table 3.2: The time series forecasting with DET-LSTM metrics in validation and test sets. * denotes pseudo-MAPE. 

TIME 
SERIES ID 

VALIDATION TEST 

MAPE (%) MASE MAPE (%) MASE 

TS01 15.575 0.329 20.509 0.267 

TS02 4.276 0.544 5.512 0.635 

TS03 5.968 0.380 7.307 0.327 

TS04 3.467 0.423 2.794 0.259 

TS05 8.019 0.358 7.189 0.313 

TS06 0.386 0.282 0.915 0.321 

TS07 5.361 0.288 7.157 0.466 

TS08 11.486 0.270 44.320 0.317 

TS09 9.089 0.458 7.269 0.412 

TS10 6.842 0.268 10.022 0.413 

TS11 62.603* 1.245 60.957* 0.769 

TS12 16.843 0.356 20.270 0.330 

TS13 8.768 0.335 8.689 0.227 
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Table 3.3: The time series forecasting with GAD-LSTM metrics in validation and test sets. * denotes pseudo-MAPE. 

TIME 
SERIES ID 

VALIDATION TEST 

MAPE (%) MASE MAPE (%) MASE 

TS01 19.109 0.423 21.019 0.316 

TS02 4.240 0.528 5.329 0.606 

TS03 5.439 0.338 5.750 0.254 

TS04 5.348 0.647 5.639 0.506 

TS05 8.411 0.353 7.590 0.327 

TS06 0.415 0.305 1.042 0.367 

TS07 7.612 0.425 8.994 0.600 

TS08 12.738 0.336 42.594 0.286 

TS09 9.322 0.484 6.903 0.396 

TS10 8.581 0.349 10.629 0.428 

TS11 26.946* 0.632 44.097* 0.621 

TS12 16.360 0.363 14.155 0.252 

TS13 10.968 0.439 10.284 0.251 

Table 3.2 and Table 3.3 illustrate a comparison between DET and GAD modes. The results demonstrate 
comparable forecasting performance between the DET and GAD approaches across all time series considered. 
In general, MAPE values below 20% and MASE values below 1 indicate highly accurate forecasts. Furthermore, 
the computational overhead introduced by GAD is negligible, with training times of 27.22 s and 27.30 s for DET 
and GAD, respectively, and inference times of 0.04 s and 0.05 s. Unlike MCD-based approaches, GAD directly 
estimates the predictive distribution without requiring sampling during inference, making it particularly suitable 
for latency-sensitive and mission-critical 6G applications. 

Next, we evaluate SLA violations throughout the test-set horizon by comparing the actual observations (ORI), 
deterministic forecasts (DET), and probabilistic forecasts obtained through Gaussian Adjustment (GAD). For the 
latter, SLA compliance is assessed using prediction intervals corresponding to confidence levels of 90%, 95%, and 
99%. 

Table 3.4: The % of the SLA violation instances in the test set. 

SLA ID ORI DET GAD 

90% 95% 99% 

SLA1 4.577 1.048 3.082 3.447 4.240 

SLA2 3.873 1.048 1.377 1.946 4.870 

SLA3 3.521 5.282 2.105 2.263 2.643 

SLA4 3.873 1.748 1.594 2.881 5.944 

SLA5 3.873 1.048 0.888 1.135 1.449 



D4.1 NDT architecture prototyping for scalable, native AI driven zero touch network automation (initial version) 

 

© FLECON-6G, 2026  Page | 49  

 

SLA6 0.352 3.521 1.644 1.490 1.297 

SLA7 3.873 1.748 3.083 4.083 5.328 

SLA8 3.169 3.521 10.890 12.523 15.609 

SLA9 1.408 0.000 2.511 4.103 6.485 

ANY 20.423 8.803 23.902 29.417 39.488 

Table 3.4 shows that approximately 20% of the observations correspond to SLA violations in the ORI dataset. 
This percentage is intentionally higher than what would typically be encountered in real-world 6G deployments, 
where SLA violations are generally rare. Nevertheless, this experimental setting facilitates a clearer evaluation 
of the forecasting approaches and their ability to predict SLA compliance. Under this assumption, the closer the 
estimated violation rate is to the ORI reference, the more accurate the forecasting method. The results indicate 
that GAD consistently provides a closer approximation to the actual SLA violation rate than DET. 

The predictive capability of the proposed approach is further assessed by converting violation probabilities into 
binary assurance/violation decisions through optimal probability thresholding using Youden's criterion. 
Specifically, the selected threshold maximises the sum of sensitivity and specificity, corresponding to the correct 
identification of SLA violations and SLA assurances, respectively. The resulting ROC curves, ROC-AUC values, and 
optimal probability thresholds for all SLAs and confidence levels are presented in Figure 3.15. 

 

 

Figure 3.15: For each declared SLA, a ROC curve is illustrated per CL (90%, 95%, 90%) associating GAD run with ORI 
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Table 3.5 exhibits again that GAD overcomes DET according to accuracy metrics of SLA violation predictive ability, 
sensitivity and specificity (the closer to 1, the better). As GAD is a method to oversee uncertainty behind the DL 
decisions, it is able to better estimate the golden standard of ORI thanks to the use of the confidence bounds 
and by not returning a single scalar forecast. Here, NAN means non-applicable. 

Table 3.5: Sensitivities and specificities yielded via DET and GAD as opposed to true ORI. 

SLA ID DET GAD 

90% 95% 99% 

SENSITI-
VITY 

SPECIFI-
CITY 

SENSITI-
VITY 

SPECIFI-
CITY 

SENSITI-
VITY 

SPECIFI-
CITY 

SENSITI-
VITY 

SPECIFI-
CITY 

SLA1 0.500 0.954 1.000 0.974 1.000 0.974 1.000 0.974 

SLA2 0.533 0.961 1.000 0.993 1.000 0.993 1.000 0.993 

SLA3 0.533 0.993 1.000 0.996 1.000 0.993 1.000 0.989 

SLA4 0.566 0.961 0.818 0.850 0.818 0.850 0.818 0.846 

SLA5 0.533 0.961 1.000 0.912 1.000 0.923 1.000 0.938 

SLA6 0.500 0.996 1.000 1.000 1.000 1.000 1.000 1.000 

SLA7 0.599 0.961 0.909 0.729 0.909 0.740 0.909 0.780 

SLA8 0.500 0.985 0.667 0.898 1.000 0.593 1.000 0.618 

SLA9 NaN 0.986 1.000 0.889 1.000 0.971 1.000 0.889 

ANY 0.630 0.849 0.707 0.796 0.690 0.810 0.759 0.549 

 

3.3.1.3.2 Discussion and Future Work 

As the MCD mode (our Bayesian alternative, or SotA method) described in past subsections is not compared to 
the rest of the methods in the current analysis, a trivial extension of our work will be to compare MCD with DET 
and (mostly) GAD. Moreover, and as explained before, since MCD is expected to overcome GAD according to its 
awareness in (precisely) the epistemic type of uncertainty, we will need to combine GAD with post-hoc 
optimisation UQ operations, model calibration and conformal inference, as we did in [37] [29] , and as the 
framework of [30] proposes. To this end, and by exploiting all the proposed methodology and experimental 
process, we will be able to eventually expect from the pipeline to ensure full and substantiated effectiveness and 
efficiency, regarding its awareness of SLA assurance under uncertainty in 6G. 

Overall, this work introduces a novel framework for proactive and uncertainty-aware SLA assurance in AI-native 
6G networks. Using a representative case study, we demonstrate that probabilistic deep learning-based 
forecasting enables more accurate and reliable estimation of future SLA violations than conventional 
deterministic LSTM forecasting. By providing both predictive values and their associated uncertainty, the 
proposed Gaussian Adjustment methodology enables orchestration decisions to be supported by confidence 
estimates while maintaining computational efficiency suitable for real-time network management. 

The proposed framework equips the 6G orchestrator with the capability to proactively monitor critical 
operational metrics, including traffic load, CPU/GPU utilisation, memory consumption, and energy usage, and to 
estimate the likelihood of future SLA violations before they occur. This supports timely orchestration actions, 
improving service assurance and reducing the risk of unnecessary or incorrect decisions resulting from 
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overconfident AI predictions. More broadly, the proposed methodology contributes towards the realisation of 
trustworthy AI for 6G by incorporating uncertainty quantification into deep learning-based network 
management. As AI increasingly enables zero-touch automation, self-management, self-organisation, and self-
healing capabilities, accounting for prediction uncertainty becomes essential for ensuring reliable and 
responsible autonomous operation. The proposed framework represents a step towards this vision by enabling 
risk-aware, uncertainty-informed decision making for future AI-native 6G networks.  

3.3.2 Explainability and Model Validation Mechanisms  

3.3.2.1 Overview 

AI-driven closed-loop automation in 6G networks requires more than accurate predictions. Operators and 
regulators need mechanisms to explain why the system trusts a given prediction and to validate that models 
behave as expected under changing network conditions. The EU AI Act (Regulation (EU) 2024/1689) [37] [38] 
classifies AI managing critical infrastructure as high-risk, mandating human oversight and decision confidence 
documentation. ETSI guidelines [39] further identify overreliance on point estimates as a specific threat to AI-
driven network management. 

This section presents LMI's initial explainability and model validation mechanisms. These have been developed 
and validated on production 5G performance management data from three European operator networks ranging 
from approximately 500 to 12,000 cells, covering 13 KPIs across six 3GPP-defined categories (Capacity, Efficiency, 
Integrity, Utilisation, Accessibility, RACH). The mechanisms address two complementary requirements: (i) post-
hoc explainability of prediction quality through feature attribution, and (ii) calibrated confidence signals that 
enable operators to document expected accuracy at any chosen automation threshold. Full details and results 
are presented in [40] . 

 

Figure 3.16: Integration of LMI's explainability and validation mechanisms within the O-RAN SMO architecture.  
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Within the FLECON-6G architecture, these mechanisms serve as the explainability layer that feeds into the 
Trustworthiness Evaluation Framework (Section 3.3.3)  as a TEF Source available for periodic retrieval via TEF's 
pull-based ingestion model, with the calibrated confidence scores mapping to the Robustness dimension and the 
SHAP feature attributions to the Explainability dimension. The confidence-based routing further provides the 
cognitive closed-loop governance framework (Section 3.2) with a principled escalation boundary between 
autonomous operation and human review. Figure 3.16 shows the positioning of these mechanisms within the O-
RAN SMO architecture. Specifically, the confidence routing and explainability components are deployed as Non-
RT RIC rApps within the Service Management and Orchestration framework. 

3.3.2.1.1 State of the Art 

The mechanisms presented here build on and extend several active research threads in trustworthy AI for 
network automation. 

Cell similarity and model-free profiling. Prior work on cell grouping in mobile networks focused on producing 
hard cluster assignments for network planning and optimisation[41] [42] . These approaches assign cells to fixed 
groups but provide no uncertainty quantification over the groupings or the predictions derived from them. 
Armstrong et al. [43] introduced a model-free, non-parametric approach to cell similarity profiling, using 
distributional comparison of Performance Management counter time series to identify behaviourally similar cells 
without trained ML models or parametric assumptions. This was developed under the EU SNS-JU BeGREEN 
project and subsequently extended into a pre-emptive conflict detection architecture [44] that applied the same 
non-parametric profiling methodology to predict whether proposed configuration changes would cause KPI 
degradation, comparing empirical distributions of KPI values across cells grouped by configuration setting 
without predefined conflict rule sets. More recently, Brach del Prever et al.[45]  adopted this model-free, non-
parametric profiling approach, extracting empirical cumulative distributions (ECDFs) of control parameters and 
Key Performance Metrics in sandbox and digital-twin environments for pre-deployment conflict evaluation. This 
methodological progression, from non-parametric distributional profiling on production data [43]  [44] [45] [43] 
to sandbox-based application characterisation[45] , validates the paradigm as a foundation for trustworthy 
network automation. However, none of these approaches provides calibrated uncertainty bounds over the 
similarity-derived predictions. The current work extends this line of research with conformal calibration and 
learned confidence signals, providing measured rather than assumed reliability. 

Conformal prediction in wireless systems. Conformal prediction has gained traction as a distribution-free 
framework for constructing prediction intervals with finite-sample guarantees[37]  . Recent applications include 
channel prediction calibration [46] context-dependent conformal calibration for O-RAN controllers[47] , and 
adaptive variants for traffic forecasting[48] . Barber et al. [49] extend conformal prediction beyond 
exchangeability, providing a path toward handling temporal non-stationarity. Albert-Smet et al. [50] characterise 
5G throughput uncertainty via crowdsourced measurements but rely on parametric assumptions rather than 
distribution-free calibration. Section 3.3.1 presents the theoretical foundations and general-purpose UQ 
techniques developed by ISI/ATH within FLECON-6G, including model calibration and conformal prediction for 
deep learning forecasters. The work presented here applies conformal prediction to a complementary domain: 
model-free, similarity-derived KPI predictions rather than neural network traffic forecasts. Conformal prediction 
has not previously been applied to cell similarity-based KPI prediction, nor combined with learned multi-signal 
confidence routing to enable selective automation at measured error rates. 

Explainable AI for network management. Brik et al. [51] provide a comprehensive survey of XAI requirements for 
6G O-RAN, identifying the need for post-hoc explanations that support operator trust and regulatory compliance. 
Varshney et al. [52] demonstrate SHAP-based conflict explanation in the Near-RT RIC. Our work complements 
these by applying SHAP analysis not to explain individual decisions but to explain what makes predictions 
trustworthy, identifying which behavioural patterns drive prediction quality across entire networks. 

Gap addressed. Current methods either provide uncertainty quantification without explainability, or 
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explainability without calibrated confidence. The FLECON-6G approach combines conformal calibration with 
SHAP-based feature attribution and learned confidence signals, validated across three production networks of 
different scales and operational characteristics. This provides the joint explainability and validation foundation 
required for regulatory-compliant automation under the EU AI Act. 

3.3.2.2 Proposed Solution Description 

3.3.2.2.1 Explainability via feature attribution 

Understanding which factors drive prediction quality is essential for operator trust and regulatory audit. We 
apply SHAP (SHapley Additive exPlanations) analysis to an XGBoost model (R² = 0.71) trained to predict prediction 
accuracy from six temporal pattern features extracted from cell traffic profiles. Figure 3.17 presents the SHAP-
based feature importance of these temporal traffic patterns. 

The analysis reveals that diurnal traffic patterns are the dominant driver of prediction quality. Day/Night 
Variation accounts for 36.1% of feature importance and Peak Hour Intensity for 21.5%, together representing 
57.6% of total contribution. Business Hours Pattern contributes 16.7%, Temporal Smoothness 12.0%, Weekend 
Pattern 10.9%, and Traffic Variability 2.8%. 

This finding has direct operational significance. It explains why data-driven behavioural similarity outperforms 
geographic or spectral proximity heuristics. Cells serving similar user populations, for example, residential versus 
business districts, exhibit correlated temporal behaviour that enables accurate peer-based prediction. Cells on 
the same tower but serving different sectors with different traffic profiles will have poor mutual predictability 
despite physical co-location. The SHAP attributions give operators an interpretable rationale for each prediction, 
identifying which behavioural patterns underpin the system's confidence and supporting the audit trail required 
under the EU AI Act. 

 

Figure 3.17: SHAP-derived feature importance of six temporal traffic pattern features in the XGBoost model. 

3.3.2.2.2 Model Validation through Calibrated Confidence 

A key requirement for trustworthy automation is the ability to measure, rather than merely estimate, prediction 
reliability. We address this through learned confidence signal combinations and conformal prediction. 
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Learned confidence signals are generated by combining four similarity-derived signals for each KPI, capturing 
complementary aspects of prediction reliability instead of relying on a single confidence indicator.  

These signals include: 

¶ Neighbour agreement: consistency of predictions across top-k behavioural peers (low standard deviation 
indicates peers agree on the expected value). 

¶ Similarity strength: how behaviourally similar the best peer is to the target cell. 

¶ Neighbour count: the number of high-quality peers available, indicating sample support. 

¶ Ratio stability: whether peer-to-target ratios cluster near unity across the reference period. 

High confidence requires peers that agree, are numerous, are strongly correlated, and predict values close to 
the target's baseline. The optimal combination weights are learned per KPI via grid search, maximising 
discrimination between high-error and low-error predictions. 

The resulting confidence scores accurately rank predictions by expected error. All 13 KPIs show negative 
ŎƻǊǊŜƭŀǘƛƻƴ ōŜǘǿŜŜƴ ŎƻƴŦƛŘŜƴŎŜ ŀƴŘ ǇǊŜŘƛŎǘƛƻƴ ŜǊǊƻǊΣ ǿƛǘƘ ŀƴ ŀǾŜǊŀƎŜ tŜŀǊǎƻƴ ŎƻǊǊŜƭŀǘƛƻƴ ƻŦ Ǌ Ґ ҍлΦпуΦ ¢Ƙƛǎ 
monotonic relationship is the critical property: it means the confidence scores provide a reliable ordering that 
operators can threshold at any desired automation scope. 

Conformal calibration is performed using split conformal prediction [37]  to construct prediction intervals with 
distribution-free coverage guarantees on the similarity-derived residuals. Given calibration set residuals, we 
compute the empirical quantile and construct symmetric intervals. Under the exchangeability assumption, 
conformal prediction guarantees coverage at the specified level without requiring distributional assumptions 
about the data. While Section 3.3.1 develops conformal prediction as a general-purpose UQ technique for deep 
learning models, here we apply it specifically to validate the model-free peer-based predictions described above. 

Empirical validation across all three networks confirms calibration: observed coverage is 94.5ς95.0% against a 
95% target. This validation was performed on held-out test data not used during calibration, confirming that the 
guarantees hold in practice. Figure 3.18 (a) shows the monotonic relationship between the learned confidence 
score and the prediction error for DL BLER, demonstrating a strong negative correlation (Ǌ Ґ ҍлΦрф), with an 
average correlation of Ǌ Ґ ҍлΦпу across all 13 KPIs. The shaded region represents the interquartile range, 
indicating the variability in prediction confidence. 

 

Figure 3.18: (a) Confidence score vs. prediction error for DL BLER. (b) Automation yield curve 
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Automation yield is achieved through the combination of calibrated confidence and conformal bounds, enabling 
selective automation with measured risk. By automating only the top 70% of predictions ranked by confidence, 
cumulative MAE is just 51% of total error compared to random selection. This demonstrates that the confidence 
signals successfully concentrate error in the escalated band, allowing operators to document expected accuracy 
at any chosen threshold rather than accepting unquantified risk. Figure 3.18(b) presents the resulting automation 
yield curve, showing that automating the top 70% of predictions ranked by confidence maintains high prediction 
reliability. 

3.3.2.2.3 Validation of Practitioner Assumptions 

A practical contribution of this work is the empirical validation (and refutation) of common network management 
heuristics. Operators frequently assume that co-located cells or cells in the same frequency band will behave 
similarly and use these groupings for bulk configuration planning[41] . 

Our cross-network validation shows this assumption fails. Same-site prediction performs worse than random 
selection on one network (78.0% vs 74.6% MAE) and provides only marginal improvement on the others. Same-
band groupings show similar patterns. Physical proximity does not imply behavioural similarity because co-
located cells often serve different sectors, bands, and capacity tiers with distinct traffic profiles. 

This has immediate implications for closed-loop automation systems that group cells by site or band for 
configuration changes. Data-driven behavioural similarity, where groupings are learned from performance 
management data rather than assumed from topology, should replace geographic or spectral proximity as the 
default criterion. The combined prediction method, which averages learned peer prediction with historical self-
prediction, achieves 11ς13% lower error than the best heuristic baseline across all three networks. 

3.3.2.2.4 Counterfactual Validation of Configuration Changes 

Validating the effect of automated configuration changes is a core requirement for trustworthy closed-loop 
operation. When a cell's KPIs change after a configuration action, operators need to determine whether the 
change was caused by the action or by unrelated environmental factors such as time-of-day variation, seasonal 
effects, or regional events. 

Peer similarity provides a natural counterfactual mechanism. Behavioural peers that did not undergo the 
configuration change serve as a control baseline. If the target cell's post-change trajectory diverges from its 
peers' trajectories, the divergence can be attributed to the configuration rather than shared environmental 
effects. 

We validated this mechanism against 826 enable/disable events identified from configuration management 
snapshots across the three networks. In 78% of cases, the target cell's post-activation traffic diverged by more 
than 50% from peer trajectories, confirming configuration as the causal factor. In the remaining cases, peers 
exhibited similar changes, indicating environmental rather than configuration-driven variation. 

This counterfactual validation has several applications within the FLECON-6G closed-loop architecture: 

¶ Pre-change prediction: transferring expectations from cells already operating under the target 
parameter set to predict the outcome for cells about to be changed. 

¶ Post-change attribution: separating configuration effects from environment to validate that automated 
actions had the intended impact. 

¶ Anomaly detection: distinguishing local faults from regional events that affect many cells simultaneously. 
If peers show the same degradation, the cause is environmental rather than cell specific. 
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3.3.2.3 Results/Validation 

Table 6 summarises of the key validation results across three European production 5G networks. Conformal coverage is 
validated against a 95% target. Automation yield reports cumulative MAE when automating the top 70% of predictions 
ranked by confidence.  

Table 6: Summary of the key results across the three European production 5G networks 

Metric Net-A (~500 cells) Net-B (~8,000 cells) Net-C (~12,000 cells) 

Predictable cells 97.7% 82.5% 86.7% 

Combined vs best 
heuristic 

11% improvement 12% improvement 13% improvement 

Conformal coverage 
(target 95%) 

95.0% 94.9% 94.5% 

Confidence-error 
correlation (avg) 

Ǌ Ґ ҍлΦпт Ǌ Ґ ҍлΦпу Ǌ Ґ ҍлΦпф 

Automation at 70% 
scope: cumulative MAE 

52% of total 50% of total 51% of total 

The current mechanisms assume temporal stationarity. Confidence calibration may degrade during network 
reconfigurations or major traffic pattern shifts. The operational routing policy specifies weekly recalibration using 
conformal quantile re-computation on recent data, and recent theoretical work on conformal prediction beyond 
exchangeability [49] provides a principled foundation for adaptive guarantees. 

The initial mechanisms presented here establish the explainability and validation foundation for trustworthy AI 
within FLECON-6G. They demonstrate working techniques validated on production-scale network data across 
multiple operators. The following extensions are planned for upcoming deliverable D4.2. 

Escalation volume management: initial analysis of the low-confidence population reveals that 86ς89% of 
escalated predictions are spurious (their errors fall within the calibrated bound). The escalated population 
exhibits exploitable cross-KPI structure, where the dispersion of confidence scores across co-escalated KPIs at 
the same cell and time distinguishes cell-level structural uncertainty from KPI-specific prediction failure. 
Extending the confidence routing with a triage layer that reclassifies spurious escalations is planned for D4.2, 
with the goal of raising automation scope from 70% while enriching the remaining escalated queue in genuine 
violations. 

3.3.3 Trustworthiness Evaluation Methodology  

Recent studies highlight the importance of trust in highly distributed, AI-driven architectures that require a 
continuous, multi-dimensional trustworthiness evaluation paradigm[53] . These studies reveal that 
trustworthiness is not a monolithic attribute but a composite construct that must simultaneously address safety, 
robustness, fairness, explainability, privacy, and accountability of AI operations. This complexity is heavily 
magnified in both commercial and critical infrastructure environments. Telecom providers stress that embedding 
Trustworthy AI into core network systems introduces unique operational risks that cannot be managed by legacy 
security protocols[54] . Mitigating these novel risks requires strict algorithmic guardrails for data privacy, model 
behavior, and continuous telemetry monitoring to ensure AI agents operate ethically, transparently, and strictly 
as intended without compromising overall network integrity[54] [55]  . Applying these diverse trust dimensions 
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consistently across heterogeneous network elements remains a major technical challenge for modern 
distributed infrastructures. Recent approaches demonstrate the critical necessity of cross-slice federated 
learning and distributed orchestration to manage severe resource constraints at the edge while simultaneously 
preserving data security and privacy across decentralized nodes [56] [57] . Furthermore, the integration of 
eXplainable AI (XAI) is rapidly transitioning from a theoretical ideal to a baseline operational requirement for 
dynamic threat prevention and zero-touch security management and has been tackled by recent EU projects, 
such as ROBUST-6G[58] , SAFE-6G [59]  and iTRUST-6G [60]  in the context of emerging 6G environments. 
Telecom operators increasingly view algorithmic transparency and evaluation reliability as immediate 
necessities, noting that robust explainability methodologies are the critical catalysts required to build human 
confidence and drive the widespread adoption of intelligent, automated network service management.  

To address the limitations of highly fragmented assessment methodologies, the Trustworthiness Evaluation 
Framework (TEF), provides a systematic and extensible methodology for assessing the trustworthiness of 
heterogeneous network elements, including physical resources and logical services. TEF operationalises 
trustworthiness as a multi-dimensional construct. Recent regulatory frameworks and comprehensive academic 
surveys, Ƴƻǎǘ ƴƻǘŀōƭȅ ǘƘŜ 9ǳǊƻǇŜŀƴ ¦ƴƛƻƴΩǎ !ǊǘƛŦƛŎƛŀƭ LƴǘŜƭƭƛƎŜƴŎŜ !Ŏǘ ŀƴŘ ŦƻǳƴŘŀǘƛƻƴŀƭ ƎǳƛŘŜƭƛƴŜǎ ŦƻǊ 
trustworthy systems, establish that the core dimensions of AI trustworthiness critically depend on ensuring 
security, privacy, FAIRness, explainability, and robustness. TEF combines these dimensions into a unified 
evaluation pipeline, enabling consistent assessment across complex, distributed systems. This is accomplished 
by introducing a structured approach for aggregating evidence from diverse data sources and AI-driven analyses. 

 

Figure 3.19: Trustworthiness Evaluation Framework (TEF) Architecture 

The TEF architecture is depicted in Figure 3.19. Each source contributes to the overall trust score of an asset 
through a configurable weighted evaluation mechanism, enabling fine-grained control over the relative 
importance of different evidence types. Furthermore, TEF Groups provide a higher-level abstraction, allowing 
logical aggregation of multiple assets (e.g., marketplace group level), supporting hierarchical trust evaluation and 
system-wide reasoning. This hierarchical modelling is essential for evaluating complex AI-enabled infrastructures 
where trust must be propagated and summarised across multiple layers. 

TEF structures trust evaluation using a three-tier abstraction consisting of Dimensions, Factors, Metrics and KPIs. 
Dimensions represent high-level core dimensions of AI trustworthiness, such as security, FAIRness, explainability, 
and robustness. Custom dimensions (e.g., Performance) or splitting dimensions are also supported, catering to 
unique project or use-case requirements. Trust Factors refine high-level dimensions into more fine-grained 
elements. For example, the security dimension can comprise factors such as operational security, threat 
exposure, compliance, organizational awareness, and vendor risk. Metrics are measurable items for each factor. 
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For example, the operational security factor can consist of metrics such as average time to recognise and respond 
ǘƻ ǇƻǘŜƴǘƛŀƭ ǎŜŎǳǊƛǘȅ ƛƴŎƛŘŜƴǘǎΣ ƛƴŎƛŘŜƴǘ ǾƻƭǳƳŜ ŀƴŘ ǎŜǾŜǊƛǘȅΣ ŀƴŘ ŦŀƭǎŜ ǇƻǎƛǘƛǾŜ ǊŀǘŜΦ ¢9CΩǎ ŜǾŀƭǳŀǘƛƻƴ ŜƴƎƛƴŜ 
binds metrics with trust services and KPIs enabling the assessment of the metric (e.g., false positive rate <=0.001). 
The aggregated weighted evaluations contribute to the hierarchical evaluation of metrics, factors and 
dimensions, ensuring traceability, transparency and explainability of the evaluation process. 

From a FAIRness perspective, TEF incorporates metadata modelling and augmentation mechanisms to ensure 
that all digital objects, including datasets, models, and evaluation outputs, are Findable, Accessible, 
Interoperable, and Reusable. The framework recommends metadata schemas for representing end-to-end 
pipelines and enhances them with trust-related annotations, enabling traceability and reproducibility of trust 
assessments. This metadata-driven approach not only supports FAIR compliance but also strengthens 
explainability by explicitly documenting the provenance and transformation of data throughout the evaluation 
lifecycle. 

The presentation and reporting layer of TEF provides comprehensive support for monitoring, auditing, and 
analysing trustworthiness. Through CRUD operations, stakeholders can manage assets, sources, and groups, as 
well as configure Trust Services and their associated parameters. Real-time dashboards deliver multi-level 
visibility into trust scores (source, asset, and group), while aggregated views facilitate system-wide assessments. 
The reporting subsystem generates multiple types of report, including TEF score reports, provenance reports, 
source-level data reports, and infrastructure usage reports. Provenance reports, in particular, play a critical role 
in explainability and auditability, as they document the full evaluation process, including data inputs, applied 
algorithms, and intermediate results. 

Overall, the TEF methodology establishes a robust, secure, and explainable framework for trustworthiness 
evaluation in complex, AI-driven network environments. TEF ensures that trust assessments are accurate, 
interpretable and auditable, thereby supporting informed decision-making and regulatory compliance. 

3.3.3.1 Proposed solution 

3.3.3.1.1 System Model 

This section establishes the formal mathematical foundation for the TEF evaluation pipeline. TEF registers a finite 
set of network elements subject to trustworthiness evaluation, defined as TEF Assets. We denote the set of all 
TEF Assets as ὃ: 

ὃ ὥȟὥȟȣȟὥ  

where ὲ   is the total number of registered assets in the framework. 

Each asset ὥᶰὃ       exposes one or more TEF Sources, representing distinct data streams (e.g., telemetry, 
performance indicators, system logs). We denote the set of TEF Sources belonging to a specific asset ὥ   as Ὓ: 

Ὓ ίȟȟίȟȟȣȟίȟ  

where ά ρ, and each ίȟ      represents an individual continuous or discrete data stream generated by asset 

ὥ. 

To represent physical entities (e.g., servers) or logical configurations (e.g., marketplaces), assets can be 
aggregated into TEF Asset Groups. Let Ὃ denote the set of all defined asset groups within the framework: 

Ὃ ὫȟὫȟȣȟὫ  

where Ὧ is the total number of distinct groups. 

Every group is defined as a non-empty subset of the registered assets. Therefore, each group ὫᶰὋ is 

mathematically defined as: 
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ὫṖὃȟ Ὣ  ɲ

An individual asset ὥ can belong to multiple different groups simultaneously. At the foundational computational 
layer, TEF maintains a registry of Trust Services, which are the specific analytical algorithms and models (e.g., 
time-series anomaly detection, threshold monitoring, predictive outlier detection) used to evaluate data. Let ὝὛ 
denote the set of available Trust Services within the framework: 

ὝὛ ὸίȟὸίȟȣȟὸί  

where ὺ  is the total number of deployed algorithms. A single Trust Service ὸίᶰὝὛ  is source-agnostic and can 

be utilised to evaluate multiple different metrics across various assets. 

The Evaluation Engine is the core orchestration component responsible for binding a specific Trust Service to a 
TEF Source to generate a quantifiable trustworthiness metric. This binding process is governed by Key 
Performance Indicators (KPIs) and configuration parameters (e.g., sliding window sizes, acceptable baseline 
thresholds) specific to the target source. Let ὑȟ    represent the specific KPI configuration and evaluation 

parameters assigned to the data source ίȟ. The Evaluation Engine executes an evaluation function  ꜡    that 
binds a Trust Service ὸίᶰὝὛ                 to a source ίȟ parameterized by ὑȟ        producing a normalised metric 

score ά ȟ: 

ά ȟ ꜡ὸίȟίȟȟὑȟȟ ά ȟᶰπȟρ 

This formulation ensures that the same underlying trust service (ὸί) can be independently bound to multiple 

different sources (e.g., CPU utilisation and network latency) by simply applying different KPI parameters. The 
resulting score ά ȟ represents the raw trustworthiness metric bounded between π (completely untrustworthy) 
and ρ (fully trustworthy). Trust Factors aggregate related metrics to measure specific functional aspects of an 
asset (e.g., anomaly detection rates, resource utilisation irregularities). Let Ὂ ὪȟὪȟȣȟὪ  be the set of all 

defined Trust Factors. The evaluation score for a specific factor Ὢ   applied to an asset ὥ   is denoted as ὅὪὼȟὥȢ.              
It is ŎŀƭŎǳƭŀǘŜŘ ŀǎ ǘƘŜ ǿŜƛƎƘǘŜŘ ǎǳƳ ƻŦ ŀ ǊŜƭŜǾŀƴǘ ǎǳōǎŜǘ ƻŦ ǘƘŜ ŀǎǎŜǘΩǎ ƳŜǘǊƛŎǎΥ 

ꜟὪȟὥ ύȟ
ᶰ

ẗά ȟ 

where Ὅ    is the index set of metrics associated with factor Ὢ,   and ύȟ   represents the configurable weight of 
metric ά ȟ       such that В ύȟᶰ ρ. Trust Factors are further abstracted into high-level Trustworthiness 

Dimensions. In this initial version, we consider the dimensions: Security (Ὀ ), Privacy (Ὀ ), FAIRness (Ὀ ), 

Explainability (Ὀ ), and Robustness (Ὀ ). Let Ὀ Ὀ ȟὈ ȟὈ ȟὈ ȟὈ . The score for a dimension 

Ὠ ᶰὈ for a given asset ὥ, denoted as םὨȟὥ, is computed by aggregating the relevant underlying Trust 

Factors: 

Ὠȟὥם ὡȟ

ᶰ

ẗꜟ Ὢȟὥ 

where ὢ  is the index set of factors mapped to dimension Ὠ , and ὡȟ represents the weight of factor Ὢ within 

that dimension, constrained by В ὡȟᶰ ρ. 

3.3.3.1.2 Trustworthiness Evaluation (TEF Score) 

The final Trustworthiness Score for an individual TEF Asset ὥ, denoted as כὥ, is operationalised as a unified 
evaluation pipeline combining the five core dimensions. Using a configurable weighting vector ɱ
‫ ȟ‫ ȟ‫ ȟ‫ ȟ‫ , the overall score is aggregated as: 
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ὥכ ‫

ᶰ

ẗםὨȟὥ 

where В‫ ρ,                 yielding a final score כὥᶰπȟρ. 

To support hierarchical trust evaluation and system-wide reasoning, TEF aggregates asset scores into a Group 
Trust Score. For a defined group Ὣ ὥȟὥȟȣȟὥ ,                                       the group trustworthiness score 

Ὣכ            is computed as an aggregation function ɜ   over the constituent assets: 

Ὣכ ɜכὥ ȟכὥ ȟȣȟכὥ  

Depending on system requirements, ɜ can be defined as an arithmetic mean for generalised trust, or as a 
minimum function (ÍÉÎ) to represent worst-case scenario evaluation in strict security environments. 

To evaluate the overall trustworthiness of the entire platform, TEF aggregates the individual trust scores of all 
registered assets within the global set ὃ ὥȟὥȟȣȟὥ . 

Recognising ǘƘŀǘ ƴƻǘ ŀƭƭ ŀǎǎŜǘǎ ŎƻƴǘǊƛōǳǘŜ Ŝǉǳŀƭƭȅ ǘƻ ǘƘŜ ǇƭŀǘŦƻǊƳΩǎ ŎƻǊŜ ƻǇŜǊŀǘƛƻƴŀƭ ƛƴǘŜƎǊƛǘȅΣ ¢9C ƛƴǘǊƻŘǳŎŜǎ ŀƴ 
asset criticality weighting vector ὡ ύ ȟύ ȟȣȟύ . The weight ύ  represents the relative importance or 

structural criticality of asset ὥ to the overall system, constrained by: 

ύ ρ 

Let כ  denote the global trustworthiness score of the platform. The overall system evaluation is computed as 

the weighted sum of all individual asset trustworthiness scores: 

כ ύ ẗכὥ  

where כ ᶰπȟρ.                   Alternatively, in zero-trust or highly sensitive operational environments, the 

platform score can be strictly bound by its weakest operational link using a minimum threshold function: 

כ ÍÉÎ
ᶰ
ὥכ  

This dual formulation allows the framework to dynamically adapt between generalised system health monitoring 
and strict security-critical evaluation. 

3.3.3.1.3 TEF Prototype 

The TEF prototype is engineered as a robust full-stack platform where all core functionalities, configurations, and 
mathematical evaluations are managed and exposed through RESTful APIs. This design ensures system 
interoperability, scalability, and seamless integration with diverse network management environments. 

All digital objects defined in the TEF system model are treated as distinct entities within the backend database. 
The platform utilises standardised RESTful API endpoints as the primary interface for managing the lifecycle and 
configurations of these entities. 
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Figure 3.20: RESTful API endpoints for the management of TEF Assets (left) and Sources (right). 

Figure 3.20 provides a visual representation of the RESTful API for managing TEF Assets and Sources. To ensure 
consistency, all operations are standardised across all core TEF entities, which are briefly described below: 

¶ POST: Creates a new record in the database by submitting the required data to the API endpoint 
(e.g., registering a new network element as a TEF Asset). 

¶ GET (list): Retrieves a collection of records from the database for display or processing. 

¶ GET (by ID): Fetches a specific record using its unique identifier. 

¶ PATCH: Updates specific fields of an existing record without replacing the entire entity (e.g., updating 
the weighting vector of an asset group). 

¶ DELETE: Removes a specific record from the database based on its unique identifier. 

¶ GET (audit): Returns the audit history associated with a record, detailing changes over time. This 
operation is critical for compliance with provenance tracking. 

¶ GET (reference): Provides reference data used for UI elements such as dropdowns or selection fields. 

3.3.3.1.4 Data Ingestion and Integration 

The TEF prototype supports a flexible data ingestion engine designed to capture data from heterogeneous 
systems or services. Two primary integration paradigms are supported as shown in Figure 3.21: push-based and 
pull-based ingestion. 

 

Figure 3.21: TEF Data Ingestion RESTful API endpoints. 

In the push-based model, external TEF Sources transmit data directly to the platform through standardised 
RESTful APIs. These endpoints are secured using API keys with scoped authorisation policies, ensuring controlled 
access and preventing unauthorised data injection. This approach is particularly suitable for real-time or event-
driven systems where data must be propagated immediately upon generation. 
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Figure 3.22: TEF Data Ingestion data binding configurations. 

In the pull-based model, TEF periodically retrieves data from external systems using authenticated access 
credentials. This process is implemented through an ExtractςTransformςLoad (ETL) pipeline. The combination of 
these two paradigms allows TEF to adapt to diverse system architectures while maintaining secure and reliable 

data handling practices. Figure 3.22 illustrates an example of the data binding configurations used within the TEF 
Data Ingestion process. 

3.3.3.1.5 Trust Services Implementation 

Trust Services constitute the analytical backbone of the TEF evaluation pipeline. In the prototype 
implementation, these services are realised as independently deployable, containerised microservices 
developed in Python. Each service is implemented as a lightweight Flask-based application exposing RESTful 
endpoints for execution. Every Trust Service encapsulates a specific evaluation algorithm, such as anomaly 
detection, threshold-based monitoring, predictive outlier detection, or explainability analysis. The use of Docker-
based containerization ensures isolation, portability, and scalability, allowing services to be deployed, updated, 
and scaled independently of the core TEF platform. This architectural approach enables seamless integration of 
new analytical models without impacting the stability of the overall system. Upon invocation, each Trust Service 
processes the input data associated with a TEF Source and produces a normalised quantitative score within the 
range πȟρ. This standardisation facilitates consistent aggregation across heterogeneous services. Figure 3.23 
presents an example of the data and outputs generated by a Trust Service. Additionally, explainability-oriented 
services provide diagnostic outputs that indicate how specific input metrics influence the resulting score, thereby 
enhancing interpretability. 
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Figure 3.23: TEF Trust Service data example. 

3.3.3.1.6 Evaluation Engine Configuration 

The Evaluation Engine provides a flexible configuration layer for defining how trustworthiness assessments are 
executed. It enables the binding of TEF Sources to specific Trust Services under configurable parameters, 
including KPI thresholds, evaluation rules, and weighting schemes. Configuration options include data filtering 
strategies, such as sliding window mechanisms over recent observations, as well as evaluation logic definitions 
based on threshold-based or probabilistic scoring approaches. The engine also supports configurable weighting 
across metrics, factors, and dimensions, allowing the evaluation process to be tailored to specific operational 
requirements. In addition, operational parameters such as data ingestion mode, execution periodicity, and 
access control policies are managed within this layer. This reconfigurability ensures that the evaluation process 
remains adaptable to varying system constraints and data characteristics. For example, the TEF Source Evaluation 
configuration is shown in Figure 3.24. 

 

Figure 3.24: TEF Source Evaluation configuration example. 

3.3.3.1.7 Evaluation Scheduling and Orchestration 

The execution of the TEF evaluation pipeline is orchestrated through a scheduling mechanism implemented 
within a .NET Core 8 backend. The system utilises Hangfire as a background job management framework to 
enable reliable and scalable execution of periodic evaluation tasks. A centralised master job is responsible for 
managing the lifecycle of evaluation jobs. It dynamically generates new jobs based on the active system 
configuration, including defined data sources, associated Trust Services, and execution frequency. In parallel, it 
performs cleanup operations by removing outdated or inactive jobs, ensuring that the scheduling layer remains 
aligned with current configurations. Each evaluation job corresponds to a specific binding between a TEF Source, 
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a Trust Service, and its associated configuration parameters. Jobs are executed asynchronously, enabling parallel 
processing across multiple assets and sources. This design supports robustness and scalability in environments 
with high data throughput and dynamic configuration changes. 

3.3.3.1.8 Monitoring, Reporting, and Provenance 

The TEF prototype includes a presentation and reporting layer that supports monitoring, auditing, and analysis 
of trustworthiness across all system levels. Through RESTful interfaces, stakeholders can configure system 
components and observe evaluation outputs in real time. As indicated in Figure 3.25, Dashboards provide 
visibility into trust scores at multiple levels, including source, asset, and group perspectives, enabling both 
detailed inspection and aggregated analysis. These views support system-wide reasoning and facilitate 
identification of anomalies or degradation in trustworthiness. 

 

Figure 3.25: TEF Results dashboard. 

The reporting subsystem generates multiple types of reports, including TEF score reports, source-level data 
reports, and infrastructure usage reports. An example of the generated TEF results data is shown in Figure 
3.26Figure 3.26.  Provenance reporting capabilities document the evaluation process by capturing the sequence 
of executed services and associated configurations, supporting auditability and verification of results. 
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Figure 3.26: TEF Results data example. 

3.3.3.2 Results and Future Evaluation 

 The implementation and integration activities are currently in their final stages. The next deliverable will present 
a comprehensive experimental evaluation of TEF covering both trustworthiness validation and system scalability. 
Trustworthiness validation will assess the correspondence between TEF scores and predefined ground-truth 
degradation scenarios across multiple trustworthiness dimensions, including security, privacy, robustness, and 
AI lifecycle monitoring. The evaluation will report quantitative metrics such as Mean Absolute Error (MAE), 
Spearman rank correlation, and monotonicity violations to measure the accuracy and consistency of 
trustworthiness assessments. In addition, scalability experiments will evaluate the framework under increasing 
numbers of assets, telemetry sources, and Trust Services, reporting key performance indicators including 
evaluation latency, throughput, CPU utilisation, memory consumption, and successful evaluation completion 
rates. These experiments will provide quantitative evidence of both the effectiveness of the trustworthiness 
assessment methodology and the operational scalability of TEF. 
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4 Network Digital Twins Framework & Orchestration of Multi-layer NDTs 
for Multi -Domain Scenarios  

This section elaborates on the NDT-as-a-Service Orchestration Framework part of the Intelligence Layer, which 
targets unified access and interoperability across three domains: NTN, RAN and transport layer. In particular, 
NDT Framework design and Multi-layer NDT considerations are described, along with relevant standards used 
for both angles of NDT orchestration and management. 

4.1 Standardisation and Vision of Network Digital Twins 

NDTs are becoming a key architectural enabler for the operation of future 6G systems. Their role is evolving from 
offline modelling and simulation towards operationally integrated, service-exposed and lifecycle-managed 
components of the management plane. In FLECON-6G, this evolution is central to designing the NDT Framework: 
DTs are expected to support continuous synchronisation with the managed infrastructure, execution of 
modelling sessions, prediction of operational outcomes, and validation of candidate actions before they are 
enforced in the physical network. 

This section introduces the standardisation vision guiding the FLECON-6G NDT framework. It focuses on how 
NDT concepts are being progressively reflected in standardisation activities related to network management, 
orchestration, closed-loop automation and service-based interfaces. The aim is not only to ensure technical 
interoperability among the project components, but also to provide a clear path for aligning FLECON-6G 
outcomes with emerging industry specifications and future contributions to relevant standardisation bodies. 

The standardisation analysis is structured around two complementary perspectives. Section 4.1.1 addresses the 
alignment with 3GPP SA5 management aspects of NDTs, focusing on management data, KPIs, network resource 
abstractions and the role of NDTs in mobile network management. Section 4.1.2 addresses the operational 
integration of NDTs according to ETSI ZSM principles, focusing on service-based management, closed-loop 
automation, interface exposure, NDT lifecycle management and NDT-as-a-Service operation. 

4.1.1 Alignment with 3GPP SA5 Management Aspects of NDT 

The 3GPP SA5 working group has developed the Technical Specification TS 28.561 [61] to define how Network 
Digital Twins (NDTs) are managed within the 3GPP service-based management system. This specification 
provides the conceptual framework, use cases, requirements, information model, and management procedures 
for NDTs, establishing how an authorised management system consumer can interact with an NDT provider to 
request, execute, and retrieve the results of network simulation and emulation jobs. Its progressive evolution 
across 3GPP Releases reflects the broader industry shift towards programmable, analytically enriched 
management architectures that rely on digital twin representations for pre-execution validation, automated 
decision support, and data-driven optimisation. This section summarises the key aspects of TS 28.561 and 
identifies how the FLECON-6G NDT Framework is aligned with this specification. 

4.1.1.1 NDT Concepts and Management Service 

TS 28.561 defines a Network Digital Twin (NDT) as a virtual replica of a mobile network, or part thereof, that 
captures the attributes, behaviour, and interactions of its physical counterpart ς see TS 28.561 v20.0.0; March 
2026[61] . An NDT implementation may rely on simulation, emulation, AI-based modelling, or any combination 
of these techniques. Its purpose is to enable network operators to verify behaviour before applying configuration 
changes to the live network, to support automation functions such as the Management Data Analytics Function 
(MDAF) and AI/ML Inference Functions, and to provide a controlled modelling environment for what-if analysis, 
scenario exploration, and synthetic data generation. 

The specification introduces the NDT Management Service (NDT MnS), which defines two complementary roles: 
the NDT MnS Producer and the NDT MnS Consumer. The NDT MnS Producer offers simulation and emulation 
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capabilities; it creates and manages NDT Function instances, executes NDT Jobs, and delivers NDT Reports to 
requesters. The NDT MnS Consumer is any authorised management function τ such as a MDAF, an AI/ML 
Inference Function, or an Intent Handling Function τ that invokes the producer's capabilities to support its own 
intelligence or automation objectives. This service-based, role-differentiated design is consistent with the 
broader 3GPP service-based management architecture and enables flexible, decoupled integration of NDT 
capabilities within the management plane. 

4.1.1.2 NDT Lifecycle and Capabilities 

TS 28.561  [61] organises NDT lifecycle management at two levels: the NDT Function instance level and the NDT 
Job instance level. An NDT Function instance represents a specific simulation or emulation capability for a defined 
network scope (RAN domain, CN domain, or cross-domain). NDT Function instances are created and managed 
by the MnS Producer; they are not directly instantiated by consumers. An NDT Job represents a specific execution 
request within a given NDT Function, configured with the scenario to be modelled and the execution 
requirements defined by the consumer. Main lifecycle operations for NDT Jobs include creation, configuration 
update, execution (start), suspension, and deletion. 

The specification defines four main categories of NDT capabilities: 

1. Control and lifecycle management of NDTs: enabling consumers to define the network scenario, control 
simulation execution, and synchronise the NDT with physical network data, including performance 
measurements, configuration data, MDT/Trace data, and fault management data. 

2. NDT support for network automation: enabling evaluation of high-risk network operations (e.g., 
configuration changes, software upgrades), verification of network behaviour under failure events such 
as signalling storms, and controlled network issue inducement for resilience testing. 

3. NDT support for verification: enabling verification of network responses to events, network 
configurations, and automation-function configurations (e.g., RAN energy saving management function 
configurations). 

4. NDT support for data generation: enabling the generation of synthetic data for ML model training and 
user experience data for proactive network management. 

In addition, TS 28.561 introduces advanced NDT capabilities including collaboration between NDT Functions, 
where multiple NDT Function instances jointly fulfil a simulation task that spans different network scopes or 
management domains. This collaboration capability is particularly relevant for multi-domain scenarios, where 
no single NDT Function can independently model all aspects of the network behaviour of interest. 

4.1.1.3 NDT Information Model 

The information model in TS 28.561 (clause 6.2) is built around three central Information Object Classes (IOCs): 
NDTFunction, NDTJob, and NDTReport. Figure 4.1Figure 4.1 below illustrates the relationship among these 
classes. The NDTFunction IOC represents a specific NDT capability instance provided by the MnS Producer. Its 
key attributes include supportedNDTCapabilities, which enumerates the types of simulation use cases the 
function supports (e.g., RISKY_ACTIONS_PREDICTION, NETWORK_CONFIGURATIONS_VERIFICATION, 
ML_TRAINING_DATA_GENERATION), and nDTFunctionScope, which defines the RAN and CN network scope that 
the function is capable of modelling. The NDTFunction may also reference other NDT Function instances (via 
nDTFunctionRefList) to express collaboration relationships. 

The NDTJob IOC represents the properties of a specific simulation or emulation task requested by an MnS 
Consumer. Its key attributes are: nDTCapability, indicating the type of simulation use case to be executed; 
nDTJobSynchScope, defining the scope of network entities to be synchronised into the NDT for the job; 
ndtJobScenario, specifying the scenario-specific input (e.g., network configurations, events, or issue parameters 
to be modelled beyond the synchronised baseline); and ndtJobExecutionRequirements, capturing execution 
constraints such as maximum runtime. The NDTJob may also reference other NDT Job instances (nDTJobRefList) 
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to express cross-function dependencies in collaborative scenarios. 

The NDTReport IOC captures the modelling results corresponding to a completed NDT Job. It contains a list of 
NDTOutputDataPoints, each describing the network state at which a configuration was applied, the network 
configuration itself, and the observations (i.e., the impact on the modelled network objects). The NDT Report is 
generated by the MnS Producer and delivered to the consumer via a notification mechanism. 

The management operations for NDT entities follow the generic provisioning Management Service defined in TS 
28.532, relying on createMOI, modifyMOIAttributes, deleteMOI, and getMOIAttributes operations. At Stage 3, 
TS 28.561 maps these operations to a RESTful HTTP-based solution set, where NDT Function, NDT Job, and NDT 
Report instances are addressed by structured REST URIs rooted at the Provisioning MnS endpoint. 

 

 Figure 4.1: Relationship UML diagram for NDT management (TS 28.561[65] ). 

4.1.1.4 NDT Job Request Procedure 

Figure 4.2 below illustrates a representative procedure for how an NDT MnS Consumer requests an NDT job from 
an NDT MnS Producer, based on the procedure defined in TS 28.561 (clause 6.4.1) and detailed with the RESTful 
HTTP-based solution set of clause 7.1. The procedure covers the complete lifecycle of a single NDT Job, from 
creation and network synchronisation, through notification subscription and job execution, to report notification 
and retrieval. 
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Figure 4.2: Example NDT Job execution procedure based on TS 28.561[65] . 

The procedure consists of the following steps: 

1. The NDT MnS Consumer issues a createMOI request (HTTP POST to 
{MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}) to create an NDT Job instance at the NDT MnS 

NDT MnS Consumer NDT MnS Producer

OAM Mobile network (RAN + CN)

Managed entities
(gNBs, CN functions, etc.)

1. Create NDT Job Request (createMOI)

POST {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part} 
{
  "objectClass": "NDTJob", 
  "attributes": {
     "nDTCapability": "...", 
     "nDTJobSynchScope": [ ... ], 
     "ndtJobScenario": [ ... ],
     "ndtReportRefList": [ ], 
     "ndtJobExecutionRequirements": { ... }
  }
}

1a. Create a new 
NDTJob object in the 

management tree

2. Synchronize NDT with the real network functions

3. Create NDT Job Response

201 Created
Location: {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}/{NDTJob}={id}
{
  "objectClass": "NDTJob", 
  "attributes": {
     "nDTCapability": "...", 
     "nDTJobSynchScope": [ ... ], 
     "ndtJobScenario": [ ... ],
     "ndtReportRefList": [ ], 
     "ndtJobExecutionRequirements": { ... }
  }
}

6. Execute NDT Job Request (modifyMOIAttributes)

PATCH {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}/{NDTJob}={id}
{
  "attributes": {
    "requestedJobStatus": "RUN"
  }
}

7. Execute NDT Job Response

200 OK
{
  "attributes": {
    "jobStatus": "RUNNING"
  }
}

6a. Start the NDT job 
(the simulation)

8. NDT job Completed
Generate NDT Reports

8. NDT Report Notification (notifyMOIAttributeValueChanges)

POST {notificationTarget}
{
  "attributes": {
    "jobStatus": "COMPLETED_SUCCESS",
    "nDTReportRefList": [...]
  }
}

4. Subscribe to Notifications (createMOI)

POST {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}/{NDTJob}={id}

5. Subscription Response

201 Created
Location: {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}/{NDTJob}={id}/
{NtfSubscriptionControl}={subId}

9. Retrieve NDT Report (getMOIAttributes)

GET {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}/{NDTReport}={id}

10. NDT Report Content

200 OK (full report with nDTJobOutputData)
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tǊƻŘǳŎŜǊΦ ¢ƘŜ ǊŜǉǳŜǎǘ ōƻŘȅ ǎǇŜŎƛŦƛŜǎ ǘƘŜ ƻōƧŜŎǘ/ƭŀǎǎ όάb5¢Wƻōέύ ŀƴŘ ǘƘŜ b5¢ Wƻō ŀǘǘǊƛōǳǘŜǎΥ ƴ5¢/ŀǇŀōƛƭƛǘȅ 
(the desired simulation use case), nDTJobSynchScope (the scope of network entities to be synchronised), 
ndtJobScenario (the scenario-specific input to be modelled), and ndtJobExecutionRequirements (execution 
constraints such as maximum runtime). Upon receiving the request, the NDT MnS Producer creates and 
configures the NDT Job instance in the management tree (step 1a). 

2. The NDT MnS Producer synchronises the relevant network state information from the physical managed 
entities τ gNBs, CN functions, and other network elements. The synchronised data covers performance 
measurements, configuration data, fault management information, and any other contextual data required 
to initialise the digital twin for the requested scenario. 

3. The NDT MnS Producer returns a 201 Created response to the consumer. The Location header carries the 
URI of the newly created NDT Job instance ({MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-
part}/{NDTJob}={id}), and the response body echoes the NDT Job attributes as stored, including the initially 
empty nDTReportRefList. 

4. Before triggering job execution, the NDT MnS Consumer establishes a notification subscription by issuing a 
createMOI request (HTTP POST to {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}/{NDTJob}={id}) 
to create an NtfSubscriptionControl object as a child of the NDT Job instance. The subscription registers the 
consumer's notification target endpoint and specifies that notifyMOIAttributeValueChanges notifications 
should be delivered when the NDT Job's attributes change (notably, when the job status transitions to 
COMPLETED_SUCCESS and the nDTReportRefList is populated). 

5. The NDT MnS Producer confirms the subscription with a 201 Created response. The Location header returns 
the URI of the newly created NtfSubscriptionControl object ({MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-
first-part}/{NDTJob}={id}/{NtfSubscriptionControl}={subId}). 

6. The NDT MnS Consumer issues a modifyMOIAttributes request (HTTP PATCH to 
{MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-part}/{NDTJob}={id}) to start the execution of the NDT 
WƻōΦ ¢ƘŜ ǊŜǉǳŜǎǘ ōƻŘȅ ŎŀǊǊƛŜǎ ǘƘŜ ŀǘǘǊƛōǳǘŜ άǊŜǉǳŜǎǘŜŘWƻō{ǘŀǘǳǎέΥ άw¦bέΣ ǎƛƎƴŀƭƭƛƴg to the NDT MnS 
Producer that the simulation or emulation should commence (step 6a). 

7. The NDT MnS Producer acknowledges the execution request with a 200 OK response, returning the updated 
b5¢ Wƻō ŀǘǘǊƛōǳǘŜǎ ƛƴŎƭǳŘƛƴƎ άƧƻō{ǘŀǘǳǎέΥ έw¦bbLbDέΣ ŎƻƴŦƛǊƳƛƴƎ ǘƘŀǘ ǘƘŜ ǎƛƳǳƭŀǘƛƻƴ ƻǊ ŜƳǳƭŀǘƛƻƴ ƛǎ ƛƴ 
progress. 

8. Once the simulation or emulation completes, the NDT MnS Producer generates the NDT Report instance and 
updates the NDT Job attributes accordingly. It then delivers an asynchronous 
notifyMOIAttributeValueChanges notification (HTTP POST to the {notificationTarget} address registered in 
ǘƘŜ bǘŦ{ǳōǎŎǊƛǇǘƛƻƴ/ƻƴǘǊƻƭύΦ ¢ƘŜ ƴƻǘƛŦƛŎŀǘƛƻƴ ǇŀȅƭƻŀŘ ƛƴŎƭǳŘŜǎ ǘƘŜ ǳǇŘŀǘŜŘ άƧƻō{ǘŀǘǳǎέΥ 
ά/hat[9¢95ψ{¦//9{{έ ŀƴŘ ǘƘŜ ǇƻǇǳƭŀǘŜŘ έƴ5¢wŜǇƻǊǘwŜŦ[ƛǎǘέΥ ώΦΦΦϐΣ ǿƘƛŎƘ ŎŀǊǊƛŜǎ ǘƘŜ 5ƛǎǘƛƴƎǳƛǎƘŜŘ 
Name(s) of the generated NDTReport instance(s). 

9. Upon receiving the completion notification, the NDT MnS Consumer retrieves the full NDT Report content 
by issuing a getMOIAttributes request (HTTP GET to {MnSRoot}/ProvMnS/{MnSVersion}/{URI-LDN-first-
part}/{NDTReport}={id}), using the NDTReport URI obtained from the nDTReportRefList in the notification. 

10. The NDT MnS Producer returns a 200 OK response containing the complete NDT Report, including the 
nDTJobOutputData τ a list of NDTOutputDataPoints each describing the modelled network state, the 
applied network configuration, and the observed outcomes of the simulation or emulation. This data is used 
by the NDT MnS Consumer (e.g., the NDTaaS Orchestration Framework or a closed-loop automation 
function) to evaluate the impact of candidate network changes before they are enforced on the physical 
network. 

4.1.1.5 Alignment with the FLECON-6G NDT Framework 

The FLECON-6G NDT Framework, described in detail in Section 4.2, has been designed with explicit alignment to 
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the TS 28.561 management model. This alignment operates at multiple levels and provides a clear path for the 
interoperability of FLECON-6G components with 3GPP-compliant management systems. 

At the role level, the domain NDTs developed within FLECON-6G τ the multi-layer (IP over transport) NDT, the 
OpenAirInterface-based RAN and CN NDT, and the Industrial NTN NDT τ assume the role of NDT MnS Producers, 
exposing their simulation and emulation capabilities through standardised Northbound Interfaces (NBIs). The 
NDTaaS Orchestration Framework (Section 4.3) assumes the role of an NDT MnS Consumer, invoking the domain 
NDTs on behalf of higher-layer management functions, intent handlers, and closed-loop components within the 
FLECON-6G Intelligence Layer. This two-tier consumer/producer structure is consistent with the service-based 
management architecture of TS 28.561, and enables the NDTaaS layer to coordinate multi-domain simulation 
scenarios by composing requests across multiple domain NDT MnS Producers. 

At the information model level, the FLECON-6G domain NDT NBI specification (Section 4.2.1) is structured around 
the NDTFunction, NDTJob, and NDTReport abstractions introduced in TS 28.561. The NDTFunction descriptor in 
FLECON-6G captures the simulation capabilities and domain type of each NDT instance; the NDTJob descriptor 
carries the scenario configuration, execution policy, synchronisation scope, and any inter-NDT dependencies; 
and the NDTReport provides the results, collected metrics, and decision summary aligned with the 
NDTOutputDataPoint structure. This alignment ensures compatibility between the FLECON-6G data model and 
the 3GPP management information model, supporting straightforward integration into standards-compliant 
operational deployments. 

At the capability level, the what-if scenarios supported by FLECON-6G, single-domain what-if simulation, multi-
domain what-if simulation, and closed-loop optimisation (Section 4.2.1.2), map directly to the NDT capabilities 
enumerated in TS 28.561, including RISKY_ACTIONS_PREDICTION (evaluation of network changes before live 
execution) and NETWORK_CONFIGURATIONS_VERIFICATION (pre-deployment validation of configuration 
plans). The multi-domain orchestration capability of the NDTaaS Orchestration Framework further extends the 
TS 28.561 NDT collaboration model, where multiple NDT Functions jointly fulfil a simulation task spanning RAN, 
transport, and NTN domains, coordinated through the FLECON-6G EastςWest interface. 

At the lifecycle management level, the NDTFunction creation and deletion, NDTJob start, update, stop, and 
report delivery operations supported by the FLECON-6G domain NDT NBIs correspond to the management 
operations defined in TS 28.561 (see Tables 6.1-1 to 6.1-3). The RESTful HTTP-based NBI adopted by FLECON-6G 
(Section 4.1.2.3) is consistent with the Stage 3 solution set of TS 28.561 in clause 7.1, which maps NDT 
management operations to standard HTTP methods (POST, PATCH, DELETE, GET) and structured REST URI 
patterns rooted at the Provisioning MnS endpoint. 

At the synchronisation level, the black-box and white-box monitoring mechanisms implemented in the FLECON-
6G domain NDTs τ including real-time KPI collection, configuration state retrieval, and orbital and link-model 
calibration in the Industrial NTN NDT (Section 4.2.2.3) τ reflect the synchronisation requirements defined in TS 
28.561 clause 5.1.2.3, covering performance data, configuration data, MDT/Trace data, and fault management 
data. This synchronisation underpins the fidelity of the modelling results and is essential for the FLECON-6G 
objective of providing a trusted pre-execution validation substrate for closed-loop automation decisions across 
RAN, transport, and NTN domains. 

4.1.2 Operational aspects and ETSI standards alignment 

4.1.2.1 Operationalisation of NDTs 

The operationalisation of Network Digital Twins (NDTs) within FLECON-6G is driven by the need to embed digital 
twin capabilities natively within the management and orchestration fabric of future 6G networks. In this context, 
NDTs are not considered as detached simulation environments, but as operationally consumable, lifecycle-
managed and service-exposed components of the control and management plane. Their role is to maintain a 
continuously updated representation of the managed network, support predictive and prescriptive modelling 
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sessions, and provide a trusted validation environment where candidate decisions can be evaluated before they 
are enforced in the physical infrastructure. 

This operational view is aligned with the FLECON-6G objective of developing a multi-layer NDT framework 
integrated within a zero-touch 6G architecture, where NDTs assist the validation and coordination of online 
decisions across multiple closed control loops (as described in Section 3.2.1.1). The project explicitly targets NDT-
assisted closed-loop coordination at planning, provisioning and execution time, with the NDT interacting with 
the Management Plane and its domain management and orchestration functions through standard-aligned 
Management Service interfaces. In this sense, NDTs become a core mechanism for reducing the risk of 
automated actions, accelerating validation of control-loop solutions, and supporting conflict mitigation across 
Native AI components. 

4.1.2.2 ETSI ZSM-driven operational integration 

The ETSI Zero-touch network and Service Management (ZSM) framework is the main reference for this 
operational integration. It promotes modular, service-based end-to-end automation through open interfaces, 
management service exposure, service discovery, closed-loop operation, and both request-response and 
publish-subscribe interactions. In this context, NDTs are positioned as analytics and validation services that 
consume operational data, execute modelling sessions, and expose predictions, recommendations, validated 
configurations and confidence indicators to closed-loop functions, intent handlers, orchestrators and operator 
tools. 

Continuous synchronisation is essential for meaningful NDT-based validation. The NDT must remain aligned with 
the physical network or with the intended time basis of the modelling session. Its data pipeline must therefore 
support near-real-time and historical ingestion of telemetry, configuration, logs, assurance events, topology and 
inventory data, complemented with metadata on freshness, provenance, accuracy and completeness. This 
enables the NDT to assess whether results are reliable, whether re-synchronisation is required, or whether 
additional data must be collected before validating a decision. This is particularly relevant for playback, historical 
replay, synthetic data generation and what-if analysis, where the NDT may intentionally diverge from the live 
network state. Modelling sessions must therefore define an explicit time basis and lifecycle triggers, 
distinguishing current-state validation, historical-state evaluation and hypothetical scenario exploration. 

NDTs also support multi-loop coordination. In FLECON-6G, concurrent closed loops may address SLA assurance, 
energy optimisation, resource allocation, service migration, fault mitigation, slice adaptation or transport 
reconfiguration. The NDT provides a shared validation substrate where action plans can be assessed before 
enforcement, enabling conflict detection, cross-domain impact estimation and selection of actions aligned with 
global objectives. In specific, the initial version of the FLECON-6G Intelligence Layer provides support of closed-
loop decision assessment through NDTs as detailed Section 3.2.1.1, while future releases shall also leverage NDTs 
for the coordination of conflictive closed-loops.  

Lifecycle management must cover both NDT services and modelling sessions. The framework must support 
discovery, access control, resource allocation, monitoring, scaling and termination of NDT instances, as well as 
configuration of scenario parameters, time basis, input data, models, execution constraints, output subscriptions 
and completion triggers. This leads to an NDT-as-a-Service model, where authorised consumers discover NDT 
capabilities, request resources, execute modelling sessions, receive outputs and release resources when no 
longer needed. For FLECON-6G, NDTaaS is therefore an operational model for exposing, operating and governing 
NDT capabilities on demand across RAN, transport and NTN domains, while abstracting unnecessary 
implementation details from higher-layer orchestration workflows. 

4.1.2.3 Service exposure and interfacing 

The service exposure and interface framework must remain faithful to ETSI ZSM principles: technology neutrality, 
model-driven information exchange, service-based management, open interfaces, registration and discovery, 



D4.1 NDT architecture prototyping for scalable, native AI driven zero touch network automation (initial version) 

 

© FLECON-6G, 2026  Page | 73  

 

external visibility control, and support for both request-response and event-driven communication. Table 7 
defines an implementation-oriented interface framework for FLECON-6G. It does not prescribe a single binding 
technology as a normative requirement; rather, it translates ETSI ZSM service patterns into interface families 
that can be implemented consistently ŀŎǊƻǎǎ ǘƘŜ ǇǊƻƧŜŎǘΩǎ b5¢ ŎƻƳǇƻƴŜƴǘǎ. 

Table 7: Implementation-oriented NDT interface framework. 

Interface type API style Protocols / interaction 
patterns 

Operational role 

Northbound 
Interface (NBI) 

Intent-aware and 
service-oriented API; 
synchronous request-
response 
complemented by 
asynchronous result 
subscription 

Secure HTTP(S) request-
response; asynchronous 
notifications through 
publish-subscribe channels, 
webhooks or event brokers 

Exposes NDT capabilities and 
outputs to higher-layer 
consumers, including intent 
handlers, orchestration 
functions, AI controllers, 
operator dashboards and 
assurance systems 

Southbound 
Interface (SBI) 

Data-ingestion and 
synchronisation API; 
push/pull streaming 
and batch collection 

Streaming collectors, batch 
ingestion, secure adapters, 
event channels and 
request-response data 
retrieval 

Maintains synchronisation 
between the NDT and the 
physical network or external 
contextual sources; supports 
both current-state and 
historical modelling 

EastςWest 
interface 

Service-to-service 
federation API; 
coordination 
messages and event 
exchange among 
distributed NDTs 

Secure service-to-service 
request-response; 
brokered event exchange; 
asynchronous state and 
result notifications 

Enables cooperation among 
NDT instances, supports 
federation, exchanges 
modelling outcomes and 
assists coordination among 
peer, hierarchical or nested 
closed loops 

Orchestration 
interface 

Lifecycle-
management and 
workflow API 

Secure HTTP(S) request-
response with 
asynchronous lifecycle, 
status and event 
notifications 

Instantiates, configures, 
modifies, scales and 
terminates NDT instances and 
modelling sessions; binds NDT 
outputs to orchestration and 
closed-loop workflows 

The interface framework should be interpreted as the FLECON-6G implementation profile for NDT integration. 
ETSI ZSM provides the architectural principles and service interaction model, while FLECON-6G applies them to 
the specific requirements of multi-layer and multi-domain NDTs. The concrete protocol bindings listed in the 
table are therefore recommended implementation choices to ensure interoperability across project 
components, not a limitation of the underlying standardisation approach. 

Taken together, this alignment establishes NDTs as composable, discoverable and lifecycle-managed analytics 
services within the FLECON-6G management plane. Their operational role is to support continuous 
synchronisation, scenario-based modelling, pre-execution validation, closed-loop coordination and controlled 
actuation across heterogeneous domains. This is the level at which ETSI ZSM alignment becomes operationally 
meaningful for the project: it enables safe automation, reusable service interfaces, a novel capability beyond 
current domain-specific digital twin deployments, enabling NDTs to be instantiated, composed, and managed 
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consistently across RAN, transport, and NTN domains through a common lifecycle and service framework, and a 
ŎƭŜŀǊ ǇŀǘƘǿŀȅ ŦƻǊ ŦǳǘǳǊŜ ǎǘŀƴŘŀǊŘƛǎŀǘƛƻƴ ŎƻƴǘǊƛōǳǘƛƻƴǎ ōŀǎŜŘ ƻƴ ǘƘŜ ǇǊƻƧŜŎǘΩǎ ǇǊƻƻŦ-of-concept outcomes. 

4.2 NDT Framework 

NDT Framework comprises a collection of Network Digital Twins (NDTs) and their unified interaction with the 
NDTaaS Orchestration Framework. Each NDT serves as a digital representation of an underlying network domain 
(e.g., IP layer, Non-Terrestrial network topology, etc) connected with the physical counterpart via 
synchronisation interfaces (defined as southbound interfaces, or SBI). Primary objectives of each NDT include 
efficient testing and modification of the underlying network, in-depth network analysis and optimisation, fault 
detection and enhanced network control and management. 

In the broad FLECON-6G architecture, the NDT Framework incorporates NDT domains and the NDTaaS lifecycle 
implemented by these domains (see Figure 2.1, red block within the Intelligent layer). To enable seamless 
orchestration and management of NDTs, we define innovative joint NDT lifecycle workflows and interfaces and 
apply them consistently to NDTs within the project. NDT capabilities expansion, alignment with standards and 
uniform functionality are all crucial for project execution, as multi-domain scenarios (e.g., multi-ŘƻƳŀƛƴ άǿƘŀǘ-
ƛŦέǎ ƻǊ closed-loop optimisation) needed for future Proof-of-Concept execution operate leveraging uniform NDT 
interfaces and workflows. 

This section presents the initial state of domain NDTs, describes the proposed homogenization strategy across 
NDTs forming the NDT Framework (proposed scenario-specific workflows, template NBI specification and SBI 
considerations) and iterates through each domain implementation in the first software release. 

4.2.1 Domain-specific NDT baseline 

Three NDT domains are in the scope of the project: IP over Transport, RAN and CN and Non-Terrestrial Networks. 
This section describes individual NDTs in the domains - their domain-specific functionality, internal real-life 
network synchronisation mechanism, and overall setup. 

4.2.1.1 Multi-Layer (IP over Transport) NDT 

The Multi-Layer IP over Transport Network Digital Twin (Transport NDT), developed by E-Lighthouse, focuses on 
the modelling and analysis of transport network infrastructures, capturing the interactions between IP/MPLS 
and optical layers. It represents a domain-specific Network Digital Twin within the FLECON-6G NDT Framework, 
contributing to the support of multi-layer and multi-domain network management and orchestration. 

Within the FLECON-6G architecture, NDTs act as operational components that enable enhanced visibility and 
analysis of network behaviour. In this context, the Transport NDT provides a digital representation of the 
transport network that can be used to evaluate different operational scenarios, including traffic variations, 
failures, and configuration changes. This capability is particularly relevant for supporting what-if analysis and 
validating candidate actions before their enforcement in the real network, in line with the closed-loop 
automation principles of the project. 

From an architectural perspective, the Transport NDT exposes its capabilities through the NDT Framework 
interfaces, enabling its integration with higher-layer components like the NDTaaS Orchestration Framework. 
Through this integration, it contributes to end-to-end workflows for service provisioning, optimisation, and 
assurance, especially in scenarios requiring coordinated multi-layer behaviour expected for PoC3. 

To address different requirements in terms of modelling accuracy, execution time, and scalability, the Transport 
NDT is realised through two complementary implementations. A lightweight implementation supports fast 
simulation and prototyping, while a high-fidelity implementation enables detailed analysis and planning 
functionalities. These implementations are summarised in Table 8 and described in the following subsections. 
The first is a lightweight open-source NDT designed for prototyping, integration and fast validation leveraging 



D4.1 NDT architecture prototyping for scalable, native AI driven zero touch network automation (initial version) 

 

© FLECON-6G, 2026  Page | 75  

 

the Net2plan initiative[50] , while the second is a high-fidelity NDT based on the E-Lighthouse Network Planner, 
supporting realistic multi-layer simulations and decision-grade analysis.     

Table 8: Complementary transport NDT implementations in the FLECON-6G framework 

Capability / Aspect Open-Source NDT ENP-based NDT 

Purpose Prototyping, integration and early 
validation 

High fidelity simulation and decision 
support 

Scope Primarily IP/MPLS networks Full multi-layer (IP over optical transport) 

Modelling detail Abstracted / logical models Detailed logical + physical modelling 

Optical layer support Limited / simplified Full support (OTSI, OUT, ODU, WDM, 
spectrum) 

Physical impairments Not considered or simplified Impairment-aware modelling 

Simulation accuracy Medium High (decision grade) 

Simulation scale Lightweight / fast execution Large scale, complex scenarios 

Capabilities Basic what-if analysis, KPI 
evaluation 

Advanced optimisation, resilience, 
planning 

Integration readiness High (containerised, API-first) High (aligned with NDT Framework APIs) 

Role in FLECON-6G Integration enabler and 
experimentation platform 

Validation, optimisation and orchestration 
support 

NDT abstraction NDT Functions / Jobs / Reports 
(basic) 

Advanced NDT Functions/Jobs provider 
with rich outputs 

 

 

4.2.1.1.1 Open-Source Transport Network Digital Twin 

The Open-Source Transport Network Digital Twin represents the lightweight implementation of the Transport 
NDT, designed to support rapid prototyping, flexible modelling, and early integration within the FLECON-6G 
platform. This implementation is based on the Net2Plan framework and provides a modular and extensible 
environment for modelling and simulating multi-layer transport networks. 

The primary objective of this NDT is to enable fast execution of what-if analyses and validation of candidate 
network configurations, making it particularly suitable for supporting closed-loop workflows where execution 
time is a critical factor. In this context, it complements higher-fidelity NDT implementations by providing a lower-
complexity, faster-response alternative for iterative evaluation processes. 

Also, the Open-Source Transport NDT supports the representation IP/MPLS. Network topologies are described 
using abstracted data models aligned with standard representations (e.g., IETF-based topology models), enabling 
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interoperability with other components of the FLECON-6G architecture. Traffic conditions can be defined 
through configurable traffic matrices, allowing the simulation of different load scenarios and service demands. 

In addition, the NDT supports enhanced modelling capabilities for IP routing behaviour, including realistic 
representation of IGP-based routing (e.g., OSPF). This allows the simulation of dynamic network conditions and 
routing decisions, enabling more accurate evaluation of network performance, resilience, and optimisation 
strategies. 

Thus, from an architectural perspective, as seen in Figure 4.3, the NDT follows a modular design that aligns with 
the functional blocks defined in the overall NDT framework. The main components include: 

¶ API layer, which exposes the NDT capabilities to external components, enabling interaction through 
standardised interfaces. 

¶ Network models layer, responsible for representing the network topology and associated data, 
supporting realistic emulation of network conditions. 

¶ Simulation engine, which performs the core analysis and simulation tasks, including KPI evaluation and 
scenario execution. 

¶ Network instance layer, which maintains a runtime representation of the network topology used during 
simulations. 

 

Figure 4.3: Architecture of the Open-Source Network Digital Twin aligned with the FLECON-6G NDT Framework. 

The implementation is based on a Java application, designed to support complex simulation workflows and 
seamless integration with external orchestration components. To ensure portability and ease of deployment, 
the NDT is fully containerised, enabling consistent execution across environments and integration with cloud-
based platforms. 

At its core, the NDT builds upon Net2Plan, an open-source network planning and simulation engine, extending 
its capabilities by exposing a REST-based interface for interactions. This API enables key functionalities required 
for NDT-driven automation inside the NDT Framework, including: 
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¶ Retrieval of the current network topology in a standardised format. 

¶ Execution of simulation scenarios for what-if analysis. 

¶ Evaluation of network Key Performance Indicators (KPIs) 

4.2.1.1.2 Advanced Multi-Layer Transport NDT based on E-Lighthouse Network Planner  

The Advanced Multi-Layer Transport NDT is the high-fidelity implementation of the Transport NDT developed by 
E-Lighthouse, based on the E-Lighthouse Network Planner (ENP). While the Open-Source IP Transport NDT 
focuses on lightweight IP/MPLS simulations, this implementation extends its scope to a richer IP-over-optical 
transport representation, enabling analysis of dependencies between the packet/service layer and the 
underlying optical transport infrastructure.  

From a modelling perspective, the NDT natively supports multi-layer network representations, including IP/MPLS 
and optical transport domains. The interaction between layers is explicitly captured, enabling the analysis of 
dependencies between IP routing decisions and underlying optical connectivity. The optical layer is modelled 
with high level of detail, including technologies such as OTSI, OTU, ODU, and WDM links, as well as spectrum 
allocation and equipment constraints. Furthermore, the NDT incorporates impairment-aware modelling 
capabilities, allowing the evaluation of physical layer feasibility based on parameters such as optical signal quality 
and transmission constraints. This allows the NDT to evaluate how decisions taken at one layer may impact the 
other, which is essential for reliable multi-layer transport planning and validation. 

As depicted in Figure 4.4, the architecture is organised into a front-end and a back-end. The front-end provides 
the graphical user interface and the northbound interface, enabling both human interaction and programmatic 
access to the NDT capabilities. The back-end contains the core ENP-based modelling and execution logic, 
structured around an integrated IP and transport-over-optical model, a functional suite, and a network 
simulation context. 

The IP and transport-over-optical model constitutes the central data representation of the NDT. It stores the 
network topology, the IP and optical resources, service demands, traffic matrices, capacity constraints and 
relevant planning parameters. This model enables the NDT to maintain a coherent view of the transport 
infrastructure across layers, supporting the evaluation of network configurations, provisioning decisions and 
failure scenarios. 

The functional suite provides the main capabilities exposed by the IP over Optical Transport NDT, covering 
resource allocation, orchestration, planning, and SDN-based network data client functions. Resource allocation 
supports the assignment of IP and optical resources according to capacity, spectrum, bandwidth, topology, 
service demands, and SLA requirements. Orchestration capabilities coordinate service provisioning, 
configuration, and workflow execution across the IP and optical transport layers, supporting the lifecycle of 
candidate or deployed configurations. Planning functions enable short-term and long-term analysis, 
dimensioning, and what-if evaluation of alternative network configurations before their application to the 
operational environment. In addition, the functional suite includes SDN-based Network Data Clients that allow 
the NDT to retrieve, synchronise, and expose network data through controller-facing and management 
interfaces, including NETCONF/RESTCONF, HTTP-based APIs, and gRPC. This enables the NDT to interact with 
SDN controllers, transport controllers, monitoring systems, and inventory tools, ensuring that simulations and 
planning analyses are based on consistent topology, state, resource, and service information. 

The network simulation context maintains the information required to execute and evaluate NDT scenarios. It 
includes the network topology, the current or target network state, traffic and service information, and the 
results generated by the simulations. These results may include KPIs such as utilisation, latency, blocking 
probability, resource availability and other metrics relevant to transport network assessment. In this way, the 
NDT can be used not only to represent the network state, but also to analyse the potential impact of operational 
or planning decisions before they are applied to the real infrastructure. 
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Figure 4.4:  Simplified architecture of the Multi-layer Transport NDT. 

4.2.1.2 OpenAirInterface-based RAN and CN NDTs 

The OpenAirInterface (OAI) based RAN and Core Network (CN) NDT, developed by EURECOM (EUR), provides a 
domain-specific Network Digital Twin within the FLECON-6G NDT Framework dedicated to the radio access and 
5G core domains. It complements the Multi-Layer (IP over Transport) NDT and the Industrial NTN NDT by 
enabling the representation, emulation and what-if analysis of an end-to-end 5G stack (RAN and CN) under 
controlled conditions. The design of the digital twin of the RAN is built on OAI components, namely RFSimulator-
based gNB and UEs together with a Service-Based Architecture (SBA) 5G CN and is exposed to the management 
and orchestration plane of FLECON-6G through standard-aligned Northbound Interfaces. 

The foundational design property of this NDT is the use of OAI RFSimulator as a software replacement for the 
actual radio interface. RFSimulator replaces the RF board driver of the gNB/UE software stack, so that full-
software UEs and a full-software gNB exchange time-domain I/Q samples through a software channel model 
rather than through a real RF board. All other layers (L1, L2 and L3) remain unchanged with respect to a 
deployment using a real Radio Unit (RU), which makes the OAI NDT particularly representative of the behaviour 
of an operational RAN. The exclusive software option that grants access to all the configuration and real-time 
modification features of OAI's channel simulation is exploited to make the channel model dynamically driven 
from the orchestration plane, supporting predefined channel models such as those defined in 3GPP TR 38.901 
(SCM, TDL, AWGN, Rayleigh)[62] . 

The OAI-based RAN and CN NDT is composed of three main building blocks: (i) the OAI Emulation Manager (OEM-
DT), which configures the OAI RFSimulator and the 5G CN, instantiates scenarios and supervises their lifecycle; 
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(ii) an xApp running on top of a near-Real-Time RAN Intelligent Controller (FlexRIC) to collect KPIs and control 
gNB functions via the E2 KPM and RC Service Models; and (iii) a Network Data Analytics Function (NWDAF) that 
exposes Core Network analytics through standardized 3GPP service-based interfaces. These three elements 
communicate with the FLECON-6G management plane through Northbound Interfaces aligned with the ETSI ZSM 
Management Service model and with the NDT NBI specification described in Section 4.2.1 enabling them to be 
invoked, parameterised, and observed by the NDTaaS Orchestration Framework. 

From a deployment perspective, the entire OAI-based RAN and CN NDT run as a cloud-native, containerised 
environment. Per-scenario stacks are instantiated on demand and torn down at the end of each what-if 
execution, ensuring reproducibility, isolation between concurrent NDT Jobs and consistent integration with the 
rest of the FLECON-6G NDT Framework. The UEs deployed on top of the emulated RAN can run real applications 
(e.g., iPerf or HTTP traffic), enabling the evaluation of service-level KPIs in addition to PHY/MAC-level metrics. 
Figure 4.5 illustrates the internal architecture of the OAI-based RAN and CN NDT, showing how the management 
plane, the NBI, the OEM-DT orchestrator and the per-scenario Docker stack are organised and interact. 

 

                                Figure 4.5: Internal architecture of the OpenAirInterface-based RAN and CN NDT 

4.2.1.3 Industrial NTN NDT 

A Non-Terrestrial Network Digital Twin (NTN NDT) provides a digital mirror for any satellite-based network, 
enabling emulation of modern satellite constellations, including the lossy links characteristic of real satellite 
communications and the dynamic asset movement reflecting actual satellite topology changes. While the 
envisioned Industrial NTN NDT goes beyond pure emulation and simulation (incorporating advanced features to 
better support analysis and optimisation) the presence of a robust, realistic network emulation environment is 
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a fundamental prerequisite. This environment serves as a key enabler for the NDT, offering an accurate digital 
ŎƻǳƴǘŜǊǇŀǊǘ ǘƻ ǘƘŜ ǇƘȅǎƛŎŀƭ ƴŜǘǿƻǊƪ ŀƴŘ ŦŀŎƛƭƛǘŀǘƛƴƎ άǿƘŀǘ-ƛŦέ ŀƴŀƭȅǎŜǎ ŦƻǊ ƻǇŜǊŀǘƛƻƴŀƭ ŀǎǎŜǎǎƳŜƴǘ ŀƴŘ ŘŜŎƛǎƛƻƴ-
making. 

Building upon our previous work [63] aimed at bridging the gap between physical and digital environments, the 
COSNO framework [63] has been further extended to operate as a digital replica of satellite networks. By 
incorporating awareness of both the current system state and anticipated future behaviours, and by 
complementing these capabilities with visualization and decision-support functionalities, COSNO is evolving from 
a standalone emulation framework towards a more comprehensive Industrial NTN NDT solution. In this 
enhanced role, the Industrial NTN NDT is expected to reflect, in real time, the behaviour, performance, and 
operational state of its physical counterpart, while simultaneously providing a controlled environment for 
scenario execution and for the validation of orchestration decisions. A high-level overview of its internal 
architecture is depicted in Figure 4.6. 

 

Figure 4.6: Internal Architecture of the Industrial NTN NDT 

Such transformation of requires several architectural enhancements. These extensions were specifically 
designed to address the core requirements, ensuring its ability to accurately represent, predict, and optimize 
NTN networks across its lifecycle. These architectural enhancements are described below. 

4.2.2 Proposed NDT Framework Architecture and Interfaces 

As the NDT Framework is designed to unify NDT access, it is crucial to establish uniform yet flexible specifications 
for NBI, SBI and compose joint workflows. The following section describes the initial process of establishing the 
first version of the NDT Framework software: NBI for all NDTs using relevant standards and requirements coming 
from both each NDT and the FLECON-6G architecture and workflows defined for the first software release. The 
NDT NBI template is kept generic for every domain to implement a subset of function calls necessary for project 
Use Cases. Notably, SBIs are not specified as part of the first release, as physical networks exhibit significant 
heterogeneity and variation, making it impractical to define uniform synchronization interfaces across all 
domains at this stage. 
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4.2.2.1 NDT Architecture 

The overall design of the NDT access is showcased in Figure 4.7, where each NDT has its own implementation of 
the uniform NBI which NDTaaS Orchestration Framework can address. Each NDT is expected to have internal 
orchestration mechanisms; as a result, the NBI is expected to build on top of domain orchestration to bridge it 
with intra-domain decisions of the NDTaaS Orchestration Framework. SBI is highly domain-specific and would be 
described for every NDT in the respective domain-NDT section. 

 

 Figure 4.7: NDT Framework high-level architecture 

Internally, each NDT must have modular design, e.g., have separate NBI, SBI, NDT instances and an Internal 
Orchestrator. The internal NDT Orchestrator is a key component for NDT Framework validity, it should manage 
NDTFunctions - their instantiation, checkpointing, termination and management of NDTFunction states. Data 
management (namely interconnection of network probes between different NDTFunctions, injection and 
retrieval of KPIs) must also be considered, either as a separate block, or as part of the Internal Orchestrator. NBI 
must only connect the NDT domain to the NDTaaS Orchestration Framework, whereas SBI must only connect 
the NDT domain with the physical domain network. A database for NDTReport storage can be used as well. 

4.2.2.2 NDT NBI specification 

Northbound Interface, interacting with NDTaaS Orchestration Framework, is specified using the requirements 
collected in WP2. The following endpoint categories have been identified to be necessary for the initial 
prototype: 

¶ Status: endpoint availability and capabilities 

¶ NDTFunction lifecycle: start/stop/update/list current NDTFunctions  

¶ NDTJob lifecycle: start/stop/update/list current NDTJobs 

¶ NDTReport library: list all available/retrieve specific cached NDTReports 

¶ Dataflow management: ingest telemetry/kpis/events or retrieve network context 

The initial specifications used data structures based on relevant standards outlined in Section 4.1. 

NDTFunction descriptor included the following fields: NDTFunction ID, status, access points, domain type (e.g., 
NTN or Transport) and other metadata. NDTJob is intended to be used as a uniform descriptor for single-domain 
what-ifs, multi-domain what-ifs and closed-loop optimisation requests. NDTJob descriptor included NDTFunction 
owner ID, current state and other metadata. NDTReport, another key data type, included report ID, NDTJob ID 
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it belongs to, results (metrics collected and decision summary in NDTReportResult structure), errors and a 
summary. Telemetry, KPIs and Events (injected or consumed) followed a similar structure, with NDTFunction ID, 
timestamp and measurements themselves (e.g., telemetry stream, KPIs array, event type). 

The collection of endpoints and desired data models to be used as a template for all domain NDTs was structured 
as an OpenAPI specification, Figure 4.8Figure 4.8 shows an impression on the list of endpoints collected. 

 

Figure 4.8: domain-agnostic template API specification of NDT NBI 

For the first release, three essential calls were decided to be developed: NDTFunction creation and NDTJob 
creation and manipulation. The following Figure 4.9 provides a deeper look into these endpoints. 

NDTFunction creation requires simulation parameters (specific to each NDT), networkSnapshot if available and 
other context, where the return type is the resulting NDTFunction descriptor. NDTJob creation requires task 
description, NDTFunction ID it must start on, execution policy entailing the type of the Job (e.g., what-if single 
domain, what-if multi-domain, closed-loop), and whether the checkpoint needs to be created prior. The result is 
the NDTJob descriptor. To update the NDTJob (e.g., start it), the desired state must be requested, where the 
returned response body is the updated NDTJob descriptor. 
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Figure 4.9: NDT NBI endpoint examples ς create NDTFunction, create and update NDTJob 

4.2.2.3 NDT NBI Workflows 

Along with API endpoint definitions, it is crucial to identify the process behind every API call and plan all NBI calls 
into concrete, use-specific workflows. Overall, 4 different scenarios must be supported by the NBI: NDTFunction 
lifecycle; single-domain what-if simulation; multi-domain what-if simulation; closed-loop optimisation. The 
following section provides visual representations for each scenario. All of the following workflows defined 
contribute as building blocks to NDTaaS Orchestration Framework workflows defined in D2.2[1] . 

NDTFunction lifecycle, as shown in Figure 4.9 consists of NDTFunction creation and deletion. It is one of the basic 
processes every NDT NBI must support, as all other scenarios can only progress on a live NDTFunction. Figure 
4.10 represents initial part of the lifecycle workflow ς NDTFunction creation API call ς in 3 possible settings: 
black-box real network, white-box real network, and when NDTFunction has already been instantiated. In the 
white-box setting, the real network is available for explicit management and monitoring; hence, the NDT can 
directly subscribe to all network events and management calls. Once the NDTFunction is requested, explicit 
creation and real-world synchronisation take place. After the NDTFunction is instantiated and its data streams 
are connected to the underlying physical domain network, the NDTFunction descriptor is returned as per 
NDTFunction creation API. When it comes to black-box real networks (e.g., commercial providers with custom 
commercial protocols). In this case, only certain network devices connected to the network, are available for 
manipulation (e.g., probes deployment, metrics pull). As a result, the real-world synchronisation step is much 
shorter compared to the white-box setting. If the NDTFunction is already instantiated, the API call should return 
with no NDT interaction. For NDTFunction deletion, a similar approach must be taken in all 3 settings. 
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Figure 4.10: NDTFunction lifecycle management workflow 

Speaking of what-if single-domain simulation, as depicted in Figure 4.11, the workflow involves several NDT NBI 
calls: prepare execution environment (create NDTJob), prepare data streams (get network context), and start 
simulation (start NDTJob). The execution environment preparation entails checkpointing and NDTJob 
instantiations, where the NDTJob is not started yet. Once the data stream is passed to the NDTaaS Orchestration 
Framework, the NDTJob can be started. Returned results must conform to the NDTReport structure: both 
intermediate and final results.  

 

Figure 4.11: NDTJob single-domain workflow 
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Multi-domain what-if simulation, as shown in Figure 4.12 would look fairly similar in the first software release. 
NDTJob creation and start are directly passed to both domain NDTs, the only difference here is data preparation. 
5ŀǘŀ ǎǘǊŜŀƳ ŜȄŎƘŀƴƎŜ ŘƻŜǎƴΩǘ ƘŀǇǇŜƴ ŜȄǇƭƛŎƛǘƭȅΣ ǊŀǘƘŜǊ ƛƴƛǘƛŀƭ b5¢Wƻō ŎǊŜŀǘƛƻƴ ǇŀǎǎŜǎ inter-NDT dependencies 
which must be resolved between NDTs directly. In the first release, we do not test this functionality, thus it is 
not explicitly described and only framed as NDT stitching. After both NDTJobs are started, the process is yet again 
similar to single-domain what-if, as data exchange happens internally, NDTReports arrive to NDTaaS 
Orchestration Framework from each NDT individually. 

 

Figure 4.12: NDTJobs multi-domain workflow 

Closed-loop optimization, as shown in Figure 4.13 is framed as multiple single-domain what-if simulations, 
governed by the NDT internal orchestrator. Here, the what-ifs are generated by the NDT internal orchestrator 
based on the initial intent passed (see prepare model state). The optimization is then started and on every step 
of optimization the internal orchestrator aggregates the monitoring data to produce a cumulative NDTReport. 

 

Figure 4.13: closed-loop optimization with NDTJobs workflow 
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API specifications and API interactions in the form of workflows consist of all technical documentation of the first 
NBI API release, of which 3 chosen calls (NDTFunction create, NDTJob create and update) every NDT 
implemented and tested individually. 

4.2.3 Per-domain NDT Framework implementation  

This section describes domain-specific considerations of the NDT Framework implementation ς North-Bound 
Interface template adaptation to specific domain needs and overall realization of workflows, described above. 

4.2.3.1 Multi-Layer (IP over Transport) NDT 

The Multi-Layer IP over Transport NDT focuses on the modelling, analysis and validation of transport network 
scenarios involving different technological layers, with particular emphasis on the interaction between IP/MPLS 
connectivity and the underlying optical transport infrastructure. 

Two complementary implementations are considered. The first one is an Open-Source Transport Network Digital 
Twin, aimed at supporting rapid prototyping, integration testing and alignment with the common NDT API only 
for Transport IP domain. The second one is an advanced Multi-Layer Transport NDT based on the E-Lighthouse 
Network Planner, which provides richer modelling and analysis capabilities for IP over optical transport scenarios. 

4.2.3.1.1 Open-Source Transport Network Digital Twin 

The Open-Source Transport Network Digital Twin provides a lightweight and flexible implementation of a 
transport-domain NDT aligned with the common FLECON-6G NDT Framework concepts. Its main purpose is to 
support rapid experimentation with the NDT NBI, enabling the creation and execution of NDT Jobs over transport 
network scenarios without requiring a complex commercial-grade planning environment. 

This implementation can be seen as a rapid integration-oriented prototype. It allows the project to validate the 
basic interaction flow between an NDT consumer and a transport NDT, including the exposure of available NDT 
Functions, the creation of NDT Jobs, and the retrieval of execution results. By relying on an open and extensible 
implementation, it also facilitates early testing of the NDTaaS Orchestration Framework and supports the 
progressive refinement of the common NDT data models and API endpoints. 

From an implementation perspective, the Open-Source Transport Network Digital Twin has been developed as 
a Java-based software component, leveraging Net2Plan as the underlying network modelling, simulation and 
analysis engine. Net2Plan provides the internal representation of the transport network topology, traffic 
demands and candidate network states, while the NDT API layer exposes these capabilities through a REST-based 
API. The API is specified using OpenAPI, enabling a structured and implementation-independent description of 
the available endpoints, request payloads and response models. In line with the common FLECON-6G NDT 
Framework, the exposed API includes operations related to NDT Function management, NDT Job execution and 
result retrieval. The component is packaged as a Docker container, facilitating reproducible deployment, 
integration testing and future interaction with the NDTaaS Orchestration Framework. This implementation 
approach allows the Open-Source Transport NDT to act as a lightweight and portable baseline for validating the 
common NDT NBI and for testing transport-domain what-if analysis workflows. 

Figure 4.14 and Figure 4.15 capture the running Open-source IP Transport NDT NBI, exposed through an 
OpenAPI/Swagger specification. The API provides the main operations required to interact with the NDT, 
including the creation, listing, update and termination of NDT Jobs, the retrieval of NDT Reports, the discovery 
of available NDT Functions, and access to the current digital twin state. This interface represents the integration 
point through which external orchestration components, such as the NDTaaS Orchestrator, can request IP 
transport what-if analysis, validation, optimization and reporting operations. 
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Figure 4.14: Snapshot of the Open-source IP Tranport NDT NBI 

 
Figure 4.15: Data models of the Open-source IP Tranport NDT NBI, a) ndt-function, b) ndt-job 

Moreover, Figure 4.16 shows the execution of the Open-source IP Transport NDT as a running Spring Boot 
service. The log confirms the initialization of the Net2Plan-based NDT application, including the activation of the 
embedded Tomcat server and the exposure of the REST API on port 55955. This snapshot illustrates the current 
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deployable prototype status of the NDT, implemented as a Java-based service and ready to receive NDT 
management requests through its northbound interface. 

 

Figure 4.16:  Running instance of the Open-source IP Tranport NDT  

Finally, Figure 4.17 illustrates the execution flow of concrete NDT management operations through the Open-
source IP Transport NDT. The snapshot illustrates the discovery of available NDT Functions, the retrieval of details 
for the capacity-planning function, and the creation of an NDT Job using an example IP network topology. The 
log also shows the job execution lifecycle, from request reception and scenario preparation to job completion 
ŀƴŘ ǊŜǇƻǊǘ ƎŜƴŜǊŀǘƛƻƴΣ ŘŜƳƻƴǎǘǊŀǘƛƴƎ ǘƘŜ ǇǊƻǘƻǘȅǇŜΩǎ ŀōƛƭƛǘȅ ǘƻ ŜȄǇƻǎŜ ŀƴŘ ŜȄŜŎǳǘŜ b5¢ ǇǊƛmitives. 

 

Figure 4.17: Capture of the Open-source IP Transport NDT when executing concrete NDT jobs 

4.2.3.1.2 Advanced Multi-Layer Transport NDT based on E-Lighthouse Network Planner  

The Advanced Multi-Layer Transport NDT follows a different implementation approach from the lightweight 
open-source prototype. Rather than being conceived primarily as an API validation component, it builds on the 
E-Lighthouse Network Planner as a mature software asset for multi-layer transport network planning and 
optimisation. In this implementation, the main value lies in the ability to reproduce realistic IP/MPLS over optical 
scenarios, analyse the impact of traffic variations or configuration changes, and assess the feasibility of candidate 
network states using detailed multi-layer models. The FLECON-6G work extends this planning-oriented baseline 
towards an NDT operation mode, where selected ENP capabilities are exposed as callable NDT Functions and 
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executed through NDT Jobs. This allows the tool to be used not only for offline planning, but also as a digital twin 
component supporting what-if analysis, multi-layer impact assessment and future closed-loop decision 
validation. In this sense, the Advanced Multi-Layer Transport NDT provides the project with a higher-fidelity 
transport-domain twin, complementing the open-source prototype with more advanced modelling, optimisation 
and scenario evaluation capabilities. 

The Multi-layer Transport NDT exposes its capabilities through a REST-based NBI API, implemented and 
documented using an OpenAPI/Swagger specification, as illustrated in Figure 4.18Figure 4.18. This interface 
provides a uniform access point for the NDTaaS Orchestration Framework, closed-loop coordination functions 
and operator tools to discover available NDT Functions, trigger and manage NDT Jobs, ingest events, KPIs and 
telemetry, retrieve network-context information, and access the resulting NDT Reports. Following the common 
FLECON-6G interaction model, NDT Functions represent reusable simulation, planning or validation capabilities; 
NDT Jobs correspond to concrete executions of those capabilities over a given multi-layer scenario; and NDT 
Reports expose the generated KPIs, bottlenecks, warnings, optimisation outcomes and decision-support 
information. The example shown in Figure 4.18 (b) illustrates how the NBI returns structured metadata for an 
available function, including its identifier, description, type, parameters and execution requirements, enabling 
higher-level orchestration components to select and invoke the appropriate ENP-based analysis before actions 
are applied to the operational IP/optical transport infrastructure. 

 

Figure 4.18: Multi-layer Transport NDT NBI implementation with; a) available queries; b) ndt-function data model 

 

Figure 4.19 highlights the ENP/Multi-layer NDT GUI representing a multi-layer transport scenario composed of 
two interconnected network domains: an IP domain and its underlying optical transport domain. The GUI shows 
the capability of the Advanced Multi-Layer Transport NDT to maintain a unified view of both layers while 
preserving their domain-specific characteristics, resources and control abstractions. In particular, the left panel 
shows the integration with standard-based SDN controllers, including an IETF-based IP controller for the packet 
layer and a TAPI-based optical controller for the optical layer, enabling topology discovery and synchronisation 
with the operational network. This multi-domain representation allows the NDT to correlate IP routers, optical 
































































